
Titre:
Title:

Reinforcement-Learning-Based Attacks on Adaptive Traffic Control 
Systems

Auteur:
Author:

Antonio Dominguez Trujillo 

Date: 2021

Type: Mémoire ou thèse / Dissertation or Thesis

Référence:
Citation:

Dominguez Trujillo, A. (2021). Reinforcement-Learning-Based Attacks on Adaptive 
Traffic Control Systems [Mémoire de maîtrise, Polytechnique Montréal]. 
PolyPublie. https://publications.polymtl.ca/6621/

Document en libre accès dans PolyPublie
Open Access document in PolyPublie

URL de PolyPublie:
PolyPublie URL:

https://publications.polymtl.ca/6621/

Directeurs de
recherche:

Advisors:
Nicolas Saunier, Cristina Alcaraz, & Jose Manuel Fernandez 

Programme:
Program:

Génie informatique

Ce fichier a été téléchargé à partir de PolyPublie, le dépôt institutionnel de Polytechnique Montréal
This file has been downloaded from PolyPublie, the institutional repository of Polytechnique Montréal

https://publications.polymtl.ca

https://publications.polymtl.ca/
https://publications.polymtl.ca/6621/
https://publications.polymtl.ca/6621/


POLYTECHNIQUE MONTRÉAL
affiliée à l’Université de Montréal

Reinforcement-Learning-based Attacks on Adaptive Traffic Control Systems

ANTONIO DOMINGUEZ TRUJILLO
Département de génie informatique et génie logiciel

Mémoire présenté en vue de l’obtention du diplôme de Maîtrise ès sciences appliquées
Génie informatique

Mai 2021

© Antonio Dominguez Trujillo, 2021.



POLYTECHNIQUE MONTRÉAL
affiliée à l’Université de Montréal

Ce mémoire intitulé :

Reinforcement-Learning-based Attacks on Adaptive Traffic Control Systems

présenté par Antonio DOMINGUEZ TRUJILLO
en vue de l’obtention du diplôme de Maîtrise ès sciences appliquées

a été dûment accepté par le jury d’examen constitué de :

Nora BOULAHIA-CUPPENS, présidente
José FERNANDEZ, membre et directeur de recherche
Nicolas SAUNIER, membre et codirecteur de recherche
Cristina ALCARAZ, membre et codirectrice de recherche
Soumaya CHERKAOUI, membre



iii

DEDICATION

To the good man that
my grandfather always
encouraged me to be. . .



iv

ACKNOWLEDGEMENTS

First of all, I wish to show my gratitude to my parents and my sisters. Your love, principles
and your support have made me become who I am today. I will always thank you for backing
me up when I decided to pursue my academic career in Canada and leave our home.

I express infinitely thanks to my director, José Fernández. You put your trust and welcomed
me in your team. This journey has been possible because you gave me the opportunity to
stay in Canada after my exchange year in the École Polytechnique. Your human virtue, your
way of doing and your vision upon work have showed me the way to become the professional
that I always wanted to turn into. I will never forget that.

I will always be thankful to my co-supervisor, Nicolas Saunier. Your guidance, your contribu-
tion and your perspective were crucial to complete successfully the last stage of my academic
career. I also give thanks to my co-director, Cristina Alcaraz. You accommodated me in
Malaga, where I had the opportunity to realize how professional you are. Your support,
confidence and the way you pushed me forward with my project have fortunately saved me
more than once (and more than twice). You believed in me from the beginning and I cannot
be more grateful.

Ranwa, even before I was aware of it, you were already building up the engines that have
led this project to a proper end. You made me believe not only in myself, but also in this
project. You provided me with the energy, motivation and the attitude that I needed. You
were essential in this project and I thank you for that. I sincerely express my gratitude to
the research associate of our team, Marielba. You followed my progress step by step and day
by day. I thank you for your dedication, your time and patience, but also for rendering easier
and pleasant my path along the last year and a half. Not only your participation was always
resolutive, but you also took care of me before and after I left Canada.

I also acknowledge my roommates, Léa and Jesús, as well as Natalia for becoming my home
and such an essential part of me. You have conformed the base in which I could stand firmly
when I most needed it. All we have been through and all we have left to share is probably
the biggest gift that my stay in Canada has brought to the table. Last but not least, I want
to thank my laboratory colleagues for making me feel a part of a team. Mikaela, you are the
one who pulled the strings to encourage me to pursue this master. Militza, thank you for
always providing me with the support and aid I needed. Édouard, thank you too for your
collaboration in the project during your internship in our team. I will miss working with all
of you.



v

RÉSUMÉ

Grâce à l’utilisation des capteurs et aux nouvelles technologies de la communication, les
systèmes de contrôle adaptatif de trafic routier (Adaptive Traffic Control Systems ou ATCS)
sont devenus une solution prometteuse dans le domaine du contrôle de la route au sein
des villes modernes. Ces systèmes visent à diminuer la congestion routière en adaptant
continuellement les feux de signalisation à la demande de trafic en temps réel. Cependant,
le manque de mesures de sécurité adoptées dans ce domaine rend ces systèmes vulnérables
à des attaques informatiques. Étant donné que ces systèmes sont capables de estimer le
comportement des véhicules, le fonctionnement d’un ATCS est bien dynamique face aux
conditions du trafic de la route. Par conséquent, la réponse du système n’est pas connue
préalablement. Nous basons notre étude sur l’hypothèse qu’une attaque informatique est
plus difficile à détecter lorsqu’un attaquant cible un système adaptatif, contrariement à un
système traditionnel dont le fonctionnement demeure toujours immuable. Néanmoins, une
attaque qui reste inaperçue demande un niveau de raffinement élevé.

Dans cette optique, nous avons développé une plateforme d’essai pour réproduire des at-
taques intelligents sur un système ATCS générique. La solution proposée intègre des tech-
niques d’apprentissage profond par renforcement (Deep Reinforcement Learning ou DRL)
pour contrôler le traffic dans un réseau routier avec un simulateur microscopique de trafic
routier. En utilisant les techniques de DRL, nous avons entrainé un agent pour produire de la
congestion dans un réseau routier composé de 25 intersections. L’algorithme d’apprentissage
fut Proximal Policy Optimization (PPO). Cette plateforme permet l’exécution des cyber-
attaques sur deux scénarios différents. Le premier reproduit les actions d’un attaquant qui
connait l’organisation de l’intérieur, tandis que le deuxième vise à simuler l’exécution d’une
attaque de l’homme au milieu (Man-in-the-Middle ou attaque MITM) depuis l’extérieur de la
compagnie. Dans ce contexte, nous présentons un outil de tests qui fournit l’environnement
nécessaire pour déployer ces scénarios.

Ensuite, nous évaluons les impacts d’attaquer des intersection critiques dans le premier scé-
nario. L’agent intelligent est capable d’injecter des commandes informatiques illégitimes afin
de perturber la réponse normale du système et provoquer de la congestion sur le réseau
routier. Nos expériences démontrent que l’agent a augmenté le retard moyen global des
véhicules en un 8,2% et le nombre des voitures ayant une vitesse proche à zéro en un 10,6%.
En outre, les véhicules peuvent ralentir jusqu’à 2,27 m/s à cause des actions exécutées par
l’agent. Finalement, nous avons rajouté une couche de communication afin de réproduire le
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flux de communication qui a lieu dans un ATCS réel. Cela rend possible le déroulement des
attaques informatiques d’un attaquant externe sur notre plateforme.
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ABSTRACT

Adaptive Traffic Control Systems (ATCS) are emerging as a promising solution for urban
traffic control in modern cities with the use of sensors and communication features. Seeking to
mitigate urban congestion in a city, ATCS continuously adapt traffic light timing to meet real-
time traffic demand. Nevertheless, due to its present lack of security, these systems remain
vulnerable to cyber-attacks. Given that these systems can forecast traffic conditions, the
operation of ATCS is meant to adapt to real-time traffic demand dynamically. Consequently,
the system’s response is not known beforehand. We believe that attacking an adaptive system
remains unnoticed in an easier manner than it would be if an attacker targeted a traditional
system whose operation is always the same. However, going unnoticed requires a higher
sophistication.

With this aim in mind, we developed a testbed that enables the reproduction of intelligent
attacks on a generic ATCS. It integrates Deep Reinforcement Learning (DRL) techniques to
control traffic in a road network with a microscopic traffic simulation tool. A DRL-based
agent was trained to produce congestion on a road network constituted of 25 intersections.
The learning algorithm that we used was Proximal Policy Optimization (PPO). The proposed
testbed supports the reproduction of cyber-attacks in two different scenarios. The first one
enables reproducing cyber-attacks from an insider standpoint, while the second of them
implements a Man-in-the-Middle (MITM) attack executed by an external attacker. In this
context, we present the test platform that provides the required environment to deploy these
scenarios.

After that, we assess the impacts of targeting critical intersections in the first scenario.
The agent was able to inject illegitimate computer-based commands to disrupt the system’s
normal response and therefore induce congestion onto the road network. Our experiments
show that our agent increased the global delay of vehicles in an 8.2% and enlarged the number
of near-to-zero speed vehicles up to 10.6% of the total of vehicles in the road network. The
agent also reduced the speed up to 2.27 m/s. Finally, we added a communication layer to
the testbed to reproduce the communication flow within a real ATCS. The last-mentioned
component enabled us to reproduce cyber-attacks from an outsider standpoint in our testbed.
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CHAPTER 1 INTRODUCTION

People move. And they move all around the world. They go, stay, leave and maybe come back
to the initial point. They walk, ride bikes, or travel by car, bus, train, boat, or plane. From
rural flight to urban growth, mobility has always been present. It is a development engine to
the best of our knowledge since it enables the transportation of people, goods, and services
within what appears to be a more and more complex urban network. Cities evolve and grow
with time as the population increases. Managing mobility flows within a city demands traffic
infrastructure at some point. Traffic Control Systems (TCS) seek to address this issue by
controlling and monitoring mobility in intersections. They also make remote configuration
of traffic signals possible. Nevertheless, the computer-based traffic control infrastructure
can be accessed by intruders, and the lack of defense strategies opens the door for cyber-
attacks. Attackers can tamper communication within the system, disrupt the configuration
of the traffic lights and therefore, induce traffic jams onto the road network. Altering the
normal response of traffic signals can lead to congestion or to force vehicles onto alternative
itineraries, resulting in an increment of environmental pollution, delay, and economic losses.

The present work provides researchers with a tool to perform cyber-attacks on modern TCS
and therefore assess their impact over a custom traffic road network.

This chapter intends to contextualize the ecosystem in which TCS operate. First of all,
congestion issues and traffic jams in cities are emphasized. After that, we introduce Traffic
Control (TC) and security flaws present in them. The main specific objectives, as well as the
general one, are then detailed. Finally, we provide the structure in which the present master
thesis is organized.

1.1 Traffic congestion in urban road networks

For a long time, human beings have lived together in societies. Up until now, they have built
a system in which manufacturers offer services and goods, and consumers demand them.
This has empowered cities to achieve economic success and therefore, evolve and turn into
the modern cities we live in nowadays. People go to work, go across the streets to carry out
some activity, or move for pleasure. That way, citizens contribute to the economic growth of
the city.

More than ever, vehicle drivers and pedestrians share the same space to transit throughout
the city. Streets, roads, and intersections constitute a complex urban network that makes
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that possible. Nevertheless, sometimes traffic flow rates fluctuate within a city, and designing
a road network that responds appropriately to actual traffic demand is not a simple task.
Even though the idea is to guarantee traffic fluidity, congestion can undesirably occur and
compromise mobility.

According to Transport Canada [6], congestion is the nuisance that vehicle drivers experience
when traveling simultaneously across the road network. It is closely related to traffic density,
speed, and the exceedance of the capacity of the road. Vehicle speeds lower due to congestion,
and therefore that increases travel time as a consequence. It can also induce vehicle queuing
and traffic jams. Moreover, congestion can produce side effects as 1) environmental pollution
because of greenhouse gas emissions, 2) noise pollution, 3) economic losses, and 4) health
problems [7]. Indeed, delays in the transportation of goods and services and fuel waste have
an economic impact. As for the health problems, recurrent congestion may affect road users’
quality of life due to frustration when waiting in queues or stress when transiting the city
through agglomerations. Moreover, accidents due to congestion can compromise citizens’
safety as well.

As Grant-Muller and Laird stated [8], there are three types of congestion regarding its fre-
quency and predictability: recurrent, non-recurrent, and borderline congestion. Recurrent
congestion takes place in regular time slots on the same roads. It is about daily peak hours
and usual events like work arrival and departure times. Non-recurrent congestion occurs
due to unforeseen incidents like accidents or road network and vehicle breakdowns. Finally,
borderline congestion happens when vehicles do not travel in free speed conditions anymore,
but congestion has not been reached yet. It can be originated either because a congestion
state is being produced or because it is still dissipating. Unlike recurrent and non-recurrent
congestion, borderline congestion does not exceed the route’s maximum traffic volume that
forces vehicles to stop.

Traffic overcrowding is an issue more and more common in numerous cities in the world.
TomTom Traffic Index shows this thanks to their congestion patterns analysis over 416 cities
across 57 countries around the globe [9]. Their road congestion level ranking shows that
Vancouver, Toronto, and Montreal are placed in the 40th, 80th, and 138th positions with
congestion levels of 39%, 33%, and 29%, respectively. For the sake of clarity, a vehicle in
Vancouver, for example, takes on average 39% more time than it would take in uncongested
conditions. The ranking shows that in 2019, the time lost in rush hours in Vancouver per
vehicle driver was equal to six days and five hours (calculated over 230 working days per
year). This is not the only evidence of the consequences of traffic congestion. In 2017,
congestion generated 8.8 billion hours of additional travel time for Americans, and the extra
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purchase of 2.2 billion gallons of fuel, based on the 2019 Urban Mobility Report [10]. The
study was conducted in 494 urban areas across the United States and showed how the cost of
extra time and fuel is increasing with time, being equal to $179 billion in 2017. These issues
highlight the need to design a road infrastructure suitable for all road users flows. However,
even with that, shared transit spaces need to cope with congestion by efficiently controlling
traffic. This is where TC comes into play.

1.2 Urban Traffic Control to face congestion

Traffic authorities adopt different plans to alleviate congestion in their cities. Encouraging
collective transports, adding bikeways or vehicle sharing such as car, motorbike, bike or
kick sharing are some of them. These plans aim to provide road users with an alternative
way to travel while lowering individual car use, easing parking spot availability, improving
traffic fluidity, and decreasing air pollution. However, this is not enough. TC in junctions
is necessary to leverage vehicle crossings in the road at its best. Hence, traffic lights are a
convenient solution for intersections too complicated to be safely managed by other levels of
control, by the right hand rule or signs.

Traffic lights govern movements’ priority within crossroads. Configuring green, yellow, and
red light timing for each crossing movements group may favor some of them from others.
That being so, the ultimate objective is to select the proper light duration, phase choice
and sequence for each group regarding traffic demand. This way, bigger traffic flow rates
are prioritized from smaller ones, and thus, the intersection is used efficiently. Determining
effective traffic light timings for all movements within a junction requires the work of road
traffic engineers. Nonetheless, traffic demand patterns vary with time, and that can render
traffic light timing increasingly ineffective. Updates on signal timing and road traffic engineers
re-intervention is necessary in that case. As a solution, modern traffic lights can nowadays be
configured to adapt to short term fluctuations. Traffic lights programming is possible thanks
to TC infrastructure, whose architecture relies on traffic authorities’ technological choice.

From the use of gas-powered traffic lights to the apparition of the first electric traffic light
at the beginning of the last century, TC tends now towards the use of microprocessor and
computer-based systems [11]. Typically, a central computer monitors traffic activity in junc-
tions and can control signals remotely. In modern TCS, traffic lights sense the presence of
vehicles with the aid of detectors. A computer algorithm processes that information and turns
it into volume and occupancy parameters to determine how traffic signals must switch in a
given intersection based on the actual demand. Adaptive Traffic Control Systems (ATCS)
work on the basis that traffic signals must continuously adapt according to incoming vehicles
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and take into account neighbor intersections’ state. Thence, vehicle arrival rates are managed
effectively, and therefore, congestion tends to be diminished. By way of illustration, a single
vehicle that arrives to an empty intersection would not have to wait for the signals to change.

An evaluation carried out on route 291 in Missouri [12] corroborates the performance of
InSync [13], an ATCS released in 2008 by Rhythm Engineering. This technology combines
Artificial Intelligence (AI), mapping systems, and wireless communications as an uncon-
ventional approach to manage traffic signals in real-time. The before-and-after study was
performed on a 12-signal corridor in Lee’s Summit. It showed that the adoption of adaptive
control reduced up to 39% of travel times through the arterial. With respect to the wasted
fuel, they achieved a diminution of 0.03 gal per vehicle trip, which corresponds to an ame-
lioration of 21.4%. Regarding the emissions, they ranged from a rise of 9% before installing
InSync to a reduction of 50% after it. Like InSync, there are plenty of different ATCS that
traffic authorities deploy in their cities. According to an ATCS evaluation study over a group
or traffic agencies [14], 60% of users reported that their ATCS reduced travel times, com-
pared to their previous TCS. As a piece of evidence, the study also showed that adaptive
control increased the average vehicle speed in 35% of the evaluations. As users observed, the
number of stops, intersection delays, and queue lengths were scaled down in 37%, 37%, and
23% of the cases, respectively. Notwithstanding that ATCS tend to be a proper solution to
face non-recurrent congestion, they are not suitable for all situations.

Despite the benefits that microprocessors and advances in communication technologies have
brought to the table, remotely accessible systems like ATCS remain susceptible to cyber-
attacks [15]. Tampering traffic signals operation can make them ineffective and, therefore,
increase waiting times, vehicle queue lengths and induce traffic bottlenecks over the road
network.

1.3 Security of Traffic Control Systems

Detectors, traffic signals, local controllers, and a central station typically constitute TCS.
Local controllers, usually placed in crossroads, gather information collected from detectors
and commute traffic lights accordingly. The central station is in charge of monitoring traffic
activity and governing the response of local controllers in almost any intersection. Computer
vulnerabilities mainly arise because of the use of wireless communication technologies between
these nodes. Ghena et al. [16] reinforced this fact by unveiling weaknesses in the traffic
infrastructure of a road agency. As they pointed, these susceptibilities are believed to be
similar among different TCS because of the security unawareness in the TC field. Their
findings are listed below.
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• Local controllers were connected to the same Internet network and communicate be-
tween them wirelessly, without encrypting the exchanged messages.

• The configuration software for radio channels between controllers and both physically
and remote controllers’ settings was possible thanks to password-based authentication,
yet insecure default credentials were adopted in all cases by the studied traffic agency.

• It was possible to attack the controller given that there was an open debug port of its
operating system.

These findings enabled Ghena et al. to exploit two attack vectors: malicious logic statements
in traffic light’s programming and modify light timings. Nevertheless, this is not the only
time that vulnerabilities in traffic infrastructure have been evaluated and exposed. In 2014,
Cerrudo [17] compromised sensors that feed data wirelessly to traffic controllers, affecting
indirectly traffic lights’ response. The proprietary communication protocol lacked data en-
cryption and authentication, which opens the way to spoof exchanged information between
legitimate nodes, send arbitrary commands and even reconfigure these devices. Hence, an
attacker could trick the system through the detectors and make it believe that there were
more or fewer vehicles and shorten or lengthen red and green light timing. This is the same
basis that Duijn and Neelen leveraged during the summer of 2020 [18]. They influenced traffic
lights by generating ghost bicycles heading an intersection from any Internet connection. To
do this, they used some applications that integrate traffic signals with applications to share
a rider’s location and adjust traffic lights in consequence.

Traffic lights have already been a target in modern cities. All the mentioned examples bring
to light the fact that securing mechanisms have not been widely applied in TCS yet. Still,
security unconsciousness in this field leaves traffic infrastructure exposed in an era where
cyber-attacks tend to be more sophisticated with the aid of AI. However, determining the
impacts of performing intelligent attacks over traffic infrastructure is not evident. For this
reason, we propose to conduct cyber-attacks over an ATCS and quantify the repercussions
of congestion side-effects afterward. This approach will facilitate the understanding of the
need for security counter-measures in modern traffic infrastructures.

1.4 Objectives

The primary objective of this work is to assess the impacts of cyber-attacking an ATCS.
Having this aim in mind, we defined the following specific objectives:
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O.1 Develop a testbed that enables the reproduction of an ATCS operating over a road
network.

O.2 Design a malicious Deep Reinforcement Learning (DRL) based agent to perform in-
telligent attacks over multiple intersections.

O.3 Assess the impact of these attacks in terms of delay, speed, and number of standstill
vehicles within the network.

O.4 Extend the testbed to enable future work on attacks against traffic infrastructure
elements in a DRL-based ATCS from an outsider standpoint.

The testbed assesses how an attack can increase congestion from a road user standpoint. It
quantifies the global delay in driver’s travel time throughout the road network, as well as the
vehicle speed distribution when traversing it. Assessing menaces against traffic infrastructure
can draw manufacturers’ attention to security concerns and encourage them to explore and
investigate new defense mechanisms to mitigate existing weaknesses.

1.5 Organization of the Master Thesis

This document is organized as follows:

Chapter 2 presents the literature review. First of all, we provide some notions on TCS:
the architecture of the system, signal timing concepts, and the different control strategies
adopted by traffic authorities. After that, an introduction to RL is provided to enable the
reader to understand the basis in which the malicious agent designed in this work relies on.
Finally, cybersecurity issues in Critical Infrastructure (CI) are highlighted, followed by the
current security flaws present in traditional and modern TCS.

Chapter 3 summarizes the research approach that we followed to achieve the proposed ob-
jectives. We present the threat model in the first place. We present the assumptions we
considered to model the scenarios in which we conducted attacks against a generic ATCS.
After that, we define the control logic that we target and introduce the cyber-attacks that
will be performed over the system. Secondly, we detail the architecture of the proposed
testbed. Finally, we provide details about its implementation.

The deployment, experimental design, the results, and the discussion are presented in Chap-
ter 4. We show the simulation parameters that concern the simulator of our testbed and the
hyperparameters that govern the learning process of the malicious agent. We present the
results generated over the first of the scenarios and then discuss them.
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Finally, Chapter 5 summarizes the works and contributions of this project, highlights its
limitations, and gives an overview of the ongoing and future work to which this project
opens doors.
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CHAPTER 2 LITERATURE REVIEW

The present chapter provides the reader with knowledge on Traffic Control (TC), and some
notions on Reinforcement Learning afterward. The second of them is nowadays used to
manage traffic within a city and for security concerns. These security issues constitute the last
part of the literature review. The interconnection of these bases is a key aim to comprehend
the core of this project: the use of DRL to conduct cyber-attacks against Adaptive Traffic
Control Systems (ATCS).

2.1 Traffic Control Systems

Cyber-Physical Systems (CPS) monitor, control, and respond to physical processes utiliz-
ing computer algorithms. They are abstractions that determine how the algorithm interacts
with the physical world. Intending to automate and enhance some processes, the application
of CPS is increasingly deployed in numerous fields: smart homes, environmental monitor-
ing, connected and autonomous vehicles, smart grids, automatic pilot avionics, Implantable
Medical Devices (IMD) and, last but not least, Traffic Control Systems (TCS) [19,20].

TCS constitute an excellent example of CPS since the control logic dictates whether traffic
lights are meant to be switched or not, according to a fixed program, information collected
by sensors or intervention of operators. This logic can be either hard-coded in controllers or
implemented in the Traffic Management Center (TMC). The TMC is the central server that
governs traffic signals through regional and local controllers. As TCS are present in most
cities, there are some differences in their deployments and control strategies. This section
aims to cover this diversity. First of all, the elements that form the computer architecture of
modern TCS are underlined. Afterward, signal timing concepts and other control parameters
are presented to provide an overview of the system’s functioning. Finally, the different types
of TCS are presented regarding their control strategy, especially ATCS, which is the system
we modeled in our study.

2.1.1 Architecture

A typical TCS is formed by signalized intersections with detectors, traffic heads and a local
controller. Regional controllers and the TMC are also part of a modern TCS. This computer
architecture can be visualized in Figure 2.1.
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Figure 2.1 Traffic Control infrastructure

Traffic signals

Computer-based traffic signals are commonly referred as traffic lights (also known as traffic
heads). They are electrical devices that assure an ordered and safe transition of vehicles,
pedestrians, and other road users across intersections.

Traffic heads generally operate with three colored lights: green, red and yellow. They grant
the right of way to a group of vehicles when their corresponding signal is set to green. Red
lights mean that the vehicles must stop, while the yellow ones indicate vehicle drivers that
there is a transition between a green state to a red state, so drivers must be careful. The
allocation of green light timing may vary among different movement groups (i.e., turning



10

right or left or continuing straight on) in every crossroad approach. A movement within an
intersection refers to the flow of vehicles going from the same approach to the same exit. Some
junctions are equipped with detectors, which enable them to sense the presence of vehicles
approaching an intersection. The information collected by sensors typically influences the
response of traffic signals. This information is normally sent to local controllers or the TMC,
who execute a control logic to meet traffic demand. For example, in some cases, controllers
decide whether the green light timing should be shortened or lengthened. Therefore, traffic
heads respond more efficiently to traffic demand.

Depending on the intersection and the municipality’s objectives, modern cities can incorpo-
rate traffic lights for four types of road users: road-vehicle drivers, pedestrians, bike riders,
and transit vehicles (as buses). However, some timing parameters (i.e., light timing values
and phase sequences) can change among them with regard to regular flow rates. Different
types of detectors are available in the market to detect and/or track various road users to
meet this.

Detectors

In compliance with the Traffic Detector Handbook [21], the objectives of using sensors are
listed below:

• Sense the presence of vehicles to take actions, i.e., extending or decreasing green or red
light timing, parking time-based pricing systems, etc.

• Detect incidents.

• Monitor road performance using Measures of Effectiveness (MOEs), also known as
evaluation criteria.

• Perform studies, i.e., counting traffic volumes to analyze flow rates, identifying vehicle
types to quantify greenhouse emissions or noise, conduct before-and-after studies, etc.

To perform the mentioned tasks, modern traffic infrastructure comprises different types of
detectors. The Signal Timing Manual [22] distinguishes pedestrian detection from vehicle
detection. The first type usually refers to push buttons in pathways that pedestrians activate
to indicate controllers their presence. This is common on sidewalks where pedestrian arrival
rates are low. Furthermore, vehicle detection uses sensors placed in vehicle lanes and are
automatically activated by vehicles. This type of detection can be achieved either under the
ground or above it:
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• In-ground detection. This kind of sensor is placed under the roadway pavement. Among
them, we can highlight the use of inductive loops, whose electromagnetic camp varies
with the weight of passing vehicles, and magnetometers.

• Above-ground detection. Detectors can be found above the roadway. Different ap-
proaches are present in this type of detection. Video, radar, microwave, and thermal
detection are typical sensor deployments across TC infrastructures.

Regardless of their application, detectors continuously forward collected information to con-
trollers via wires or wireless communication protocols. Controllers are then responsible for
processing the information subsequently.

Controllers

Signal controller cabinets contain controllers, which are normally set in junctions. They
are responsible for processing information from detectors, and signaling commands from
the TMC and output light sequences for traffic heads [22]. Hence, traffic lights can switch
between green, red and yellow states for vehicles’ traffic heads and range from “walk” to
“do not walk” states for pedestrians’ signals. In many cases, controllers can download and
store prefixed programs from the TMC that determine the traffic light plan (sequence of
traffic signals’ phases and their time duration). Besides, according to the Traffic Control
Systems Handbook [23], local controllers can handle a single intersection or a group of nearby
crossroads. Depending on the system, they can work either in an isolated manner or in
coordination with neighboring controllers. In the last case, a master or regional controller
intermediates between the TMC and local controllers, rather than communicating directly
[22]. This will be further detailed in Section 2.1.3.

Since the 1960s, several manufacturers have developed traffic controllers. Consequently,
there have always been wide variations in machinery, devices, and communication tools from
supplier to supplier. These differences have increased with the application of microprocessors,
the use of embedded software, and advances in communication technologies. Despite this
diversity, signal controllers always contain the following hardware elements [23]:

• User interface. It refers to a keypad and a display to let the user access the device and
configure it if needed.

• Central processing unit: microprocessor, memory, etc.

• Connectors for external communications (Ethernet, USB, serial ports, cabinet wiring).
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• Power supply.

• Additional serial communication processors, like FSK modem or RS 232.

Alongside hardware elements related to the controller itself, the TC cabinet typically contains
additional components that directly interact with the controller:

• Malfunction Management Unit (MMU), which avoids conflicting signal indications (i.e.,
green lights in all directions at the same time) and other bugs. When there is a failure,
the MMU sets all the displays to a red-flashing state and overrides the controller output.

• Sensor units for the reception of information from vehicle and pedestrian detectors.

• Circuit drivers to control traffic lights.

• Supplementary optional devices for external communication. Depending on the manu-
facturer, some controllers might include Bluetooth and WiFi adapters and wireless or
fiber transceivers [13].

Local controllers can handle a group of traffic heads, but they remain a part of a whole
system that needs to be globally managed within a city. This task relies on the TMC.

Traffic Management Center (TMC)

A TMC is the brain of a TCS. It combines automated and human control to improve mobility
within an urban road network. It is supported by operators, traffic engineers, technicians,
and other staff. The TMC operates over streets, intersections, roads, and highways. Usually,
the functions of a TMC can be summarized as follows [23–25]:

• Perform real-time upload or download of signal timing plans from each signalized cross-
road controller.

• Monitor traffic via cameras or sensors and provide surveillance.

• Keep track of the traffic lights and other traffic signal equipment and respond to mal-
function.

• Coordinate with other traffic agencies when needed.

• Detect incidents and react to them, and sort out exceptional events and emergency
evacuations.
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• Store controller data and traffic information for historical analysis.

The TMC assists the operation of traffic lights and makes them execute their associated
control logic via controllers. This logic relies on light timing information, whose parameter
choice is crucial when managing an intersection meant to respond face to traffic demand
appropriately. The traffic control logic, its parameters, and the way it is executed across TC
devices are discussed in the next sections.

2.1.2 Signal timing concepts

This subsection describes some signal timing concepts, according to the Traffic control sys-
tems handbook [23].

The information that traditional traffic lights need to switch the signal is the traffic light
plan. The cycle length of a traffic signal plan determines the time required to complete a
sequence of signal intervals. Signal intervals are the period in which all displays remain
unaltered. A phase is the division of the cycle in which the right of way is granted to one
or more movements in the intersection, possibly taking more than one signal interval. For
the sake of clarity, all movements sharing a green phase can transit the intersection at the
same time. Another phasing scheme is called split phasing. Split phasing is when each of
the four intersection approaches is served in turn, sequentially. Once the end of the cycle
length is reached, all possible movements must have been served within the intersection. The
combination of phases and cycle determines the signal timing plan of a given intersection. It
is intended to be optimal and must respond to flow rate fluctuations to maintain a target level
of service (the overall volume-to-capacity ratio for an intersection, according to the Canadian
Capacity Guide for signalized intersections) [26]. Figure 2.2 illustrates an exemplary traffic
light plan of a two-phase intersection, adapted from [26]. Note that f stands for flow and
represents each possible movement in the intersection that a vehicle can follow from every
approach.

Nonetheless, traffic flow rates evolve with time and might render traffic light plans increas-
ingly less effective. The intervention of traffic signal engineers and technicians might be
necessary to update them [22]. Aiming to respond effectively to this problem, traffic au-
thorities typically adopt different control strategies that determine whether the traffic signal
timing plan is fixed or responds to traffic demand using detectors. Besides, traffic signals do
not always work individually but as a part of a system instead. In that case, neighboring
intersections operate similarly but shifted in time to a reference point. This time difference in
seconds is the offset, and it is set to favor traffic throughput across a corridor with more than
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Figure 2.2 Traffic light plan of a two phase intersection

one traffic light, for example. The configuration of TCS regarding the detection approach,
the coordination and the control strategy is detailed in the next section.

2.1.3 Types of Traffic Control Systems

TC infrastructure varies across cities worldwide, and so does how they deal with traffic
management. Hence, TC equipment goes from traditional architectures to modern ones with
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the aid of sensors, and they become advanced architectures with the addition of high-level
communication features. It is a technological choice that requires a considerable investment
from local agencies [23]. The present subsection provides a classification of TCS regarding
their 1) detection approach, 2) coordination of the system, and 3) control strategy.

Detection approach

There are three categories of detection control supported by most modern traffic signal con-
trollers, considering their use over the roadway pavement: pre-timed control, semi-actuated
control, and fully-actuated control [22,23]. They are detailed below:

• Pre-timed control. It concerns the absence of sensors, meaning that traffic signal plans
are predetermined and not based on vehicle or pedestrian detection.

• Semi-actuated control. This type of detection control affects to a part of the road-
way: only some approaches or some lanes within the route are tracked by sensors that
influence traffic light operations.

• Fully-actuated control. It comprises detectors over all the intersection approaches,
hence sensing the presence of vehicles for all possible movements and taking it into
account to modify the traffic signal timing plan (i.e., shorten or lengthen traffic signal
timing, adding phases or sequence changes). Therefore, it is the most flexible detec-
tion control since it lets the controller operate with more information than the other
detection control categories.

Coordination

Regardless of detection, signalized intersections can work individually or as a part of a coor-
dinated system. The first type of operation only comprises the local intersection for signaling
operation and assigns traffic light timing independently of other signals. If traffic heads are
actuated, the cycle duration might vary from one cycle to another. As for coordinated signal
timing, the operation is over a group of signalized intersections as a subsystem, executing
thus similar traffic signal plans but shifted on time by a predefined offset. The offset is the
time relationship between a defined point in the coordinated traffic signal plan and the same
point in the shifted traffic signal plan of a neighboring intersection. It enables vehicles to
travel at constant speed through a long corridor. Traditionally, coordinated systems used
to restrict all the crossroads of a subsystem to use a fixed cycle length. However, adaptive
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coordination techniques can arrange neighbor junctions by letting the cycle length change
between iterations [22, 23].

Control strategy

Depending on their signal control infrastructure, equipment, and communication features,
traffic agencies implement different control strategies to avoid congestion and provide a fluid
vehicle throughput across the urban network. These strategies directly rely on the availability
and configuration of sensors, and are widely adopted by numerous traffic authorities around
the world. Figure 2.3 exemplifies a traffic light plan and represent how it becomes more
flexible with the use of sensors. Based on [22,23,26], TC strategies are listed below:

Figure 2.3 Traffic signal timing plan

Time-Of-Day (TOD) control. In this type of control strategy, traffic signal plans are
fixed, and their phase timings do not change over subsequent cycles. The control algorithm
always remains the same and does not rely on the use of sensors. Instead, the green, red, and
yellow timing allocation is pre-scheduled for every split. Pretimed control based intersections
can always implement the same TC plan or change it along the day. Control programs
that change according to the time are known as TOD traffic light plans and enable local
controllers to execute different signal plans by the time of day, week or year. Because traffic
conditions fluctuate within a day and special events, TOD programs enable controllers to
provide a better performance face to peak hours and unusual conditions. This way, controllers
store a library of programs that define cycle times, phase splits, phase sequences, and offset
times if there is coordination among neighbor intersections. Traffic engineers calculate proper
traffic light plans based on historical variations in travel patterns and volumes. For example,
the traffic light plan that a given intersection executes might not be the same during rush
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hours than later in the night, as well as it may vary from a regular day to the holiday
season. Nevertheless, pretimed control needs timing plan maintenance since traffic patterns
can change. Depending on the TC architecture, the control algorithm can be executed either
in the TMC or locally in the intersection controller:

• Isolated intersections. They require the intervention of practitioners in the field to set
timing plans. Hence, timing plans are locally stored and executed by a controller at
the intersection. Local controllers are equipped with an internal clock that let them
select a TOD plan to execute.

• Interconnected intersections. Wire-lined or wireless interconnections allow controllers
to communicate with the TMC. Controllers download, and store signal plans from
the TMC and traffic heads switch according to them. External commands requested
by remote operators let controllers update their pre-timed traffic programs. If the
connection is lost, controllers go back to use internally stored traffic light plans.

Actuated control. Different from TOD-based control, actuated control refers to the use
of detectors to respond efficiently to traffic demand in real-time. Regarding vehicle arrival
rate, occupancy, or queue length, controllers determine how signals must respond. Actuated
traffic lights typically implement either responsive or adaptive control. Both of them are
detailed below:

• Responsive control. TOD plans in conjunction with vehicle detection usually form
responsive head lights. This way, controllers can either select a proper pre-timed signal
plan to fit traffic conditions or alter dynamically phase timing when needed. In the last
case, controllers implement a maximum and minimum threshold for different phases
in a cycle. Information about vehicles allows the control algorithm to decide whether
a phase should be extended up until an upper limit or shortened up to the minimum
phase timing declared in the program. Timing plan selection can be achieved either by
the TMC or controllers in the field.

• Adaptive control. Rather than adjusting signal timing plans, ATCS do not explicitly use
defined signal cycles, splits, or offsets. Alternatively, these systems implement a traffic
prediction model that forecasts vehicle arrival using sensors’ collected data. This model
helps determine the phase timing to optimize an ultimate objective function that may
consider different vectors like vehicle delay, the queue length per approach, or vehicle
speed. Given that most ATCS do not implement timing plans, they do not need to
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update their control logic once the system is properly calibrated since it adapts to real-
time traffic demand. This adaptability makes ATCS a suitable solution to meet traffic
demand when there are unexpected deviations from standard traffic patterns. Unlike
responsive control, optimization is not handled regarding an isolated intersection but
considering an overall state of neighbor intersections instead. To do so, local controllers
communicate directly between them wirelessly or via wired communications. They can
also be in touch indirectly via regional controllers or the TMC. This aim requires
a high level of performance communication infrastructure and a sophisticated control
algorithm.

According to a report supported by the National Cooperative Highway Research Program
(NCHRP) [14], more than 20 different ATCS have been developed during the last 30 years.
Nevertheless, only a dozen of them have multiple field implementations in the real world.
Among the most widely-known deployments, the following may be listed [14,27,28]:

• Sydney Coordinated Adaptive Traffic System (SCATS) [29]. The Roads and Traffic
Authority (RTA) of New South Wales, Australia, developed this system currently used
in Australia and North America.

• Split Cycle Offset Optimization Technique (SCOOT) [30]. It was developed by the
Transport and Road Research Laboratory (TRRL) in Great Britain in 1973. Their first
implementation took place in Glasgow. Nowadays, SCOOT is deployed in numerous
cities, including Toronto, London, São Paulo, and Beijing.

• Urban Traffic Optimisation by Integrated Automation (UTOPIA) [31]. Originally from
Turin, Italy, UTOPIA has some deployments in several cities of different European
countries.

• InSync [13]. InSync is a decentralized ATCS. It was released by Rhythm Engineering
in 2008 and utilizes AI to optimize traffic flows in single intersections and coordinate
traffic heads along arterial corridors. As of March 2012, InSync was already deployed
in 18 U.S. states, with more than 650 crossroads per state deployment.

• Adaptive Control Software Lite (ACS Lite) [32]. The Federal Highway Administra-
tion (FHWA), in partnership with Siemens, Purdue University, and the University of
Arizona, gave birth to ACS Lite in 2001 as a cost-effective solution to apply adaptive
control to existing traffic infrastructure. ACS Lite systems are mainly present in the
U.S.
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Despite their differences in centralization, hardware architecture, optimization techniques,
and communication features, the described ATCS remains a promising solution to improve
safety and efficiency at intersections. Adaptive techniques need to predict the global state
of a given region of the urban network. That requires learning techniques at some point. A
relatively new solution appears to be more common when addressing this obstacle: RL [33].

2.2 Reinforcement Learning (RL)

According to Mohri et al. [34], Machine Learning (ML) can be defined as “computational
methods using experience to improve performance or to make accurate predictions”. Alongside
supervised and unsupervised learning, RL is the third ML paradigm. It emerged as a tool in
the AI and neural research landscape in the 1980s [35]. Combining derivative-based adaptive
function approximations and learning-based methods, RL addresses complex problems. In
these problems, an agent typically interacts with an unfamiliar environment [36].

Immersed in a changing ecosystem, the agent intends to achieve a given task by learning
behavior through trial-and-error at each time-step (t). The agent starts to explore from
scratch. It senses the current state from the environment as input and determines an action
to perform as output. Performing an action might alter the environment. Consequently,
the agent detects a new state and receives the value of this state transition through a scalar
reinforcement signal: the reward (Rt) [35]. This signal determines the best sequence of
actions. Only the actions will reward the agent and lead it to the final desired state or near
one.

The objective of the agent is to learn an action policy (π) that maximizes the cumulative
discounted reward. The last-mentioned refers to the maximization of the upcoming long-
term return from the current state. That is to say; an agent is typically meant to choose
actions to optimize the extended reward over time. The parameter that controls how much
subsequent actions affect the computation of the reward function from the current time-step is
the discount factor γ ∈ (0, 1] [1]. Equation 2.1 summarizes the cumulative discounted reward.
Note that rt represents the instantaneous reward and does not include future rewards.

Rt =
∞∑
k=0

γkrt+k (2.1)

Every time-step, the action choice is dictated by a policy. A policy maps states (st) to actions
(at) and synthesizes the learned behavior so far. Based on experience, the agent typically
updates the policy with its findings after a succession of time-steps. A policy is said optimal
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(π∗) when it maximizes the long-term expected return from the environment. Figure 2.4
illustrates this learning process (adapted from [1]).

Figure 2.4 RL process loop (adapted from [1])

Finding the best policy is an optimal control problem [1]. As we have defined above, a RL-
based agent strives to accomplish a given task within an environment. However, it has to
carry out actions while being in the dark about the system dynamics. Systems dynamics
is an approach to understand the behavior of complex systems. That requires a model to
understand how the environment transitions from the current state (st) to a new one (st+1). A
model includes a reward function (R(s, a)) to determine the immediate return rt and a state
transition probability function T (st+1|st, at) that ascertains the probability of transitioning
to new states.

When the model is available, the optimal policy is calculated with the use Dynamic Program-
ming (DP) techniques (tools to solve sequential decision problems) [37,38]. On the opposite
hand, when the model is not available, we resort to RL techniques. It is important to note
that RL algorithms also work when the system model is available since they also utilize DP
techniques.

Formally, RL can be formulated as a Markov Decision Process (MDP) [39]. We say that a
RL satisfies the Markov property when the future state transitions only rely on the current
state and action (st, at) and not on the past. When the agent has limited sensing capabilities
and can only build a state vector based on its perceptions, we say it is a Partially Observable
Markov Decision Process (POMDP) [40]. A MDP can be defined by the following tuple [1,38]:

• State space, S. The ensemble of possible states of the environment st that the agent
can sense from the environment every time-step t.
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• Action space, A. The action space declares the group of actions at that the agent is
able to perform to achieve a given task.

• A transition probability function, T (st+1|st, at). This function maps state-action
pairs onto new states at time t+ 1.

• An immediate reward function, R(st, at, st+1). When the agent selects an action,
it is given an instantaneous reward rt that quantifies how good the chosen action of the
previous time-step at−1 was, according to the previous state transition.

• A discount factor, γ ∈ (0,1]. Lower values of γ favor immediate rewards, rather
than prevailing long-term accumulated rewards.

Following this formalization, a RL-based problem can be formulated with the tuple
(S,A, T ,R, γ). As for POMDP, it is important to note that the agent perceives an ob-
servation o ∈ Ω, rather than sensing s directly. Ω refers to all possible readings that the
sensor of the agent can detect. The distribution of the observation relies on the current
state and the previous action and can be outlined as follows: p(ot+1|st+1, at). Therefore,
the generalized tuple for POMDP would be (S,A, T ,R,Ω, γ) [40]. MDPs enable RL-based
agents programming by reward and punishment without restricting how to achieve the task.
However, the agent lacks awareness of its surrounding environment. This forces the agent
to learn about the consequences of actions in different states. As Arulkumaran et al. point
in their survey, “every interaction with the environment yields information, which the agent
uses to update its knowledge” [1]. This knowledge is summarized in the form of a policy, that
translates states into a probability distribution over actions: π : S → p(A = a|S).

MDPs can be either episodic or non-episodic. In the first case, when the agent reaches an
episode of length T time-steps (time horizon), the environment is restarted to the initial point.
The sequence of states, actions and rewards that the agent interacts with in an episode is
called trajectory or rollout of the current policy. Note that rewards are accumulated during
the execution of the rollout of a given policy [1, 36, 38]. Equations 2.2 and 2.3 show the
accumulated discounted reward for an episodic MDP and the definition of an optimal policy
that maximizes the reward. As for non-episodic MDP, T = ∞ and setting γ < 1 avoids
infinite reward additions. Thus, reward computation remains the same than Equation 2.1.

R =
T−1∑
t=0

γtrt+1 (2.2)

π∗ = argmax
π

E[R|π] (2.3)
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2.2.1 RL algorithms

So far, we have detailed how an agent interacts within a changing ecosystem and the use of
MDP to model RL problems. The present section aims to provide a general description of
the approaches to solve these problems.

According to Arulkumaran et al. [1], there are two approaches when addressing RL problems:
value function algorithms and policy search methods. Based on [1, 2, 35, 38, 41–44], these
approaches are furtherly discussed below.

Value Functions

Value Function is a key concept when addressing RL problems. A value function is an esti-
mate of the expected, accumulative, discounted, future return from a given state. Equation
2.4 formulates the state-value function V π(s). It refers to the expected reward when starting
in state s and following a policy π from that point forward.

V π(s) = E[Rt|st = s] (2.4)

The optimal policy, π∗, is associated with a particular state-value function V ∗(s). Thence,
we say that an optimal state-value function is the one that maximizes the expected return
provided by any policy from state s:

V ∗(s) = max
π

V π(s) ∀s ∈ S (2.5)

When V ∗(s) is available, we can retrieve π∗ by selecting the action a that maximizes
Est+1∼T (st+1|st,at)[V ∗(st+1)]. In other words, when we are aware of the system dynamics,
we can calculate the state-value from every state and seek to transit to the states that guar-
antee the maximum return. Therefore, it is possible to infer the optimal policy. Figure
2.5 (adapted from [2]) summarizes this learning process. DP techniques are used to solve
this type of problem, in which we have full knowledge of the transition and reward models
of a MDP. DP is a general method that solves optimization complex problems that can
be decomposed into sub-problems. DP work on the basis that MDPs can decompose into

Figure 2.5 Value-based methods approach (adapted from [2])
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the Bellman Equation [45]. Since DP enables to recursively simplify problems and utilizes
sub-solutions with the aid of value functions, DP techniques are a suitable approach to solve
MDPs with the aid of the Bellman Equation. In this case, we need to continuously evaluate
the value function for different policies and improve it until we reach the state-value function
that corresponds to the optimal policy. Evaluating and improving the policy is often referred
to as Policy Iteration (PI), whereas finding the optimal policy is called Value Iteration (VI).

Up to now, we have addressed MDPs in which we have a full knowledge of the system
dynamics. Nonetheless, the transition probability function T is not known in RL, meaning
that V ∗(s) is not available. Seeking to alleviate this problem, a state-action value function
(also known as quality function) Qπ(s, a) is used instead. The state-action value function is
similar to V π(s), but it takes actions into account. Consequently, it denotes the expected
reward for choosing action a in state s, and following policy π henceforth. Equation 2.6
expresses the state-action value function.

Qπ(s, a) = E[Rt|st = s, at = a] (2.6)

Given Qπ(s, a), the best policy can be inferred by choosing the action a that optimizes the
expected reward from state s. Following a given policy π, the state value from state s can be
achieved by selecting the action a that maximizes the state-action value for that same policy.
The mathematical relation between V π(s) and Qπ(s, a) is shown in Equation 2.7.

V π(s) = max
a

Qπ(s, a) (2.7)

The optimal action-value function is equal to the maximum value attainable by any policy
for a given state-action pair. To measure how good these pairs are, we decompose the action-
value function into the Bellman Equation in the following form:

Qπ(st, at) = Est+1 [rt+1 + γQπ(st+1, π(st+1))] (2.8)

Equation 2.8 is the starting point to develop RL algorithms. It enables the calculation of the
state-action value considering recursively values in future states and following π. There are
different methodologies to solve the described problem. They are listed below:

• Temporal Difference (TD) learning. It learns value function V π(s) from experience
by minimizing TD errors (difference between the Qπ(st, at) and prior estimates). That
is the foundation of TD learning: the estimation can be improved by bootstrapping
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with the current values of Qπ(st, at). Q-Learning [46] and state-action-reward-state-
action (SARSA) [47] are TD-based algorithms.

• Monte Carlo (MC) methods. Rather than bootstrapping value functions, MC
methods estimate the expected reward by computing the average empirical reward
(sample means) over numerous rollouts of a given policy. The average return ends up
converging into the value function after several episodes. They can only be applied to
episodic MDPs since they operate over complete episodes.

Some methods, like TD(λ), combine both TD learning and MC methods to get their ad-
vantages. In this case, the λ parameter is used to switch between bootstrapping and MC
evaluation. Even though there is a wide variety of different approaches to face RL problems,
value functions remain the core to understand how an agent attempts to evaluate policies.
As we have highlighted the most relevant value-based methods, it is time to tackle another
approach: policy search algorithms.

Policy Search

Rather than handling value functions, policy search methods intend to find directly an op-
timal policy (π∗) (see Figure 2.6, adapted from [2]). Parameterized policies (πθ) make this
possible. They are computable, complex, and polynomial functions whose parameters (θ)
determine the output of the policy. Therefore, optimizing and updating these parameters
can lead to a behavioral change of the agent. For the sake of clarity, policy-based methods
optimize π(a|s; θ) (probability of choosing action a given the state s and the parameters θ)
with function approximation (see Section 2.2.3) and update then θ parameters. The ultimate
objective is to find values for the weights of θ that guarantee that the current policy outputs
the optimal action for every state. Two strategies are widely implemented for this matter:
gradient-free and gradient-based optimization.

Figure 2.6 Policy-based methods approach (adapted from [2])

Derivative-free optimization searches directly in the parameter space without resorting to
derivatives to compute the gradients of the parameterized policy in question. This method-
ology intends to find the optimal vector of weights that maximizes the expected reward. To
do so, gradient-free optimization searches across subspaces of policies. That is the case of the
hill-climbing algorithm. In the latter, an agent improves the policy by searching for weight
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vectors as it interacts with the environment. It begins the search with an initial guess vector,
utilizes that single policy for an episode, and store the gain. After that, θ are perturbed by
adding a little noise and therefore yield a new set of vector candidates. The parameters are
updated when the performance is improved, and the search continues until the agent comes
upon the optimal policy.

Even though the benefit of implementing derivative-free methods is that it can optimize non-
differentiable policies, they only deal efficiently with a reduced parameter space. For this
reason, gradient-based optimization remains the trending solution in policy search method-
ology. This strategy utilizes gradient ascent to estimate the optimal policy’s weights. Similar
to derivative-free methods, gradient ascent takes an initial guess from scratch to set a value
on the weight vector. Then, the gradient is evaluated at that point to infer the direction
of the steepest rise of the reward. A step is taken in that direction to recalculate the new
values of the vector, expecting that they will increase the expected return. This process is
repeated until the maximum is achieved. To illustrate this process, we highlight below the
REINFORCE algorithm [48], which constitutes the base of most advanced gradient-based
policy optimization algorithms.

First of all, we need to define some concepts. REINFORCE works with trajectories rather
than episodes. Let H be the horizon or duration of an episode in time-steps. A trajectory
(τ) is defined as a sequence of state-action-reward over the course of the rollout, until H
time-steps. Equation 2.9 shows the definition of a trajectory τ .

τ = (s0, a0, r1, s1, a1, r2, s2, ..., aH , rH+1, sH+1) (2.9)

Since the objective is to find the optimal weight vector of θ parameters, we also need to define
the expected return, which is a function of θ (J(θ)) and compute the discounted future reward
(R) following πθ and over τ time-steps:

J(θ) = Eπ[R(τ)] (2.10)

As explained above, the gradient ascent aims to update the values of θ at time-step t (θt) in
the direction of the maximum function rise. Steps are performed according to the following
rule:

θt+1 = θt + α∇θJ(θt) (2.11)
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where α represents the step size that is allowed to perform every time that θt is updated.
Nevertheless, computing the gradient∇J(θt) is too expensive since we would need to take into
account every possible trajectory, which is unpractical for large searching spaces. According
to the policy gradient theorem [49], the derivative of the expected return is equivalent to the
expectation of the product of the reward over a trajectory and the log of the parameterized
policy. This equality is shown in Equation 2.12:

∇J(θ) = ∇Eπθ [r(τ)] = Eπθ [r(τ)∇θ log πθ(τ)] (2.12)

The REINFORCE algorithm updates thus θ in the direction of r(τ)∇θ log πθ(τ). It is im-
portant to note that rather than maximizing the probability distribution of the policy, we
optimize the logarithm of it instead. This has a lower computational cost since log functions
are usually more well-scaled: given that a policy maps states to a probability distribution
over actions, its values range from 0 to 1, which is harder to compute when approximating
the gradient.

The REINFORCE algorithm can be found in the literature with different forms adapted to
different methods, and it remains the base for solving most policy search problems thanks to
its use of the policy gradient when updating optimal policy candidates. Up to now, we have
presented both value-based and policy search methodologies, but we have not pointed which
are the difference between them. The following section covers a brief comparison between
both of them.

Value functions vs. Policy search

Policy search and value functions have been highlighted as two different strategies to ap-
proach RL problems. Thus, they are used indistinctly in different environments. The most
remarkable difference between one and the other is that policy optimization methods directly
search for the best policy, whereas value-based methods learn first the value function and
induce the best policy based on it.

Moreover, policy optimization is an on-policy methodology. This means that optimization
requires recent samples (collected data from the experience of the agent) originated from
the interaction between the agent and the environment according to the current policy π.
Given that value-based methods operate from value functions, they can benefit from old
data samples from different policies as they can help to improve the value function. As
a consequence, policy methods demand more experience information and are therefore less
sample-efficient.
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Concerning convergence properties, policy search algorithms usually have a better perfor-
mance compared to value functions. They are also a very suitable approach face to continuous
and high-dimensional spaces. Nevertheless, they also encounter some problems. Specifically,
1) they can converge to local optimums, 2) are inefficient to evaluate, and 3) present a high
variance. For these reasons, depending on the problem in question, both approaches are
commonly implemented when solving MDP.

Despite their differences, some algorithms combine value functions with policy search to take
advantage of their benefits. It is the case of actor-critic methods, where an “actor” (or policy)
learns from the “critic” (the value function). They learn a policy and a state-action value
function for bootstrapping from the current estimate. Thanks to that, it is possible to switch
between variance reduction of policy gradient and the use of value functions.

Value-based and policy search strategies have been used to make agents learn within an
unknown environment. In addition to these strategies, other techniques address other issues
in RL, like the exploration-exploitation problem. This is detailed in the next section.

2.2.2 Exploitation vs. Exploration

The learning process that a RL-based agent faces can often take different paths. Unlike
supervised learning, RL relies on the search with the experience of the agent within the
environment. That is to say, there are no input and output pairs, and consequently, data
is not labeled beforehand. After acting, the agent is not told which action assured the
discounted future reward’s maximization according to the current policy. Once the iterative
policy search is done, it is neither told whether it has found the optimal policy or not.
Instead, it has to infer knowledge from state transitions, and the reward function [35]. Thus,
a RL agent strives to choose a sequence of actions according to the ongoing policy, but it
also has to try new policies to find the optimal one. This is a very challenging aspect in RL:
the trade-off that an agent faces between the exploration of candidate-to-optimal policies
(uncharted territory) and the exploitation of the current best one (present knowledge). In
other words, the agent has to decide eventually between exploiting current knowledge or
exploring for more information. In the first case, an agent keeps the current best policy in
order to maximize the expected return, while in the second one, the agent searches for a new
policy, possibly sacrificing “short-term losses to achieve long-term gains” [38].

To explain this trade-off, let’s consider that an agent is maintaining action-value estimates.
At every time-step, the agent is likely to have at least one estimate whose value is the
highest. Hence, if the agent chooses the action associated with that estimate, we can say
that it maximizes the expected return. These actions are called greedy actions since they
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assure the maximum gain according to the estimate. When the agent always chooses greedy
actions, we say it is exploiting the current policy. On the other hand, when the selected
action is other than the greedy one, we refer to exploration because it yields an improvement
on the non-greedy actions’ estimates. Exploiting the current policy is the right thing to
do to maximize the return from the current time-step, but exploration may result in better
performance in the long run [39,41].

Rather than accounting for the accumulated reward so far, we can compute the total regret
as the loss that we have generated according to our estimations (Q) with regards to the best
we could have possibly done (V ∗). The total regret over a trajectory τ is shown in Equation
2.13.

Lt = E
[

t∑
τ=1

(V ∗ −Q(s, aτ ))
]

(2.13)

Therefore, always selecting the greedy action might fall onto local optimum, making the
total loss linear with time. Some mechanisms aim to avoid this problem by encouraging the
sampling of non-greedy actions to assess whether there can be an improvement of the action-
value estimations or not. Among them, “greedy with optimistic initialization” mechanism
and ε-greedy algorithm stand out. As for the first one, all action values are initially set to
the same positive value (rather than zero) so that the agent considers that all actions are
equally good until proven otherwise. This way, the agent adopts an optimistic point of view
of the action space and explores all possible actions even if greedy actions prevail face to the
rest in the end.

Alternatively, the ε-greedy algorithm propounds to behave greedily all the time but to choose
a non-greedy action randomly with a slight probability ε from time to time. This algorithm
never stops exploring and selects the greedy action with probability 1−ε, ensuring that Qt(a)
ends up converging into Q∗(a).

2.2.3 Deep RL

Function approximation enables the agent to model good policies. In this context, the use
of DRL is widely implemented in the RL landscape. In this case, the agent handles param-
eterized policies. Thus, the output of a policy is a computable function that relies on a set
of θ parameters. These parameters are the weights in Deep Neural Networks (DNN). DNN
are made of multiple layers of nodes. the simplest type of Neural Network is constituted of
three layers. The first layer corresponds to the input vector, the middle one is the hidden
layer, and the last one is called the output layer. Every node in the network performs some



29

sort of calculation, which is forwarded to the next node, deeper in the Neural Network. By
using techniques like back-propagating error calculation, a mathematical function can be ap-
proximated by feeding data to the network. Figure 2.7 shows an example adapted from [2],
of a Neural Network with one hidden layer, four state inputs, and two probability actions as
output.

Figure 2.7 Neural Network (adapted from [2])

As for DRL, it is essential to keep in mind that a policy maps states to action probabilities.
For this reason, a state vector can be fed as input to a DNN that outputs action probabilities.
The calculation of the weights of θ enables to calibrate and update the policy function. The
nodes in the hidden layer represent these parameters. Via some optimization algorithms
such as stochastic gradient descent, it is possible to adjust them to change the behavior of
the agent. As far as deep RL is concerned, the word “deep” refers to the number of layers
through which these policy parameters are transformed. The combination of DNN with RL
enables one to stabilize the learning and achieve good results [38,50,51].

Up to this point, we have seen 1) how to model a RL-based problem as a MDP, 2) different
approaches to solve them, 3) the exploration-exploitation problem, and 4) how Neural Net-
works are applied to become DRL. It is now time to present the DRL algorithm utilized in
the present work: PPO.

2.2.4 Proximal Policy Optimization (PPO)

Among numerous algorithms, Schulman et al. [52] developed PPO, the RL algorithm used
in this study to train a malicious agent against a generic ATCS. PPO popped up as a
promising and simpler alternative in the gradient-based policy optimization scope of RL al-
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gorithms. As pointed in their study, this new algorithm family “alternate between sampling
data through interaction with the environment, and optimizing a "surrogate" objective func-
tion using stochastic gradient ascent”. Before tackling the algorithm, we need to present the
advantage A(at, st) function at a given time-step as:

A(at, st) = Q(at, st)− V (st) (2.14)

The advantage value function represents the benefit of choosing a specific action instead of
following the current policy. This is the reason why we subtract V (st) from Q(at, st) and not
the opposite. It can be positive or negative, depending on the action a in A(at, st), which
can be a better choice than the current policy’s or not.

According to Schulman et al., PPO takes advantage of some benefits of Trust Region Policy
Optimization (TRPO) methods, like data efficiency and its reliable performance. TRPO
updates parameterized policies by taking the biggest step in the direction that enhances
the performance but limiting the step size based on how close the old and new policies can
be. To constraint policies update, TRPO impose a condition called the KL-Divergence. This
condition measures the difference between two probability distributions (policies in our case).
This is very relevant in policy optimization theory because slight differences in the parameter
space can cause performance breakdown of the policy. For this reason, TRPO determines
the maximum step within the trust region that can be performed from the current policy
and resumes the search from that point [53].

PPO implements trust regions, but rather than imposing the KL-divergence as a constraint,
they add that term to the objective function as a penalty. Thus, unlike TRPO, PPO addresses
RL problems with first-order optimization methods, which renders it more general, more
straightforward to implement, and with a better sample complexity.

There are two variants of PPO: PPO-penalty and PPO-Clip. The first one penalizes a
dynamically scaled KL-divergence in the objective function instead of making it a hard con-
straint. In contrast, the second type relies on an objective with clipped probability ratios,
forming pessimistic lower bounds of the policy’s performance. It was demonstrated that
the second one is the version that performs best. In both cases, policies are optimized by
sampling data from experience with the current policy and performing numerous epochs of
optimizing the sample data [50,52]. Both approaches are presented below.
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Clipped Surrogate Objective

This PPO variant proposes a novel objective function with clipped probability ratios rt(θ).
Equation 2.15 shows the probability ratio between two policies.

rt(θ) = πθ(at|st)
πθold(at|st)

(2.15)

Note that rt(θold) = 1. As far as TRPO is concerned, a “surrogate” objective function is
maximized using the advantage function. This function is shown below:

LCPI(θ) = Et
[
πθ(at|st)
πθold(at|st)

Ât

]
= Et

[
rt(θ)Ât

]
(2.16)

TRPO constraints this objective using KL-Divergence. CPI stands for Conservative Policy
Iteration [54]. As for PPO, if we optimized the surrogate objective shown in Equation 2.16
without restrictions, it would generate a large policy update step. Seeking to avoid constraint
computation, the clipped surrogate objective proposes to maximize LCPI(θ) penalizing policy
updates that deviate rt(θ) from 1. Equation 2.17 summarizes the novel surrogate objective.

LCLIP (θ) = Et
[
min(rt(θ)Ât, clip(rt(θ), 1− ε, 1 + ε)Ât)

]
(2.17)

As described in the paper, ε represents a hyper-parameter. The first term of the min function
corresponds to LCPI(θ) and the second one is the alternative surrogate with clipped prob-
ability ratio within the interval [1 − ε, 1 + ε]. The minimum is then calculated to define a
pessimistic lower bound that will dictate how big the policy update step is.

Adaptive KL-penalty coefficient

On the other hand, the Adaptive KL-penalty coefficient takes the objective function imple-
mented in TRPO but relaxes the constraint and makes it a part of the objective function as
a penalty scaled by β parameter. Equation 2.18 formulates this objective, where KLPEN
stands for KL Penalization:

LKLPEN(θ) = Et
[
πθ(at|st)
πθold(at|st)

Ât − βKL[πθold(·|st), πθ(·|st)]
]

(2.18)

As mentioned before, the KL divergence measures the difference between the old and the
updated policy. This term is subtracted to the advantage function scaled by the probability
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ratio. As for β, it is either doubled or half reduced depending on the value of the KL-
divergence term with regards to an upper and lower threshold.

Once we have addressed the foundations of RL and the PPO algorithm, we have the last key
element left to understand why we can take advantage of the security issues of an ATCS: the
security flaws of CPS.

2.3 Cybersecurity of Critical Infrastructures

This section constitutes the last foundation of the literature review. Indeed, understanding
cybersecurity and how cyber-attacks affect Critical Infrastructure (CI) will help the reader
understand how vulnerabilities of TCS make them a weak link in multiple cities. Finally, the
development of a DRL-based agent presented in Chapter 3 will bring to light the use of DRL
to alter the control logic of an ATCS. Now, we present some key ideas on cybersecurity.

According to Craigen et al. [55], “Cybersecurity is the organization and collection of re-
sources, processes, and structures used to protect cyberspace and cyberspace-enabled systems
from occurrences that misalign de jure from de facto property rights”. Hence, cybersecurity
comprises the tools, policies, best practices, and technologies that protect organizations and
user’s assets from external threats and prevent them from risks [56].

Nowadays, the terms information security and cybersecurity are used interchangeably. Even
though there is a big overlap when comparing these concepts, they do not always address
the same problems. When it comes to information or computer security, we often refer to
the protection of information resources, while cybersecurity may also cover the security of
human-related elements (as personal devices) that make humans become a cyber-target [57].
Cyber-bullying, cyber-terrorism, or cyber-attacks against smart home devices are some ex-
amples showing that cybersecurity goes beyond the field of traditional information security
since information enables attackers to reach humans. As a result, we can affirm that infor-
mation security handles the protection of cyberspace from susceptibilities and threats, while
cybersecurity also covers every possible target that can be accessed via cyberspace. Both
elements aim to guarantee Availability, Integrity, and Confidentiality to the system. These
security objectives are defined below [4,58]:

• Availability. It ensures that a system offers proper accessibility to the information and
services that it is meant to provide to final users. This means that information storage
and maintenance mechanisms, secure access processes, and communication channels
remain available and functional for users anytime. To do so, the system must handle
disruption caused by both internal system dynamics (i.e., power and hardware failure)
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and external threats as Denial of Service (DoS) attacks. This kind of attack intends to
lead the system to a state in which clients’ requests are actively denied. This will be
furtherly discussed in next sections.

• Integrity. Integrity makes sure that data accuracy and completeness are granted to
end-users over the data life cycle. Therefore, a system must not allow data deletion
or modification from unauthorized parties. Violations of this principle range from
accidental data modification to malicious intent. For example, an employee should not
be able to change (intentionally or not) data concerning his salary in the company’s
payroll database.

Authenticity and non-repudiation are relevant aspects when guaranteeing and main-
taining data integrity. The first one seeks to validate: 1) the user’s identity requesting
access to the data, and 2) legitimacy of the transaction. As for non-repudiation, it
refers to the ability to ensure that a party cannot deny having sent or received a given
message or transaction, based on the authenticity of their digital signature, for example.

• Confidentiality. Finally, confidentiality refers to the property that information is
not made available or disclosed to unauthorized users, systems, or resources. Hence,
an organization must limit access to sensitive data and only grant access permission
to authorized parties. The information must remain confidential when it is stored,
processed, or being transmitted.

Indeed, the priority of these principles is different between Information Technology (IT)
and Operational Technology (OT) networks. In the first case, the network mainly deals
with information. For that reason, the priority is Confidentiality, followed by Integrity and
Availability. Therefore, we refer to it as the CIA triad. On the other hand, an OT network
is industrial-oriented, and it interacts with machines. An ICS is an example of an industrial-
oriented network. In this kind, Availability is the most important aspect to provide to end-
users, followed by Integrity and Confidentiality. Therefore, we refer to the AIC triad [59].

Despite the mentioned objectives, it is essential to keep in mind that the assets that cyber-
security intends to keep safe go beyond the dimension of traditional information security.
Earlier in this chapter, we presented the idea of CPS as abstractions that join both the
physical and the virtual world. With the aid of sensors and actuators, a computer-based
algorithm governs a system’s behavior that directly impacts the real world. As we will see
in the following section, TCS represent a suitable example in the CPS landscape. This idea,
as well as the present vulnerabilities and current threats will be discussed.
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2.3.1 Cyber-Physical Systems (CPS)

Even if there is no agreed definition about CPS, they can be defined as traditional IT systems
whose application has an impact on the physical world. They constitute the next generation
of embedded systems as they interconnect sensors and actuators with computational com-
ponents using advanced communication technologies. Because of the interaction between
physical and virtual processes, CPS are increasingly becoming a trend in our daily life [4,60].
For this reason, CPS have arrived to our life and are being used in multiple fields such as
industrial production, power supply, healthcare, and transport. Thus, new technologies have
emerged in them. It is the case of smart grids in power supply, IMD, or the Supervisory
Control and Data Acquisition (SCADA) system in industrial production. SCADA systems
are presented below as an analogy to the TCS studied in our project.

According to Wang et al. [3], the general workflow of CPS can be summarized in four cate-
gories: monitoring, networking, computing, and actuation. This workflow is shown in Figure
2.8 (adapted from [3]) and described below:

• Monitoring physical processes and the environment. Keeping track of a physical
process with sensors’ aid enables the control algorithm to determine whether operations
are following the expected functioning. For example, an industrial production plant in
which the products need to go through special conditions of pressure and temperature
would typically use sensors of its kind to provide the control algorithm with the feedback
it needs to operate.

• Networking. There might be multiple sensors in the field, and every one of them might
sense critical information for the system operation at a high rate. The information
collected by sensors needs to be networked and diffused so that the control algorithm
can monitor the physical process’s current state.

• Computing. Once the information has reached its destination, data needs to be pro-
cessed by computer algorithms and translated into output actions for the actuators.
Typically, a CPS would check whether monitored information satisfies pre-defined cri-
teria and choose corrective actions either to stay at the same point or to meet the
desired conditions.

• Actuation. Finally, the control logic outputs commands for a set of actuators, which
behave according to their corresponding action.

The generic CPS workflow detailed in Figure 2.8 perfectly suits to the functioning sequence
of an Industrial Control System (ICS), like a SCADA system. Present in several industrial



35

Figure 2.8 CPS operation workflow (adapted from [3])

processes as power distribution or chemistry, SCADA is a system of software and hardware
that allows industrial organizations to supervise, control, and automate industrial processes
locally or at remote locations. They are more and more extending to bigger production
plants [61]. It enables the interconnection between a Master Terminal Unit (MTU) (the
central operation center) with field devices, that typically are a Remote Terminal Unit (RTU)
or a Programmable Logic Controller (PLC). The last-mentioned are in charge of controlling
a physical process by interacting with actuators and sensors and achieving tasks commanded
by the MTU. In big industrial plants, it is very common to find a set of Human-Machine
Interface (HMI), which enables operators to remotely control the process. They also display
relevant data concerning the physical process and aid the operators in the overall handling
of the plant [62]. This remote and automated control is possible because of a communication
network that interconnects all the components of the SCADA system. This kind of control
system typically utilizes different communication technologies, ranging from satellite, radio,
microwave, or cellular to wide are network-based communications. Extracted from [4], Figure
2.9 shows this control network topology.

Traditional SCADA systems have been working isolatedly for a long time. However, with
the uprising advances in communication technology, these networks can now connect to the
Internet. New protocols have been added to the devices that constitute SCADA systems
nowadays. Protocols such as EtherNet/IP, PROFINET, wirelessHART or Modbus/TCP



36

Figure 2.9 SCADA system general architecture (extracted from [4])

must be highlighted [63]. Namely the last one, the Modbus protocol [64], is one of the most
commonly used protocols in ICS. All these protocols enable the communication between
control devices in different network topologies [4]. Typically, the SCADA master station
(MTU) stores and processes information from PLCs and RTUs. These protocols let operators
register new field devices, which renders the SCADA architecture flexible and extensible. It
also governs the operation of PLCs, which control the local process by sending commands to
actuators and receiving feedback information from sensors [62].

The MTU stores and processes the information from PLC and RTU inputs and outputs,
while the RTU or PLC controls the local process. The communications hardware allows the
transfer of information and data back and forth between the MTU and the RTUs or PLCs.
The SCADA software is programmed to tell the system what and when to monitor, what
parameter ranges are acceptable, and what response to initiate when parameters change
outside acceptable values. An Intelligent Electronic Device (IED), such as a protective relay,
may communicate directly to the MTU, or a local RTU may poll the IEDs to collect the data
and pass it to the MTU. IEDs provide a direct interface to control and monitor equipment
and sensors. IEDs may be directly polled and controlled by the MTU and in most cases,
they have local programming that allows the IED to act without direct instructions from the
control center.

The reason why we have emphasized on SCADA networks is that the monitoring, networking,
computing, and actuation processes of this Critical Infrastructure (CI) perfectly resemble the
workflow of a TCS, the CPS studied in this work. Indeed, TC devices perfectly fit in the
detailed architecture. When radars, inductive loops, or other sensors detect vehicles’ presence
on the road, they send vehicle information to the traffic controller (PLC). Depending on the
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system, PLCs will either make a decision locally or forward the processed information to a
peer and/or the TMC, which represents the MTU in a SCADA system. Decisions represent
commands for switching traffic head signals or selecting a new traffic plan. Once the decision
is taken, the PLC activates the corresponding traffic lights so that they behave according to
the actual traffic demand.

As we mentioned before, CPS join both the physical world and the cyberspace, and for that
reason, we do not only address traditional IT security issues. Concretely, security and safety
become two key properties in the CPS landscape [65]. According to Sabaliauskaite et al.,
“Safety is aimed at protecting the systems from accidental failures in order to avoid hazards,
while security is focused on protecting the systems from intentional attacks. They share
identical goals – protecting CPS from failing.”. Hazards may comprise explosions, floods, or
crashes of vehicles. For example, safety involves activities such as putting up warning signs
about vehicle priority within a pavement, while a security activity might be making sure that
a new traffic light plan avoids conflicting signal indications in a crossroad.

Understanding that security can be a condition for safety when managing a CPS is a key
point to raise awareness on how CI need to be protected from external threats. The next sec-
tions cover past cyber incidents concerning CPS and the current vulnerabilities and possible
threats. This knowledge intends to aware the reader of the current problem, before covering
the current cybersecurity issues in modern TCS.

2.3.2 Vulnerabilities in CPS

TCS are not the only CPS proved to be susceptible to security issues. Indeed, numerous
incidents have taken place over different CI such as power grids, avionics, or medical de-
vices [66]. Given that cybersecurity in CPS is still a new area under development, many
traditional solutions have been applied to these systems, yet they were not implemented
specifically for CPS [3]. The assets that surround humans are evolving with the new trends
in technology, the Internet, and communication, and so should security concerns in this field.
This underlines some cyber-attacks over different CI and summarize the vulnerabilities found
in them nowadays.

In December 2015, 225,000 end customers suffered the consequences of a successful cyber-
attack against a Ukrainian power grid [67]. Phishing emails enabled cyber-attackers to enter
the SCADA system. The attackers managed to take control of some machines in the operation
center. Therefore, they accessed the SCADA system and several HMI servers and switched
off some substations. That way, they caused outages across different regions for three hours.
In consequence, customers could not access power for several hours in the middle of winter.



38

In June 2010, a malicious worm called Stuxnet [68] reached an Iranian nuclear facility. The
worm takes advantage of 4 zero-day vulnerabilities (previously unknown vulnerabilities for
which there were not developed patches or available solutions up to that moment). Stuxnet
was able to reprogram PLCs and hide the committed changes. By using Siemens’ default
credentials to access Windows OS, the worm could access to some drivers that control the
electrical current that feeds centrifuges and their speed. These centrifuges are used to sep-
arate and concentrate the uranium-235 isotope. By changing the frequency of the electrical
current dynamically, attackers were able to switch between low and high speeds for which the
centrifuges were not designed. Therefore, attackers could alter the quality of the uranium
and made the centrifuges fail at a higher rate.

A cyber-attack hit a water treatment plant in Oldsmar (Florida) in February 2021 [69]. The
intrusion took advantage of an unsupported version of Windows. The SCADA network of
the water plant did not use firewalls. Furthermore, the employees shared the same password
to access TeamViewer, a software that enables remote access to computers and resources in
the company. The attacker gained access to a computer that controlled the water treatment
plant’s equipment and increased the amount of sodium hydroxide present in water by a factor
of 100. This alteration of the composition of water could have caused sickness or even death.
However, the company noticed the incident soon enough, and the safeguards responded very
quickly to warn citizens.

In 2015, the National Cybersecurity and Communications Integration Center (NCCIC) and
the Industrial Control Systems Cyber Emergency Response Team (ICS-CERT) published a
review showing the reported threat vulnerabilities against ICS over the past five years (see
Figure 2.10, adapted from [5]). It makes the rise of cyber-attacks against CPS evident and
reveals that it is increasing with time. CPS need to be protected enough to guarantee security
and safety. For this reason, analyzing the current vulnerabilities among CPS is imperative
to protect them. The following list summarizes a set of vulnerabilities present in ICS [60]:

1. The use of open standard protocols. The communication protocols that some
ICS implement were not conceived considering security issues. Originally, they were
designed to avoid transmission errors, but security countermeasures were not present
since it was not needed. Therefore, they lack authentication mechanisms or data en-
cryption. Data integrity protection was only validated with a simple verification: the
Cyclic Redundancy Check (CRC) value, which indicates an invalid data frame. How-
ever, most industrial protocols did not resend messages when there was an error in
transmission but ignored the message sequence flow [4]. Besides, these protocols are
often based on open standard vulnerable protocols like TCP/IP, so they inherit their
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Figure 2.10 Reported threat vulnerabilities against ICS by year (adapted from [5])

susceptibilities to known exploits [70]. Thus, numerous ICS rely on vulnerable indus-
trial protocols as File Transfer Protocol (FTP), EtherNet/IP, and MODBUS/TCP. For
example, the last one is susceptible to flooding attacks, in which an attacker is able to
inject packets containing commands that aim to disrupt the normal operation of the
system [71,72].

2. Isolation assumption. “Security through obscurity” has been the trend in the design
of computer-based systems. Following this principle implies restraining and hiding in-
formation, guaranteeing that outsiders do not violate security restrictions. For example,
the first generation of ICS was not that susceptible to cyber-attacks since important
information like pre-shared keys or credentials to set up the devices were hard-coded
in the device’s firmware. This makes sense since devices were supposed to be isolated
from the external world so that they remain secure. Nevertheless, the increase of use of
modern devices to automate physical processes and their integration in heterogeneous
environments made some companies facilitate this kind of information. This way, local
operators could calibrate and configure controllers: they just had to check the manu-
facturer’s official web page or the manual. The disclosure of this information makes
ICS remain a vulnerable target in the middle of the era of cyber-threats.
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3. Increased connectivity. Modern electronic devices have applied recent advances
in communication technologies. Thus, CPS have been adopting new controllers and
assets whose functioning relies on the Internet or peer communication with the use of
wireless, satellite or cellular communications. The adoption of such technologies has
opened a new door for cyber-threats. For example, IMD like peacemakers can nowadays
implement wireless-based communication to connect to an external device to reconfigure
the device, update its firmware or read collected patient’s confidential data. This led
to a problematic situation since primitive IMD were not designed considering that they
could implement wireless communication protocols and therefore be reached by external
attackers. Similarly, modern vehicles have also hosted new advances in technology and
can connect to the Internet. Namely, security researchers Miller and Valasek wirelessly
hacked a Jeep in a test while it was driving on the highway. To do this, they had
previously installed a malicious program in the car’s entertainment system since it
used an old Android kernel version that enables the installation of applications from
unauthorized sources. The researchers were able to control the vehicle’s air vents,
dashboard functions, lock the doors, reduce the speed and even control the wheel [73].

4. Heterogeneity. CPS are heterogeneous aggregates of different components that are
interconnected between them. Among them, commercial off-the-shelf (COTS), propri-
etary devices and third party products form the architecture of the system. Typically,
multiple vendors supply the elements that constitute a CPS. Thus, every component
might have its specifications, performance but also security flaws. These flaws invite
enemies to find and exploit different vulnerabilities to break into the system, taking
advantage of the failures of different third-party components. This is called a supply
chain attack. If we take the example of the attack against the Jeep, the attackers first
took into advantage the vulnerability of the Android device - whose vendor is other
than the Jeep company - to access the car and control it from the outside.

5. The use of legacy systems. As we detailed above, security was not a concern
when conceiving the first generation of components that constitute ICS. Some of these
components have not been replaced with newer ones in many cases because it is eco-
nomically impractical for some companies. Thence, it is common to integrate modern
devices with legacy components that still hold cybersecurity issues. For this reason,
security countermeasures must be taken in place so that risks associated with cyber-
attacks are minimum [70].

The last list summarizes the main reasons why CPS remain a weak target for attackers.
Because of them, these systems are susceptible to some cyber-attacks over the last decades.
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The following section covers a list of known cyber-attacks to which CPS have been vulnerable
so far.

2.3.3 Known attacks

According to Ashibani et al. [74], attacks on CPS can take place over three different layers:
the perception, transmission and application layer. The first one refers to attacks that target
sensors and actuators. The transmission layers includes data leakage (this occurs when
sensitive data is exposed on the Internet or other platform) and other attacks during data
transmission. As for the application layer, attacks typically intend to perform unauthorized
access to the system and provoke loss of user privacy or cause physical damage. The following
lines describe the known cyber-attacks over CPS that have taken place so far, based on
[3, 74–76]:

• Eavesdropping. This attack aims to intercept any information exchanged within
different nodes in the system. It is a passive attack since the attacker does not interfere
in the operation of the CPS. For example, control information sent from sensors to the
application layer in the controller or the MTU is usually exposed to this attack. As
we mentioned earlier, user confidentiality could be violated if the CPS utilizes personal
data, as it happens in IMD.

• Compromised-key Attack. A key is a secret code, usually shared between two
parties, necessary to encrypt and decrypt a message. Therefore, a third party cannot
understand the message (an attacker, in this case) since no one else is supposed to own
the key. Having this aim in mind, a compromised-key attack occurs when an intruder
manages to steal the pre-shared key. Possessing the key enables the attacker to decrypt
the secure communication flow between the sender and the receiver, modify exchanged
data, and remain unseen from the legitimate parties’ standpoint. Stealing a key can be
the first step to get access to other resources.

• Man-in-the-Middle (MITM) Attack. In this case, the attacker pretends to be
the sender in a communication flow, being this way able to send false messages. For
example, in a TCP/IP connection, when two nodes establish communication, they
previously have to get the other party’s physical address. This is achieved thanks to
the Address Resolution Protocol (ARP) that lets devices in a network indicate their
unique physical address to other components. This protocol has a vulnerability by
which a given device can broadcast a false Media Access Control (MAC) address and
make other devices associate its IP address to that fake physical address. When a
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device takes advantage of that to pose as someone else, we say it is performing a ARP
poisoning. MITM attack works on this basis. Therefore, it is possible to fabricate
a false message, inject it into the network and alter the process’ output. In a CPS
context, an attacker would typically send illegitimate commands to actuators or fake
the information sent by sensors to the application layer.

• DoS Attack. Compromising the availability of a system is often related to DoS at-
tacks. Therefore, this attack aims to block connections, requests, or access to clients’
resources, forcing a server to deny any incoming connection proactively. Normally, the
way of doing it is to generate such a vast amount of data in the network that the server
cannot handle all requests. This way, the attacker forces the system to stop providing
its services properly. An extension of this attack occurs when a group of devices delib-
erately perform the attack together. In that case, we say it is a matter of Distributed
Denial of Service (DDoS). A widespread example of a DoS-based attack is called the
SYN flood. In a SYN flood attack, the attacker overloads the server with SYN packets
(TCP connection request) during the TCP handshake. From the perspective of a CPS,
attacks against availability can affect a controller or detector/actuator with excessive
traffic data or block the traffic flow between controllers and higher elements in the
architecture.

• Spoofing. This type of attack aims to make an intruder become a legitimate part of
the system and, therefore, be able to participate in the system operation ever since.
ARP poisoning attack is an example of spoofing attack, although this kind of attack
can be extended to higher levels in the communication protocol, as the IP spoofing
attack.

• Replay Attack. Replay attacks aim to affect integrity within a system. The attacker
intercepts a packet, saves it, and retransmits it to its real recipient. For example,
many cars have been stolen in the last years taking advantage of their keyless entry
system [77]. With the aid of a Software Defined Radio (SDR), an attacker can intercept
and save the messages that the radio transmitter of the key sends to the car when its
owner presses the button to unlock the doors. Storing multiple sequences of these
messages enables an intruder to replay the message and open the car when its owner
has left.

• Code injection. A code injection attack aims to inject malicious code within a
computer-based device to make it execute undesirable or malicious code with any pur-
pose (violate confidentiality policies, execute malware, etc.). This attack can happen
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over databases, any component of the CPS that uses a shell, a website or even the
Operating System (OS) of any computer-based element.

• Social Engineering. Social Engineering is the discipline that uses psychological or
social manipulation on humans to persuade them to reveal personal and confidential
information. Security breaches within an organization can be exploited by insiders
or attackers who have gained access to key information like administrator credentials,
passwords, or others. Phishing attacks are a very common type of social engineering
attack. They typically adopt the form of emails, simulating the graphic interface of a
trustworthy website to fool users and invite them to share private or critical information.

Now that we have discussed what a secure system is meant to provide to end-users, the
concept of CPS as well as their known vulnerabilities and attacks that have occurred in the
last decades, it is time to address the specific security issues of TCS.

2.3.4 Cybersecurity of Traffic Control Systems

With the apparition of wireless communications, systems that used to be only physically
accessed are now remotely reachable. That is the basis that inspired Ghena et al. [16]
to evaluate how vulnerable to cyber-attacks are both traffic control elements and traffic
control networks. They based their study in Michigan, with the cooperation of a road agency
that operates over a hundred traffic lights. During the study, they could gain access to
the network through its wireless infrastructure. With the aid of the proprietary protocol,
they infiltrated the network using its previously-sniffed Service Set Identifier (SSID) (the
ID of a wireless local area network). Once on the network, they accessed the controller via
two different methods: either by using an open debug port or by taking advantage of the
remote control capabilities of the National Transportation Communications for Intelligent
Transportation System Protocol (NTCIP). Ghena et al. successfully disrupted traffic in
terms of delay by generating inefficient traffic light plans [16]. Furthermore, they detected
the following vulnerabilities and bad practices that are believed to be similar among different
transportation departments due to the lack of security consciousness.

1. Exchanged messages are not encrypted, and external attackers can therefore sniff ex-
changed packages.

2. Authentication mechanisms are not secure enough due to the use of default credentials
provided by vendors.
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3. It was possible to attack the controller given that there was an open debug port of its
operating system.

Alongside the existing vulnerabilities in traffic control networks and devices, messages ex-
changed wirelessly between detectors and access points are not encrypted nor authenticated.
Cesar Cerrudo, a security researcher with the IoActive group, highlighted in 2014 the lack
of security countermeasures present in sensors deployed in several cities in the United States
and the world [17]. Cerrudo bought an access point from the provider that enabled him to
understand their detectors’ proprietary protocol. Therefore, Cerrudo realized that the data
was transmitted in clear text, allowing attackers to monitor wireless communications and
send arbitrary commands to manipulate traffic lights. Besides, the detectors’ firmware was
not digitally signed so that it could be altered or reconfigured by unauthorized parties. These
devices are deployed over more than ten countries, and a significant amount of them was not
replaced and are in the field without encryption capabilities. These vulnerabilities remain
present nowadays. Recently, Rik van Duijn and Wesley Neelen have shown that it is possible
to mess with traffic lights from any Internet connection by spoofing ghost bicycles heading
an intersection [18]. They based their test on some applications that integrate traffic signals
with apps to share a rider’s location and adjust traffic lights in consequence. It can be done
from any location, reflecting that it would be possible to induce widespread traffic jams by
targeting a group of traffic lights.

Feng et al. [78] identified four possible attack surfaces of TCS: signal controllers, vehicle
detectors, on-board units on connected vehicles (which are not considered in our work), and
Roadside Units (RSU). Attacks were performed over both responsive and fully adaptive
control systems. They were conducted either by influencing the controller’s decisions via
sensor information spoofing or directly attacking signal controllers to switch lights on demand.
Results showed that in some cases, there are non-negligible differences in terms of delay under
attacks.

Last but not least, in previous work, Urdaneta et al. [79,80] developed a testbed upon which
this work is based. In the original testbed, a TOD-based TCS was emulated via a SCADA
application joined with Simulation of Urban Mobility (SUMO). By injecting Modbus packets
into the network, they could disable traffic lights and modify traffic light timing plans. They
performed attacks on a simple corridor with six intersections and a sector of Montreal’s
city center. Traffic flows were simulated thanks to an OD-matrix (Origin-Destination vector
indicating the traffic flow rate between districts in a road network) provided by Montreal’s
traffic authority. Results show that attacking traffic light plans in targeted intersections was
more effective in terms of delay than disabling both arbitrary and selected traffic signals.
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However, the study only focuses on TOD traffic light plans. That is where our work comes
into play. Once we confirmed that TCS are vulnerable and that we can induce congestion
patterns over a TOD-based system, we presume that it is time to perform sophisticated
attacks an ATCS.

2.3.5 The use of RL in Traffic Control and cybersecurity

Successful applications of RL in real life have awakened a keen interest in the AI research
community. Indeed, RL has been applied to numerous fields and is still under development.
Games, robotics, Natural Language Processing (NLP), computer vision, healthcare, art, and
many more constitute some of the fields where RL is used nowadays [38]. Transportation and
RL also constitute a new research interest. El-Tantawy et al. [81] modeled three different
RL-based agents to control traffic signals on a single junction in Toronto. All agents used Q-
Learning techniques but had a different state space representation: 1) arrival of the vehicles
to the edges having the right of way and queue length in red-phased edges, 2) queue length
and, 3) cumulative vehicle delay. All agents were compared to fixed traffic light plans and
outperformed them regardless of the state space representation. In a posterior study, the same
researchers proposed MARLIN, a multi-agent RL-based model that applies Q-Learning and
game theory techniques [82]. Thus, each signalized intersection plays a game with adjacent
intersections and converges to all policies’ best response. The reward function was based
on the total cumulative delay, and the state space was determined with the queue length of
vehicles heading the intersection. MARLIN was validated in a simulated road network in
the lower downtown core of Toronto. In another previous work, Van der Pol et al. faced
traffic congestion with the aid of Deep Q-learning (DQN) with a coordination algorithm in a
multi-agent environment [83]. Traffic was simulated with SUMO [84], the microscopic road
network simulator used in this study. Their testbed outperformed earlier studies in terms of
travel times.

Abdulhay et al. [85] controlled an isolated two-phase signalized function with the aid of a
Q-Learning based agent and compared its performance with pre-timed signals. Their study
showed that the agent was more efficient than TOD-based plans, especially under more
variable traffic conditions.

Abdoos et al. [86] conducted the same comparison between fixed plans and Q-Learning in a 50
intersection multi-agent environment. They found that their implementation reduced delay
times. The average queue length defined the state vector, and actions controlled the green
time ratio between different links. Finally, Mannion et al. [87] performed an experimental
review of RL algorithms in the ATCS field, showing how researchers vary when defining
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reward functions and action and state spaces and successfully testing some of them using
SUMO.

Last but not least, RL techniques are increasingly proposed to address security issues. Some
approaches are using DRL-based security techniques for protecting CPS, or multi-agent DRL-
based game theory approaches for defense strategies against cyber-attacks [88]. This approach
has been applied in the field of Autonomous Vehicles (AV). Concretely, Ferdowsi et al. [89]
utilized adversarial RL to maximize the robustness of AV dynamics control. Thus, the AV
uses sensors to maintain a minimum inter-vehicle safety distance. The attacker injected
fake data to disrupt the AV ’s behavior, while the latter used a long-short term memory
mechanism to study the expected deviation between consecutive distance inputs from sensors
to gain robustness. Necip et al. also used RL in another work for detecting anomalies in a
smart grid [90]. The defender aimed to protect the smart grid from cyber-attacks and was
successfully trained with low-magnitude attacks challenging to perceive from a defender’s
standpoint. These threats are related to the core of this study: security flaws in TCS.

2.4 Conclusion

The present chapter has provided an overview of 1) Traffic Control Systems and their different
control strategies, 2) Reinforcement Learning, the learning process of an agent and different
algorithms, and 3) the Cybersecurity of Critical Infrastructure, namely in Traffic Control
Systems. These are the three foundations that support our study: the development of a
DRL-based agent to attack an ATCS. Indeed, we cannot perform cyber-attacks over ATCS
if we do not understand how these systems operate, as well as we need to comprehend how
TCS are vulnerable if we seek to exploit their security flaws. Finally, if an attacker wants the
attacks to be subtle but accurate, using AI can be helpful at some point. Since RL has been
applied to render traffic lights’ operation more efficient, it might be used to disrupt traffic
conditions rather than optimizing them. The foundations of this study and their overlap,
discussed along the literature review are showed in Figure 2.11, where the triple intersection
of these ideas gives birth to our main contribution: the development of a DRL-based agent
to attack on an ATCS.

In previous work in our team, Urdaneta et al. showed how attackers could inject packets into
the network to disable traffic lights and modify traffic light timing plans. It was carried out
over traditional traffic infrastructure based on preloaded timing plans [79]. What would an
attacker be able to do if he targeted a system whose traffic lights’ operation is not predefined?
Based on the idea that operating changes remain unnoticed in an easier manner in ATCS, this
work seeks to measure the impact of performing cyber-attacks against traffic infrastructure
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Figure 2.11 Overlap of the foundations of our work

within an RL-based ATCS. A malicious agent was designed with the aid of DRL techniques
to perform sophisticated attacks from the TMC. This is, to the best of our knowledge, the
first study that assesses the security of adaptive traffic lights with the aid of RL. To do this,
a testbed that integrates a microscopic traffic simulation tool with DRL libraries is proposed.

The next chapter describes the adopted methodology to develop the agent, as well as the
threat model in which we based our attacks. Finally, Chapter 4 discusses the results that
the DRL-based Agent produced in terms of the learning rate, delay, speed, and number of
near-zero speed vehicles.Signal controller cabinets hold controllers, which are normally set
in junctions. They are responsible for processing information from detectors, and signaling
commands from the TMC and output light sequences for traffic heads [22]. Hence, traffic
lights can commute between green, red and yellow states for vehicles’ traffic heads and range
from "walk" to "
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CHAPTER 3 RESEARCH APPROACH

Section 2.3.4 brings the security issues present in TCS to light. This work aims to measure
the impacts that an attacker can produce when targeting an ATCS. It is crucial to highlight
the reasons why we address adaptive systems rather than targeting a traditional one.

• First of all, adaptive systems do not implement a static control logic: they continu-
ously adapt their operation to real-time conditions. Thus, the control logic is dynamic,
can use prediction to determine its output, and how the system is going to react is
not normally predictable beforehand. If we performed attacks over a traditional con-
trol strategy, like a TOD-based control logic, a functioning deviation from the normal
system’s response would be easier to detect. Because these deviations of the system’s
response remain unseen easily in ATCS, we believe that sophisticated attacks can crit-
ically affect the system and go unnoticed.

• On the other hand, ATCS emerged as a promising solution to alleviate congestion in
modern cities. For this reason, this technology is being adopted around the world and
many traffic authorities are upgrading their TCS. Nonetheless, security unconsciousness
is still a concern in this field, and the infrastructure remains vulnerable. A promising
solution extending quickly to more and more cities should be to secure and reduce
congestion side effects like money or fuel loss. We seek to convince authorities that
investing in upgrading their TCS can be more expensive and unfavorable if they do not
invest in security.

We detailed in Section 1.4 the main objective of this research project, which is to assess the
impacts when cyber-attacking on an ATCS. To do so, we developed a testbed that enables
the reproduction of the dynamics of such a system. After that, we conducted cyber-attacks
over it.

The testbed assesses how an attack can increase congestion from a road user standpoint.
It quantifies the global delay in driver’s travel time throughout the road network and the
vehicle speed distribution when traversing it. Assessing attacks against traffic infrastructure
can draw manufacturers’ attention to security concerns and encourage them to explore and
investigate new defense mechanisms to mitigate existing weaknesses.

This chapter introduces the research approach that we adopted in our study. First of all,
Section 3.1 describes the Threat model, in which we highlight the intention, capabilities,
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and resources of the attacker. Moreover, we present the characteristics of the AI agent: we
detail the reward function and the state and action spaces. On the other hand, we present in
Section 3.2 the testbed software architecture that enables the implementation of the DRL-
based attack over the system.

3.1 Threat model

This section intends to define the attack scenarios and the conducted cyber-attacks over the
proposed testbed.

As it is pointed by Huuq et al. in their article [91], “The Intelligent Transport System (ITS)
ecosystem is evolving, and so are the threats”. Attempting to reproduce a varied ecosystem,
we considered different attackers and scenarios. It is essential to delimit who the attacker is.
It determines whether the attacker has enough resources or not and how far he/she can go
into the system, depending on his/her target or approach.

The resources of the attacker are determinant when exploiting vulnerabilities against any
system. Hence, if the attacker is an insider, he/she might have access to a particular op-
erator’s tools in the TMC that control multiple traffic lights. The insider could physically
access traffic controllers and have the administrator’s credentials to tamper traffic lights’
operation in his possession. On the other hand, depending on his/her available resources, an
outsider could typically target fewer intersections than an insider. In that case, the outsider
is likely to perform wireless attacks from the same intersection or near a local or regional
traffic controller. Mobility and technical features of his/her hardware tools characteristics,
like the range or bandwidth, are crucial aspects to define because they can limit the number
of intersections that can be hacked.

The level of system knowledge and capacity plays as well a relevant role in a threat scenario
since it can differentiate a severe attack from a mediocre one. Understanding the operation
of the system is essential to conduct a successful cyber-attack. For example, Cerrudo [17] had
to reverse-engineer the proprietary protocol to manipulate traffic lights’ state. Similarly, van
Duijn and Neelen [18] were aware that some connected intersections in the Netherlands were
reachable from any Internet connection and that bike riding applications connect directly
with them. As a result, they provoked signal switching with fake GPS-tracked bicycles. For
this reason, insiders tend to be more capable of successfully manipulate the system because
they know it first-hand.

In our work, we considered both insiders and outsiders attackers. However, and as mentioned
in this study’s objectives, attackers from an outsider standpoint come out of the scope of the
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present work. However, in order to build up a testbed suitable for the latter, it is important
to define the scenarios and the attacks that the developed platform must support previously.
For this reason, we modeled both scenarios and attacks in them, and we present them in this
section. The following list summarizes the scenarios, which are, in turn, shown in Figure 3.1:

Figure 3.1 Attacker 1 (insider) and Attacker 2 (outsider)

• Scenario 1. Let Attacker 1 be an insider who has reached some configuration files in
the TMC of a centralized RL-based ATCS as he/she knows the administrator creden-
tials. Thanks to this, he/she can change some control logic parameters to disrupt traffic
lights operation. Attacker 1 is able to calibrate the control algorithm to guarantee a
minimum level of service. Therefore, he/she can tune parameters to disrupt traffic
signals maliciously. By altering the agent’s state perception, the reward function, and
the action space, the ultimate goal of Attacker 1 is to use a malicious DRL-based agent
to target a group of critical intersections and disrupt traffic from the TMC.

• Scenario 2. Let Attacker 2 be an outsider who can be near either the TMC or a
local controller that belongs to a centralized DRL-based ATCS. He/she can intercept
the communications between the TMC and the controller and between the controller
and wireless radar detectors. Attacker 2 has limited mobility, and thus, he/she can
only reach one intersection at a time. Thanks to the use of a Software Defined Radio
(SDR), the attacker can intercept exchanged packages between the three mentioned
traffic control nodes. A network and port scan let the attacker identify device nodes
and their IP addresses and listening ports. Given that information is not encrypted
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and that authentication is not required, he/she can read the packet payload. Thus,
Attacker 2 can spoof the communication channel. Moreover, he/she is familiar with
the basic functioning of traffic controllers. Consequently, the attacker can 1) pretend to
be the TMC and inject packets to switch the controller’s associated traffic lights, and
2) pretend to be one or more detectors and send fake collected information to influence
the TMC’s action choice.

The reproduced ATCS implements an intelligent control logic that is similar for both scenarios
1 and 2. Let α be the number of intersections that our TCS covers in our emulated road
network. A subset of α, β, will be targeted by the attacker, possibly affecting traffic flows in
up to α intersections. The control logic works on the basis that traffic signals commute within
a junction (j) either when the DRL agent chooses an action aj for j within [0, β] or when
an upper threshold time is reached without the agent having sent any action (max_switch).
Additionally, lights are kept in yellow phases for min_yellow seconds, and traffic signals are
not allowed to switch beforemin_switch, even if the agent sends an action during this period.
Even though the logic implements maximum and minimum light timings, it is important to
note that min_switch assures that signals do not switch so fast that vehicles do not have a
reasonable time to cross through the intersection. The order of max_switch is of minutes.
Thence, that guarantees that the algorithm serves non previously prioritized vehicle flows
after a long time. Besides, unlike responsive control, the DRL algorithm considers multiple
crossroads rather than a single one.

The ATCS control logic is shown in Algorithm 1. For the sake of clarity, the color–color syntax
references the north or south bound phase and east or west bound phase, respectively. For
example, when we refer to red–yellow phase in Algorithm 1, we mean that 1) all traffic signals
are set to red for both north and south bound directions, and 2) all lights are set to yellow
for both east and west bound directions.

Finally, Table 3.1 shows the different attacks we considered, indicating the scenario, the
target, the type of attack, and the technique used to execute each one of them.

As explained above, even though all scenarios and attacks are detailed in this section, only
the impact and results concerning Attack 1 constitute the scope of this work. Attack 2 and
Attack 3 are a part of the ongoing work in our team and will be executed using the testbed
developed in this project.
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Algorithm 1: ATCS control logic
while True do

foreach j in β do
if j in red–yellow or yellow–red phase then

if min_yellow seconds elapsed then
set j to red–red phase;

else if j in red–red phase then
if j was in red–yellow phase then

set j to green–red phase;
else if j was in yellow-red phase then

set j to red–green phase;
else

if min_switch seconds elapsed then
if aj or max_switch seconds elapsed then

if j in green–red phase then
set j to yellow–red phase;

else if j in red–green phase then
set j to red–yellow phase;

end
end

Table 3.1 Attack vectors

Attack Attack class Scenario Target Attack type Technique

Attack 1 DRL-based Scenario 1 TMC Malicious
installation DRL

Attack 2 Illegitimate
command Scenario 2 Local

controller MITM Data spoofing

Attack 3 Sensor
spoofing

Scenario 2 Local
controller MITM Data spoofing

3.1.1 DRL-based attack

After accessing some configuration files, Attacker 1 can change the following parameters of
the DRL-based control:

• State space, S. It comprises the average velocity of vehicles and density per inter-
section approach (v̄ and x, respectively), as well as three variables representing the
intersection state. The resulting vector is shown in Equation 3.1, where i = 1, ..., 4
represents the number of intersection approach and β = 1, ..., 5 denotes the targeted
intersection. t refers to the time in seconds in which the intersection lights were last
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allowed to change from a red-green state to a red-yellow state. Furthermore, d encodes
the direction of the intersection traffic flow: north-south bound or east-west bound. Fi-
nally, y is a Boolean variable that computes whether the intersection is in a red-yellow
state or not. In this case, there are five targeted intersections and four approaches per
crossroad, which results in a state vector size equal to [1 × 55]. The environment is
modeled as a single-agent and POMDP, so the agent has limited sense capacity because
of the on-road sensors and their range.

S = [v̄β,i, xβ,i, tβ, dβ, yβ] (3.1)

To exemplify this, Figure 3.2 shows the set of elements that the state and action vectors
take per intersection (β = 1 in this case).

Figure 3.2 Elements of the state and action vectors per intersection (β = 1)

• Action space, A. The action space consists in switching traffic lights in each targeted
intersection. Thus, it switches between north-south and east-west flow bound. Equation
3.2 shows the action space, which is modeled as a Boolean vector that determines
whether a given intersection is meant to be switched or not (see Figure 3.2). It is
important to note that a minimum time threshold is set to three seconds to guarantee
that traffic lights respect a time gap between commuted phases.

A = [a1, a2, a3, a4, a5] (3.2)
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• Reward, R. For Attacker 1, the reward function at every time-step (ts) is equal to
the number of standstill or near to zero speed vehicles among every approach of the five
targeted intersections (Q(ts)) minus a penalty for switching traffic lights (P (ts)). It is
shown in Equation 3.3. For each simulation step, the penalty is equal to the number of
switched traffic lights (ranging from 0 to 5 switched intersections). We consider that a
vehicle has a speed near zero when it is lower than 2 m/s. Finally, η and µ represent
both fixed constants whose value will be detailed later.

r(Q,P ) = η ×Q(ts)− µ× P (ts) (3.3)

Our malicious DRL-based agent utilizes the triplet (S,A,R) to learn a policy π.
Namely, it can receive the input of the state of the physical process by delimiting
the state space S. By defining the action space A, it determines how many actions it
can output and which values the actions can take. In this case, our agent will switch
phases in the adaptive intersections when needed. Finally, the reward function R def-
inition represents the signal that tells our agent how good it is doing. These are the
input definitions that our PPO-based algorithm takes to make the agent learn by trial
and error when running simulations in our testbed.

3.1.2 Illegitimate command attack

Algorithm 2: Attack 2 – illegitimate command
while True do

sniffed_packets ← sniff() ;
foreach p in sniffed_packets do

p′ ← p;
if p[phase index] == green–red then

p′[phase index] ← red–green ;
else if p[phase index] == red–green then

p′[phase index] ← green–red ;
send(p′, victim)

end
end

Attacker 2 is close to the TMC and can intercept and modify command packets (p) sent from
the TMC to β controllers that control traffic light phases. Algorithm 2 summarizes the logic
of Attack 2. For every packet, the intruder identifies the PLC in question, reads the packet’s
payload, and retrieves the value that determines the phase to be executed by traffic signals
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in the associated intersection. The attack enables Attacker 2 to replace green–red phases
for red–green ones and vice-versa, respecting yellow-to-red transitions. Right after that, the
spoofed packet (p′) is sent.

3.1.3 Sensor spoofing attack

Attacker 2 is next to an intersection, where it is possible to intercept communications between
wireless radars and the local controller. Packages sent from sensors (p) contain the speed
and position of vehicles transiting the corridor. By modifying this information, the intruder
intends to influence the agent’s action choice indirectly. Algorithm 3 contains the logic of
the described attack. Regardless of the real number of detected vehicles per intersection ap-
proach, this attack makes the TMC believe that there are either max_number_of_vehicles
detected or 0.

Algorithm 3: Attack 3 – sensor spoofing
while True do

sniffed_packets ← sniff() ;
foreach p in sniffed_packets do

p′ ← p;
if p[number_of_detected_vehicles] > max_number_of_vehicles then

p′[number_of_detected_vehicles] ← 0 ;
else

p′[number_of_detected_vehicles] ← max_number_of_vehicles ;
send(p′, victim)

end
end

Different from Attack 2, the attacker does not directly attack the control logic by sending
illegitimate commands to the PLCs. Instead of it, the intruder aims to send false information
to the TMC to induce it to make decisions about the operation of traffic lights based on false
information about traffic conditions. For this reason, we conclude that Attack 3 affects the
control logic indirectly.

3.2 Testbed’s architecture

This section aims to provide an overall description of the proposed testbed and the opera-
tion of its components. Figure 3.3 shows the testbed’s architecture, and each component is
described in the following sections.
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Figure 3.3 Testbed’s architecture

3.2.1 Traffic Management Center (TMC)

Researchers from UC Berkeley developed Flow [92], an open-source Python framework to
solve vehicle and traffic control problems. It integrates RL libraries such as RISELab’s
RLLib [93] and OpenAI’s Gym [42] with microscopic traffic simulators as SUMO. It facilitates
the development of DRL-based control logic for autonomous vehicles and intelligent traffic
lights. Thereby, it is possible to model and train an agent that controls a group of intelligent
intersections in customized road networks [92, 94]. Flow is the framework that we used to
build up our testbed. It supplies a suitable way to initialize, reset and advance SUMO’s
instance during experiments. Thanks to its methods to collect vehicle and road network
information, compute reward functions, and apply actions, it is possible to easily implement
the control logic for smart signals. For these reasons, Flow enabled us to reproduce an
adaptive algorithm to control traffic and model a malicious agent to manipulate traffic light
operations illegitimately. Besides, we added a middleware layer between Flow and SUMO to
include PLCs as a separated element of the testbed. Therefore, our testbed simulates as well
the communication flow between the TMC, local controllers, and SUMO.

In our testbed, Flow plays the role of the TMC. It is in charge of monitoring and controlling
traffic light activity through information from local controllers representing intersections in
the simulated road network. It receives traffic road network information, processes it, and
sets the state of traffic lights based on the collected traffic data. This decision-making process
is achieved thanks to RL. It is shown in Figure 3.4, and works as follows:
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1. Pause SUMO simulation;

2. Determine the state (Equation 3.2) based on information about vehicle speeds and
positions provided by SUMO;

3. Compute the reward (Equation 3.3);

4. Decide which traffic lights are meant to be switched in every controlled intersection;

5. Resume the simulation, and so on.

Figure 3.4 Flow RL and SUMO

3.2.2 Local Controllers

PLCs represent local controllers in traffic junctions. They are Python-based scripts that act
simultaneously as a Modbus/TCP server to comply with TMC’s commands and as a TCP/IP
client to communicate with a communication server. The current setup abstracts a total of
five PLCs that are responsible for keeping track of the signal phase currently being executed
by traffic lights in five specific intersections and forwarding it to the communication server so
that SUMO can update the traffic lights’ state in the corresponding intersection. Once the
TMC orders which traffic signals must switch according to the action vector (Equation 3.2),
the TMC sends the corresponding phase to be executed based on Algorithm 1. The PLC
in question receives this phase data, updates its traffic light state, and transmits it to the
communication server. PLCs also store the information related to the speed and position of
vehicles in every lane for the intersection they control. This information is received from the
communication server and forwarded to the TMC.
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3.2.3 Communication Server

The communication server has two tasks. First of all, it gathers the phase information
described above from PLCs and sends it to SUMO so that phase-changing commands can
be applied in the next simulation step. To handle all requests, this component implements a
multi-threading communication TCP-server to serve each client (each PLC) asynchronously.

On the other hand, the communication server also handles vehicle information - speed and
position of vehicles approaching the intersection in question - for every communication thread.
It receives that information from SUMO and forwards it to the PLC associated with each
intersection.

3.2.4 SUMO client

SUMO client deals with phase commands sent by each PLC and forwards them to SUMO so
that it sets the state of traffic lights accordingly. Furthermore, it requests vehicle information
to SUMO and sends it back to the communication server to forward it upstream.

3.3 Conclusion

The present chapter has introduced the threat model in which we trained our agent and
the two scenarios that our testbed must support. The control logic that attackers intend
to corrupt was also detailed, which is common for all the attacks we have, and that we
plan to perform in the developed tool. The attack vectors that the testbed must support
are introduced. Namely, the design of the malicious DRL-based agent for the Attack 1 was
introduced in terms of a reward function and state and action spaces. Attack 2 and Attack
3 were also detailed. However, their impacts are the object of future studies.

Additionally, we introduced the architecture of the testbed in Section 3.2. We presented Flow
and SUMO, and we detailed the middleware between them that we developed in this project.
Among the components that it includes, it is important to highlight the implementation of
PLCs that represent local controllers and the communication server.

Since executing cyber-attacks against ATCS can be critical and remain unnoticed within a
city, we intend to assess its effects in a simulated road network. We highlight these impacts
in Chapter 4, where we present the experimental results and the discussion.
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CHAPTER 4 EXPERIMENTAL RESULTS AND DISCUSSION

The intentions of this chapter are to present: 1) the physical deployment of the testbed, 2)
the experimental design, and 3) the results that show the performance of Attacker 1 and a
discussion of the impacts that were produced over the simulated road network. In the first
one, we present the setup of the testbed for Scenario 1 and Scenario 2. Second of all, we
provide details about the implementation of Scenario 1 : the configuration of the simulation in
SUMO, as well as a set of hyperparameters of the learning algorithm. Subsequently, we show
the evolution of the reward function and the average delay, average speed, and the average
number of standstill vehicles over time-steps. Finally, we assess the agent’s performance in
disrupting traffic conditions.

4.1 Deployment

Scenario 1 and Scenario 2 were described in Section 3.1. However, the physical deployment
varies from one scenario to the other. In Scenario 1, the attacker is an insider that has access
to some configuration files. In the context of our testbed, all nodes run in the same MacOS-
based machine in Scenario 1. Hence, all PLCs and the communication server use the same
local IP address and different ports to communicate. Details about the implementation of
the malicious DRL-based Agent were given in Section 3.1.1. On the other hand, the attacker
in Scenario 2 is an outsider that can intercept communications between the TMC and the
controller. The attacker can also access to communication between the controller and wireless
radar detectors. In this scenario, all PLCs are migrated to another physical MacOS-based
machine in the same network. The external attacker currently runs on a Kali Linux virtual
machine with an independent network adapter from its host. It is important to note that
Attacker 2 intercepts communications thanks to Scapy [95], a Python library that enables
to sniff, inspect, falsify and send network packets. Thus, our intruder is able to spoof the
MAC (the physical address) forwarding table of the TMC and the PLCs in Attack 2, and
the PLCs and the communication server in Attack 3. This way, Attacker 2 can perform a
MITM attack, capture packets and falsify them when needed. Figure 4.1 shows the areas of
our testbed in which Attacker 1 and Attacker 2 can act. Thus, Attacker 1 operates from the
TMC, while Attacker 2 can tamper incoming and outgoing communication in PLCs.

As we pointed in Chapter 3, the testbed must support both Scenario 1 and Scenario 2, but
only the experimental design, results and discussion related to Scenario 1 make the object
of this work. Hence, next sections cover all the information related to Attack 1.
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Figure 4.1 Scope of the attackers in the proposed testedbed

4.2 Experimental design

The road network configured in our testbed is shown in Figure 4.2. It comprises 25 traffic-
light-controlled intersections. Intersections marked in red represent the targeted junctions.
There are two lanes per route approaching each crossroad, which makes four lanes per road.
When the simulation starts, there are already 500 vehicles in the network, 20 heading towards
each intersection, 5 per approach. We assume that a local controller can sense up to 10
vehicles per lane within a 150-meter detection range.

It is essential to highlight that the five central intersections operate under an ATCS, while
the rest of them apply responsive control. As the simulation runs, vehicles enter the network
at four boundary roads, with a flow rate that follows an exponential distribution with a
mean equal to 600 vehicles/hour. Every vehicle behaves according to the Intelligent Driver
Model (IDM) by Treiber [96] and the SUMO’s default lane-changing model (LC2013) by
Erdmann [97].

The time headway between vehicles within the route is set to 1.1 seconds, and the distance gap
corresponds to 2.5 meters. Furthermore, every vehicle randomly chooses its itinerary every
time it reaches an intersection. The maximum vehicle speed is set to 15 m/s, and the speed
factor (which, multiplied by the speed limit, determines the desired speed that might exceed
the speed limit) follows a normal distribution with a mean equal to 1 and a deviation of 0.1.
Table 4.1 summarizes both the road network and the simulation configuration parameters of
SUMO.
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Figure 4.2 Road network topology, showing in red the targeted intersections and the ap-
proaches where vehicle flows are injected with arrows

Table 4.1 Road network and simulation parameters

Parameter Value

Number of intersections (α) 25

Number of targeted intersections (β) 5

Number of lanes per road segment 2

Routing controller Random chooser

Car following model IDM

Lane change model LC2013

Number initial vehicles per approach 20

Mean flow rate [vehicles/hour] 600

Max vehicle speed [m/s] 15

Speed factor (mean, deviation) (1, 0.1)

Minimum vehicle gap [m] 2.5

Desired time headway [s] 1.1

Route length [m] 300
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Table 4.2 RL hyperparameters

Parameter Value

RL algorithm PPO

Number of workers 1

Simulation step length [s] 1

Number of rollouts 25

Horizon length [time-steps] 300

Training batch length [time-steps] 7500

Training iterations 300
Number of stochastic gradient descent
epochs per optimization round 10

Discount factor (γ) 0.999

Units and hidden layers size [32, 32]

Trace decay parameter (λ) 0.97

Clip PPO parameter (ε) 0.3

Target value for KL divergence 0.02

Reward η coefficient 50

Reward µ coefficient 10
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Table 4.2 contains a list of training hyperparameters used in Attack 1. The number of workers
refers to the number of Central Processing Unit (CPU). We decided to use only one CPU
because 1) we had limited resources, and 2) rollout parallelization would have required to
double every component of the testbed architecture, which was unpractical.

The time-step length is set to one second. Remember that MDPs can be either episodic or
non-episodic. In this case, it is a episodic MDP, which means that when the agent reaches
an episode of length T time-steps (time horizon), the environment is restarted to the initial
point. In our simulations, the time horizon of one single episode is set to 300 time-steps.
When this number of time-steps is reached, a new simulation is initiated, and the vehicles
return to their initial position.

In an episode, a rollout of the current policy represents the sequence of states, actions, and
rewards that the agent interacts with. A training batch is the number of rollouts that our
MDP has to work through before updating the internal model parameters. In our case, a
training batch comprises 25 rollouts, and it is completed every 7500 time-steps (horizon ×
rollouts). There are 265 training iterations, which means that the dataset that contains
experience data (state-action-rewards sequences) comprises almost 2 million time-steps.

The number of epochs is a hyperparameter that defines the number of times the learning
algorithm will work through the entire training dataset. Our Neural Network, which holds
32 hidden layers, is fed with the whole dataset ten times. The last number corresponds to
the number of Stochastic Gradient Descent (SGD) epochs per optimization round.

The parameter that controls how much subsequent actions affect the computation of the
cumulative discounted reward function from the current time-step is the discount factor γ.
It is set to 0.999 in our learning process. The Trace Decay Parameter (λ) is equal to 0.97
and is used to switch between bootstrapping and MC evaluation.

As for ε, it is used in the PPO algorithm with a clipped surrogate objective. It is equal to 0.3
and is used to clip the probability ratio between two policies within the interval [1− ε, 1 + ε].
Remember that thanks to this hyperparameter, we can avoid performing large policy update
steps. The target value for KL-divergence is set to 0.2 and enables to compute the adaptive
KL-penalty coefficient. Last but not least, η and µ are two parameters present in the reward
function definition in Section 3.1.1.

4.3 Results and discussion

All the configuration of the road network, the simulation and the hyperparameters of the
DRL learning process showed in the last section enabled us to produce the results that we
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now present. The following results provide the cumulative reward, the average global delay,
the average number of near-to-zero-speed vehicles, and the average global vehicle speed per
episode for Attack 1.

The signal that typically indicates whether an agent has successfully learned or not is the
reward function. Figure 4.3 shows the cumulative reward per episode. The function remains
practically the same until ts = 300k. After that point, the agent starts to learn. For the
sake of clarity, until ts = 300k, the agent struggles to collect experience data, and after that,
the SGD of parameterized policies begin to update reiteratedly the current policy π. Since
the reward function converges, we can justify that the agent can learn, and so it can disrupt
traffic flows within the route.

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8
·106

0.2

0.4

0.6

0.8

1

1.2

·106

Number of time-steps

R
ew

ar
d

max reward
mean reward
min reward

Figure 4.3 Cumulative reward per episode

Remember that the reward function r(Q,P ) = η × Q(ts) − µ × P (ts) is a function of the
average number of near-to-zero-speed vehicles minus a penalty for switching traffic lights.
Using a penalty aims to maximize the number of standstill vehicles but encouraging the
agent to send the minimum possible commands. This can be useful in terms of detectability
since it stimulates the agent to aggravate traffic conditions with the least possible number
of commands. The fewer commands the agent sends to controllers, the more unnoticed the
attacker remains.
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Figure 4.4 represents the average global delay function. At first, when the agent is not able
to disrupt traffic, the global delay over the 25 intersections is about 103 seconds. When the
agent begins to learn, it can increase up to 8.2% in average the global delay. That means that
by targeting five centered intersections, our agent can increase in 8.5 seconds the delay of all
vehicles traveling through 25 intersections in the road network approximately. If we look to
the maximum delay values, the agent was eventually able to generate a delay of around 120
seconds, representing a rise of 16.5%.
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Figure 4.4 Average global delay per episode

Note that in Figures 4.4, 4.5 and 4.6 there is a baseline displayed in green color. That baseline
would represent the average value of that function if the five centered intersections applied
responsive control (the same logic as the 20 surrounding traffic lights) without attack. In
all cases, we can confirm that the agent is able to disrupt traffic conditions if we compare
the results under attack with regards to the baseline. As for the global delay, the baseline
shows exactly a value of 102.25 seconds on average. Under attack on our generic ATCS, the
agent produces a global delay of 111.74 seconds. That represents a difference of 9.49 seconds
between them.

Figure 4.5 shows the average number of near-to-zero-speed vehicles. The agent is able to
induce congestion over the road network, ranging from 40 near-to-zero-speed vehicles to
around 100. We consider that a vehicle has a near-to-zero speed when it is lower than 2
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m/s. Therefore, the agent can find a policy that messes the phases of adaptive traffic lights
to cause a rise of up to 53 near-standstill vehicles within the whole road network. That
represents around 10.6% of the number of vehicles that transit through the 25 intersections.
The evolution of this function backs up the discussion of the performance of the agent so
far. Indeed, it is logical that the number of standstill vehicles on the road increases when the
global delay rises.
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Figure 4.5 Average number of near-to-zero-speed vehicles per episode

Finally, Figure 4.6 represents the average global vehicle speed. As expected, this function
decreases when the global delay and the number of slow vehicles enlarge. Thus, the agent
manages to decrease the global speed of vehicles up to 2.27 m/s, which constitutes 23.9% of
the initial average global speed. In the worst cases, the agent can significantly reduce the
global vehicle speed, reaching speeds around 5 m/s.

These results show that our agent is able to worsen traffic conditions, leading to congestion.
As we showed, the agent does not cause an insignificant deterioration in our scenario. This
situation increases congestion side-effects such as 1) environmental pollution due to additional
greenhouse emissions, 2) noise pollution, 3) economic losses, and 4) health problems due to
vehicle nuisance and pollution [7]. Because of this, traffic authorities should be concerned
about the security issues that both traditional and modern TCS entail. First of all, an
attacker should not be able to mess with traffic lights either for his advantage or to disrupt
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traffic conditions. Secondly, investing in upgrading the TCS of a city might not translate into
congestion reduction if the infrastructure is not secure enough to protect the system from
menaces.
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Figure 4.6 Average global vehicle speed per episode

4.4 Conclusion

Up to this point, we have presented the experimental design and discussed the results that
Attack 1 generated with the aid of the proposed testbed. We summarize our achievements
in accordance with the objectives defined in section 1.4.

We developed our testbed based on SUMO (a microscopic traffic simulator) and Flow (a
Python-based framework that joins RL libraries with SUMO). Both of them enabled us to
build up the proposed testbed. We defined a road network scenario constituted of a grid
of 25 intersections. The 20 intersections surrounding the five central ones implemented a
responsive traffic light plan, whereas the rest utilized an adaptive traffic control strategy.

With our testbed, we programmed the control logic of adaptive traffic lights using DRL
techniques. We also simulated the flow of vehicles through the road network with the aid of
SUMO.
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Once the testbed was completely built up, we designed a threat model in which we defined
the Scenario 1. In this scenario, an insider can alter the control logic of a DRL-based ATCS
from the TMC. In order to conduct the Attack 1, we needed to alter the logic control of
our ATCS and put a malicious agent in charge of that. Therefore, we designed a DRL-based
agent to maliciously control the five central adaptive traffic lights in our grid network. To
do that, we defined 1) the state vector that the agent can sense, 2) the action space that
indicates how the agent is meant to interact with its surrounding environment, and 3) the
reward function that enables our agent to measure how good (or how bad) it has done so far
with its action choices. This definition is presented in Section 3.1.1.

We showed the results of conducting Attack 1 against our generic ATCS. We proved how our
agent was able to learn since the reward function signal stabilizes after several simulations.
We proved that our agent is able to increase by 8.2% the average delay in Scenario 1. It
reduced the global average vehicle speed of the whole network by 23.9%, which corresponds
to a difference of 2.5 m/s from the original average global vehicle speed. As expected, when
both the speed lowers and the delay enlarges, the vehicle nuisance rises. Thus, the agent
amplified the average number of near-to-zero-speed vehicles in the road network, ranging
approximately from 40 up to 100 vehicles (a rise of 10.6% of the total number of vehicles in
the whole network).

As we noted in Chapter 3, there is ongoing work to perform cyber-attacks over Scenario
2. In that scenario, an outsider is able to alter incoming and outgoing messages from a
PLC. Even-though Attack 2 and Attack 3 do not make the object of the research scope
of this research project, the development of the testbed does since it must support them
for future work. Aiming to extend it, a communication layer was implemented from the
beginning, separating the initial interconnection between Flow and SUMO. We wanted it
to be realistic, so we implemented some abstractions such as five PLCs (one per adaptive
intersection), a communication server that handles incoming and outgoing connections, and
a SUMO client. An external attacker was integrated into the testbed so that Scenario 2 is
ready for future attacks. The latter was implemented and conducts a MITM attack from the
TMC and one of the five PLCs. It is executed on Kali Linux using Scapy. However, even if
the attack already works, it is still under development for the ongoing course of this work.

As for this project’s scope, a summary of works and contributions and a conclusion of our
study is provided in the next chapter.
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CHAPTER 5 CONCLUSION AND RECOMMENDATIONS

The primary objective of this work is to assess the impacts when cyber-attacking on Adaptive
Traffic Control Systems (ATCS). For this purpose, a tool to reproduce the dynamics of such a
system was developed. Just as soon as it was ready, it was possible to conduct cyber-attacks
over it. Having this aim in mind, we defined the following specific objectives:

O.1 Develop a testbed that enables the reproduction of an ATCS operating over a road
network.

O.2 Design a malicious Deep Reinforcement Learning (DRL) based agent to perform in-
telligent attacks over multiple intersections.

O.3 Assess the impact of these attacks in terms of delay, speed, and number of standstill
vehicles within the network.

O.4 Extend the testbed to enable future work on attacks against traffic infrastructure
elements in a DRL-based ATCS from an outsider standpoint.

In the previous chapter, we presented the experimental results and the general discussion.
The final chapter provides: 1) a summary of the works and research contributions, 2) the
limitations of our project and the research approach, and 3) future work and recommenda-
tions.

5.1 Summary of works and Contributions

O.1 Our primary research contribution is a testing platform able to reproduce intelligent
cyber-attacks against a generic ATCS. Since ATCS represent a good example of
Cyber-Physical Systems (CPS), we split the physical and the logical components in our
testbed. We decided to use Flow as the logical part of the platform. It is a open-source
framework that integrates SUMO, a microscopic traffic simulator, with Python-based
DRL libraries. SUMO represents the physical component of the proposed testbed.

Flow plays the role of the Traffic Management Center (TMC) in our testbed. Therefore,
it is in charge of monitoring and controlling traffic light activity through information
from local controllers representing intersections. It receives traffic road network infor-
mation, processes it, and sets the state of traffic lights based on the collected traffic
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data. On the other hand, SUMO reproduces the dynamics of vehicles within the traffic
road network, and deals with traffic signal commands to set the state of traffic lights
accordingly.

The interconnection of the TMC and SUMO enabled us to prepare the environment
in which we can train an agent to control the operation of traffic lights. To do so,
we defined the control logic that adaptive traffic lights execute. We designed a road
network of 25 intersections, being the central five of them controlled by the DRL-based
agent. The rest of them implement responsive traffic control.

O.2 We designed a threat model that summarizes the two scenarios in which our testbed can
be used. Thence, we defined Scenario 1, in which Attacker 1 performs intelligent attacks
over multiple intersections. Attacker 1 is an insider who has reached some configuration
files in the TMC of a centralized RL-based ATCS as he/she knows the administrator
credentials. Thanks to this, he/she can change some control logic parameters to disrupt
traffic lights operation. By altering the agent’s state perception, the reward function,
and the action space, the ultimate goal of Attacker 1 is to use a malicious DRL-based
agent to target a group of critical intersections and disrupt traffic from the TMC.

The malicious DRL-based agent implements Proximal Policy Optimization (PPO), a
policy search RL algorithm. We defined the triplet state-action-reward (S,A,R) so
that the agent was able to learn an action policy to switch phases in the adaptive
intersections when needed. The state space comprises the average velocity of vehicles
and density per intersection approach, as well as three variables representing the in-
tersection state. The action space consists in switching traffic lights in each targeted
intersection. Thus, it switches between north-south and east-west flow bound. Finally,
the reward function at every time-step (ts) is equal to the number of standstill or near-
to-zero-speed vehicles among every approach of the five targeted intersections minus a
penalty for switching traffic lights.

O.3 The definition of the state and action spaces and the reward function enabled the agent
to learn by trial and error. Therefore, the agent was able to induce congestion over the
road network, achieving a rise of the delay of a 8.2% and a diminution of a 23.9% of
the average speed of the vehicles transiting the 25 intersections. It also increased the
number of near-to-zero-speed vehicles up to a 10.6% of the total number of vehicles
traveling through the whole road network. These impacts reveal that an intruder can
affect the operation of traffic lights and perform a sophisticated attack that directly
increases congestion. This situation is critical since there is also an impact on congestion
side-effects such as 1) environmental pollution due to additional greenhouse emissions,
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2) noise pollution, 3) economic losses, and 4) health problems due to vehicle nuisance
and pollution. Because of this, traffic authorities should be concerned about the security
issues that both traditional and modern TCS entail. Security countermeasures need to
be applied to these systems.

O.4 The threat model also comprises Scenario 2, in which we presented the second attacker.
Attacker 2 is an outsider who can be near either the TMC or a local controller that
belongs to a centralized DRL-based ATCS. He/she can intercept the communications
between the TMC and the controller and between the controller and wireless radar
detectors. Attacker 2 has limited mobility, and thus, he/she can only reach one inter-
section at a time. Consequently, the attacker can 1) pretend to be the TMC and inject
packets to switch the controller’s associated traffic lights, and 2) pretend to be one
or more detectors and send fake collected information to influence the TMC’s action
choice.

The software architecture and the flexibility of Flow and SUMO enable the system to
extend and add up new components. Aiming to enable Attacker 2 to tamper commu-
nication in the proposed testbed, we implemented a communication layer that enables
the abstraction in the communication flow between SUMO and Flow. This abstraction
comprises three key components: PLCs, the communication server and the external
attacker.

PLCs represent local controllers in the field. They are Python-based Modbus/TCP
servers that receive commands from Flow, translating them into SUMO’s TraCI library
so that traffic lights in the simulation can behave according to the DRL algorithm.
The PLCs receive traffic conditions information in turn, enabling Flow to request this
information to output new commands.

The communication server accepts incoming requests from higher levels in the archi-
tecture (PLCs) and also from a SUMO client. This service is a key component in the
architecture since it renders possible a multi-thread communication, which needs to be
handled for every element in turn.

Attacker 2 is an external element in our platform and adopts the form of a Python
script. It was implemented in Kali Linux to implement a MITM attack. It interferes in
the communication between Flow and the PLCs, and between the latter and the com-
munication server. The attacker intercepts exchanged packets, alters the information
when needed, and then, he/she forwards it to its correspondent recipient.
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5.2 Limitations

First of all, it is essential to note that the environment in which our agent has learned to target
traffic lights is episodic. This means that once the horizon time is reached, the simulation is
restarted so that our agent has another trial to collect experiment data to update the current
policy from that point. Given that the agent needs several data samples to infer a policy
function, the whole learning process will take several time-steps if the time horizon is very
big. Note that the learning process takes about two million time-steps in the current work
with a time horizon set to 300 time-steps. This represents a temporal constraint to perform
tests if we want to increase the horizon, since the longer an episode is, the more time it
takes for the whole simulation to finish (it ranges from days to weeks in the hardware setup
that we disposed for the project). Nevertheless, 300 time-steps might not be enough for the
vehicle flows to stabilize from initial conditions and for congestion to build up. Since vehicle
distribution is uniform (vehicles heading to every crossroad), it might need a horizon larger
than five minutes (300 seconds) to converge into stable mobility patterns.

Another important aspect is that we did not dispose of real hardware as a local controller to
perform real cyber-attacks over it. Instead of it, we limited our study to an analysis of the
current vulnerabilities in TCS and then performed cyber-attacks from an insider standpoint.
Having a real controller would enable an exhaustive study on more technical cyber-attacks,
rather than studying the effects of theoretical cyber-attacks on a CPS.

Another limitation concerns the simulation itself. We conducted our experiments over a
fictional traffic road network. A difficulty in training an agent in a more realistic scenario
like a city is that we need real data concerning traffic demand information. Typically, traffic
authorities possess an OD matrix that quantifies the traffic flow rate that transit from some
zone to others within an urban network. In that case, we would need a lot of microscopic
data, like speed and travel times to calibrate and validate a traffic simulation. However, it
remains privileged information that is not always available. Even though we dispose of an
OD matrix of the city of Montreal, traffic junctions do not implement an adaptive strategy.

5.3 Future Research

As we previously mentioned, this project is still under development. Indeed, the testbed was
extended to prepare the environment for Scenario 2. Therefore, the next stage of this study
is to perform cyber-attacks from an outsider standpoint. Up to now, a MITM attack was
implemented to perform indirect attacks on local controllers. The attainment of this next
step could highlight even more how TCS remain a critical link in modern cities.
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Additionally, thanks to the scalability of our testbed, it could be extended to integrate
Vehicle-to-everything (V2X) communications. V2X represents the communication between
vehicles, as well as vehicle-to-infrastructure communications. It would be possible to recreate
this communication and enable local controllers to communicate with modern vehicles. Traffic
light phases can be calculated based not only on prediction or information from sensors but
also on detecting vehicle presence from connected vehicles.

In the scope of this study, AI techniques were used to aggravate the performance of a ATCS
with a malicious DRL-based agent. However, defense techniques that implement AI could
also be implemented. In this context, our testbed could be used to assess how adversarial
agents would evolve in an AI-against-AI scenario.
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