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RESUME

Les progres de 'apprentissage automatique et du traitement du langage naturel ouvrent la
voie a de nouveaux outils pédagogiques, qui peuvent fournir de la rétroaction aux étudiants
pour leurs textes écrits, avec la notation automatique des récits, et la notation automatique
des réponses courtes. Toutefois, a chaque fois qu’on introduit une nouvelle question, il y
a la problématique du “démarrage a froid‘: ces méthodes nécessitent l'intervention initiale
d’experts du domaine pour définir ce qui est correct, ainsi que de grands ensembles de données

spécifiques a la tache pour entrainer ces modeles d’apprentissage automatique supervisés.

Une autre fagon pour les environnements d’apprentissage modernes d’augmenter la quantité
de ressources et de rétroaction disponibles pour les étudiants est de recourir a “l’approvisionnement
par I'apprenant” (learnersourcing): les étudiants sont invités a générer du contenu (par ex-
emple, de nouveaux éléments de question, des messages d’aide, des explications) dans le cadre
de leur propre séquence d’apprentissage, puis ce méme contenu est partagé avec leurs pairs,

ce qui les aide a apprendre en retour.

L’apprentissage par les pairs asynchrone (APA) est un exemple d’approvisionnement par
lapprenant, dans lequel les éleves répondent a des questions a choix multiples et fournissent
une explication pour justifier leur raisonnement. Avant de fournir un retour sur I’exactitude
de leur choix de réponse, I'étudiant a la possibilité de reviser sa réponse apres qu’on lui
présente les explications écrites par ses pairs pour d’autres choix de réponse. En choisissant
I’explication la plus convaincante soumise par leurs pairs, les éleves apprennent en effectuant
une évaluation comparative. Leurs “votes” peuvent ensuite étre utilisés pour optimiser les
algorithmes qui font usage de la base de données des explications, et aussi améliorer la

rétroaction aux éleves.

Nous présentons ces votes d’étudiants comme un exemple d’évaluation comparative par les
pairs : lorsqu'un étudiant choisit une explication soumise par un pair comme étant la plus
convaincante, il le fait par rapport a la sienne et aux autres explications qui sont présentées.
L’évaluation comparative par les pairs fait ’'objet d’'un nombre croissant de recherches, car
elle permet d’éviter les difficultés que les novices peuvent avoir a évaluer le contenu sur une

échelle absolue.

Notre recherche porte sur le développement d'une approche pour exploiter les données provenant
d’un cadre comparatif d’évaluation par les pairs, afin de fournir un retour aux étudiants, ainsi

qu'un apergu pédagogique aux enseignants.
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Nous commencons notre recherche par une étude observationnelle, dans laquelle nous suiv-
ons quatre professeurs d’introduction a la physique dans trois colleges. Pendant une session,
nous suivons 137 étudiants qui completent régulierement des devoirs du APA. Nous consta-
tons, entre autres, que les étudiants produisent des explications de haute qualité qui sont
jugées convaincantes par leurs pairs, et que ces explications proviennent de différents niveaux
académiques. Toutefois, nous découvrons que les étudiants forts sont davantage capables

d’écrire des explications tres convaincantes, méme lorsqu’ils justifient une réponse incorrecte.

Ensuite, nous proposons un cadre général pour I'évaluation de la qualité des explications is-
sues de ’APA afin de maximiser les avantages d’apprentissage pour les étudiants. Notre tra-
vail étend une méthodologie provenant de la communauté de recherche qui étudie ’extraction
d’arguments, ou I’évaluation de la qualité des arguments, selon la dimension de son “potentiel

de persuasion” (convincingness), est bien établi.

Afin d’exploiter des algorithmes d’ordonnancement par pairs (pairwise ranking), nous trans-
formons les données du APA, qui sont dans un format que nous appelons “explication a
choix multiples”, en un format de “préférence par paire”, qui est inspiré de la recherche sur
la qualité des arguments. Nous entrainons des modeles linguistiques simples d’espace vecto-
riel pour prédire laquelle d'une paire d’explications est la plus convaincante. Nous montrons
que lorsque le vocabulaire est restreint, ces modeles simples sont concurrentiels avec les mod-
eles de transformeur neuronaux, qui représentent 1’état de ’art pour cette tache. De maniere
plus générale, nous montrons que le concept de “potentiel de persuasion”; une dimension de
la qualité des arguments, peut étre appliqué a des traces d’apprentissage ou les étudiants

sont engagés dans une évaluation comparative entre pairs.

Nous proposons aussi une méthode d’agrégation des données de préférence par paire, de
maniere a produire une liste ordonnée des explications des étudiants, classées par qualité,
telles que jugées par d’autres apprenants. Nous examinons différentes méthodes d’ordonnancement,
chacune d’entre elles attribuant un score réel de “potentiel de persuasion” a une explication
soumise par un étudiant. Ce score est dérivé du nombre de fois ou elle a été choisie, et du

contexte dans lequel elle a été choisie (quelles étaient les autres explications présentées).

Ces scores sont ensuite utilisés comme cible pour deux types de modeles de régression su-
pervisés: pour le premier type, l'entrée est un vecteur de variables linguistiques; nous le
comparons a la seconde approche basée sur le peaufinage d’'un modele transformateur neu-
ronal de pointe pré-entrainé. Nous évaluons notre méthodologie sur des ensembles de données
disponibles publiquement, ainsi que sur un ensemble de données que nous publions et parta-
geons avec la communauté de recherche en analytique d’apprentissage. Il s’agit de plus de

40 000 explications fournies par des étudiants dans le cadre de cours d’introduction a la
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biologie, a la chimie et a la physique, avec les données d’évaluation-par-les-pairs correspon-
dantes (ce qui a été montré aux étudiants et ce qu’ils ont choisi). Nos résultats indiquent
qu’en général, les modeles basés sur les transformeurs neuronaux sont les plus performants
pour identifier les explications les plus convaincantes. Cependant, cette performance est spé-
cifique a la question, et les modeles basés sur les variables linguistique peuvent battre les
performances de I’état de I’art des modeles neuronaux pour certaines types de questions. La
transparence de ces modeles classiques est particulierement importante pour fournir de la

rétroaction aux instructeurs et aux étudiants.
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ABSTRACT

With the rapid growth of online learning, new educational tools are needed in order to pro-
mote higher order cognitive tasks, such as effective scientific communication, and the critical
reasoning required to engage in the peer review process. Recent progress in machine learn-
ing, and natural language processing, have led to the development of systems for Automated
Essay Scoring, and Automatic Short Answer Grading, both of which can increase the amount
of feedback students can receive. However these methods require initial input from domain
experts to define what is correct, and large task specific datasets to train supervised machine

learning models.

Another way in which modern learning environments can scale up the amount of resources
and feedback available to students is through ”learner-sourcing”: students are prompted to
generate content (e.g. new question items, hint messages, explanations) as an authentic part
of their own learning sequence, and then this same content is shared with peers, which in

turn helps them learn as well.

Technology mediated peer instruction is a specific instance of learner-sourcing, wherein stu-
dents answer multiple choice questions, and provide an explanation to justify their reasoning.
Before providing any feedback as to the correctness of their answer choice, the student is given
the chance to reconsider their answer, as they are presented with explanations written by
their peers for other answer choices. In choosing the most convincing peer-submitted expla-
nation, students are engaged in comparative evaluation. Their "votes” can be used to curate
the database of explanations, while also also provide feedback to the students who wrote the

explanations in the first place.

For all of the research that has been done in showing the effectiveness of in-class peer in-
struction, there is a gap regarding how TMPI can be leveraged to scale up the amount of
feedback we can provide to students, as well as in how to maximize the pedagogical insight

teachers can derive from the data.

The core challenge is in automatically identifying the explanations with the highest quality,
which are best able to help peers reflect and learn. The difficulty arises in defining the
mechanism to rank these explanations, since the “votes” are only relative to those that are
shown. In addition, the quality of an explanation may be domain and prompt specific. This
creates a “cold-start” problem every time an instructor designs a new question: many students
must go through the exercise before there is enough data to rank the student generated

content. We set out to solve this problem by searching for linguistic features are characteristic



of high-quality student explanations across question items and disciplines.

We begin our research with an observational study, wherein we follow four professors of
introductory physics across three colleges. We follow n = 137 students as they complete
TMPI assignments regularly for entire semester, and find, among other things, that students
of all academic strength produce high quality explanations that are deemed convincing by
peers. We also discover that strong students are able to write very convincing explanations,

even when they are justifying the incorrect answer.

To address these challenges, we propose a general framework for how data from technology
mediated peer instruction can be organized to maximize the learning benefit to students.
Our work extends methodology from the argument mining (AM) research community, where

the construct of argument convincingness is well established.

We transform the data from TMPI, which is in a format we refer to as "multiple choice
explanation”, into a pairwise preference format, which is standard in AM research on ar-
gument quality. We train simple vector space models of language to predict in the pair is
most convincing, and show that, depending on the cross-validation scheme used, such simple
models are competitive with state-of-the-art fine-tuned neural transformer models, when the
vocabulary is restrained. More generally, we show that the construct of “convincingness”, one
dimension of argument quality, can be applied to learning traces where students are engaged

in comparative peer assessment.

We then move on to aggregating the pairwise preference data, so as to produce an ordered list
of student explanations, ranked by quality, as judged by their peers. We examine different
rank aggregation methods (e.g. Bradley-Terry model, Elo ranking), each of which assigns a

real valued "convincingness” score to a given student explanation.

These scores are then set as the target for two types of supervised regression models: for
the first type, the input is a high-dimensional feature vector based on the language; we
compare this to a second approach based on fine-tuning a pre-trained state-of-the-art neural
transformer model. We evaluate our methodology on publicly available AM datasets on
convincingness, as well as on a dataset we release and share with the learning analytics
research community. This includes more than 40,000 student-generated explanations, from
courses in introductory Biology, Chemistry and Physics, with the associated peer-review data
(what students were shown, and what they chose). Our findings indicate that, in general,
neural transformer based models are best able to identify the most convincing explanations.
However, this performance is prompt specific, and that feature-rich linguistic models can
beat state of the art performance. The interpretability of these classical models is especially

important in providing feedback to instructors and students.
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other seven are for the choice of eg5 over the other shown explanations.
The pairs are labelled as such that ey is the more convincing of the pair.
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is assigned a real-valued rank score (using the methods described in
section 7.5.1). ...
Distribution of Pearson correlation coefficients measured between “ref-
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CHAPTER 1 INTRODUCTION

One very popular method teachers use in their classrooms to engage their students is known
as Peer Instruction (PI). Popularized by Eric Mazur of Harvard University [1], the core of

the script is as follows:

1. The teacher displays a multiple question on the board, and prompts students to answer
individually. If the class is using an automated response system (e.g. clickers), the

teacher may decide to display the distribution of answer choices.

2. Before revealing the correct answer, the teacher asks students to assemble in small
groups, and discuss their reasoning with each other. The students are encouraged to
discuss with those who may disagree with them, and try to convince these peers of the

validity of their own reasoning.

3. Once group discussions have subsided, each student is once again given the chance to

answer individually.

The benefits of peer instruction have been documented in many disciplines and different

teaching contexts over the past 20 years [2-8].

This script has been modified for use asynchronously, as a way to augment multiple choice
questions in online learning systems. Referred to as Technology Mediated Peer Instruction

(TMPI), the process goes as follows:

1. The student is presented with a multiple choice question. They are prompted to select
an answer choice, and enter a free-form, natural language explanation that justifies

their reasoning, in a text box on the same page.

2. Before providing any feedback to the current student, the system prompts them to
reconsider their answer. The system selects a sample of peer-submitted explanations
for a different answer choice, as well as some peer-submitted explanations for the same

answer choice. The student now has three options:

(a) choose a peer-explanation for a different answer choice

(b) choose a peer-explanation for the same answer choice (because they deem it a

more compelling explanation than what they themselves wrote)



(c) indicate that they choose to “stick to their own”

3. Only after they have completed this review step described above, is the correct answer

revealed.

The design of TMPI is inspired by Peer Instruction, where the second “review” step is meant
to emulate the benefits of small group discussions. These steps are illustrated in figure 1.1

(taken from our fourth article in chapter 7).

The opportunities afforded by TMPI are multi-faceted:

o for students, any multiple choice exercise can be turned into an opportunity to also
practice important skills related to scientific literacy, such as effective communication
(when writing self-explanations), and critical thinking (when evaluating their peers’
explanations). This modality also offers a scalable way to present students with a
basic form of peer-feedback on their written submissions, in the number of times their

explanations are chosen as most convincing.

e by inspecting the explanations students choose, TMPI can offer instructors unique

insight onto the misconceptions their students may need help with;

o finally, these student “votes” are also valuable for learning analytics researchers and
technologists, who strive to build robust adaptive systems, where students receive per-
sonalized feedback and learning paths. Models of student skill can leverage not only the
correctness of student answer choices, but also the words in the associated explanations,

as well as the choices they make on the review step.

The schematic in figure 1.2, (taken from our article in chapter 7,) provides an overview
of the components inside a TMPI platform. This dissertation addresses the research gap
with respect to steps (c¢) and (d), where the student votes must be aggregated to produce
an ordered list, ranked on quality. In addition, we aim to extract pedagogical value for
teachers in step (g), extracting the linguistic properties most associated with high quality
student explanations. More generally, we address the challenges faced by a growing family
of learning environments which share this architecture, and rely on learnersourcing for not
only the creation of learning resources, but the moderation of rapidly growing databases as

well.



Question: Thin lenses
A converging lens causes a real image to be
projected, inverted, onto a screen. If the lower half of

the lens is completely covered... Question: Thin lenses
0O A. The top half of the real image is missing You answered D, and gave this rationale:
O B.  The lower half of the real image is missing NI think the intensity of the light is proportional to the diameter of
O C. The section of the real image that is visible the fens.”

depends on the angle you view the image with
Consider the problem again, noting the rationales below that have been

©D. The full real image does form, but it is dimmer provided by other students. They may, or may not, cause you to

than before reconsider your answer. Read them and select your final answer:

O E. There will no image formed on the screen

D.
Rationale: Clearly not all rays will hit the screen, but enough rays emerging from
@ all of the object WILL hit the screen. The final real image will be
W I think the intencity of the light ic proportional complete, but will be less bright (hence dimmer) because not all of the

o e divsinr off i e light intensity goes through the lens.

O The image will ctil form, however it will be dimmer than the original if was covered
cince there would be more light coming in if there was nothing covering it.

o Dby covering the lens you only dim down the image you are not decreasing
the actual object yourself.

(a) The first step in TMPI, where a

O the light image wont be as bright since it escapes a little

student is presented with a multiple around the lenses

choice item. The student must enter a o | stick to my own rationale.

“rationale”, or “explanation” justifying

their answer choice. A. The image is inverted therefore the top half of the original image is

o on the bottom half of the image formed on the screen. If we cover the
bottom half of the screen, we cannot see the top half of the original

The panel on the right, figure 1.1b, image.

ShOWS the SeCOIId, review Step Of TMPL Since the image ic inverted, the bottom part that ic covered would have been

Before any feedback is given on the O Placed at the top. And since it ic covered, that part will be miccing in the final
correctness of their first attempt, the mage
student is prompted to reconsider their The bottom rays will not pass through the lens, but the top rays will.

K i O Since the final real image is inverted, then only the bottom part of the
answer ChOlCG, by readmg a subset image will be present (representing the top part of the object).

of explanations written by previous
students. A set of peer-explanations
is shown for the student’s own answer
choice, and another set is shown for a
different answer choice. (b)

By blocking the lower half of the lens, you block the rays
O that end up forming the top half of the image (note that
the image is inverted!); therefore the top half will be
missing.

Figure 1.1 The two steps in technology-mediated peer instruction (TMPT)
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Figure 1.2 Schematic overview of TMPI system components.

Our specific research questions include:

1. What are the relevant variables and their respective distributions in TMPI data? (e.g.
What proportion of students switch from a wrong answer to the right one? How often
do students simply choose their own explanation as best?) How do these correlate with

external measures of academic performance?

2. How can we evaluate the quality of student explanations as judged by their peers? How
do we leverage rank aggregation methods on the choices students make in TMPI, and
more generally in any comparative peer-grading setting, so as to find the highest quality

student generated content?

3. What are the linguistic features common to high quality student explanations? Are

there discipline specific patterns we must account for?

One of our central contributions is to address how we define the quality of student expla-
nations. This can be ambiguous, as the perceived quality may be different for instructors,
domain experts, and students. We propose to operationalize the definition of quality in
TMPI, based on the construct of convincingness. This is borrowed from research in argu-
ment mining, where there is an increasing amount of work on the different dimensions of
argument quality. More specifically, the quality of a student explanation will, for the rest of

this work, be synonymous with convincingness.

We begin with a general review of the literature in chapter 2, wherein we explore related

work on the broader themes at the heart of this research, including;:

e Peer Instruction, as a specific instance of comparative peer review;



o Learnersourcing, an extension of crowdsourcing, and the potential therein for improving

adaptivity in online learning environments;

o Argument Mining methods for measuring and modelling the quality/convincingness of

student generated open responses;

o Automatic Writing Evaluation, using methods from natural language processing, in
order to model text based on a rich set of linguistic features, and automate the selection

in step (e) of figure 1.2.

This being a manuscript based thesis, chapters 4, 5, 6 and 7 are the main articles published
over the course of our doctoral studies. The links between these individual research efforts
is summarized in chapter 3. We close the thesis with a general discussion (chapter 8) and a

conclusion with recommendations in chapter 9.



CHAPTER 2 LITERATURE REVIEW

Each of the four research works in this thesis include a review of the literature. The review
here includes some of those references, but also aims to generalize with broader themes that

encompass the entire dissertation.

2.1 Peer Instruction

Students experience significantly greater gains in conceptual understanding when courses
make extensive use of interactive engagement [9]. One way teachers promote student engage-
ment in-class is through a flipped classroom approach: students are prompted to individually
prepare for lectures via carefully selected web-based resources, such as videos and targeted
readings, freeing up class-time for problem-solving [10]. A more specific method, known as
Just-in-Time-Teaching, has teachers tune these pre-class activities to include formative as-
sessment tasks, and then tailor their subsequent lectures based on the results [11]. Online
technologies that assist instructors in implementing these approaches are growing in number,
and generating data that may shed light on how these approaches more concretely benefit

student learning.

The interactive engagement technique most relevant to our work here is Peer Instruction: a

method for promoting classroom discussion that has been shown to enhance learning [2-8].

In the first step of TMPI in figure 7.1a, the student is prompted for to explain their reasoning.
Self-explanation has long been know to be beneficial to learning [12, 13|, and prompting

students to explain their reasoning in writing is a valuable type of formative assessment.

However the review step of figure 7.1b is what adds the most value when simple multiple
choice questions are augmented to TMPI. The data that emerges, such as the rate at which
students change answers after consulting with peers, has been shown to be correlated to

predictors of overall academic achievement, such as self-efficacy [14].

In addition, during this review step of TMPI, we posit that students are engaged in a form
of comparative peer assessment, as they evaluate which of the peer-submitted explanations

being shown to them is most convincing.

One obvious objective of engaging students in any peer assessment(PA) is to scale-up how
much feedback each student can receive when the instructor’s time is limited. However other

goals include: [15]



« installing a mechanism of social control (i.e. students will feel pressure to write better

and engage more when they read high quality explanations from their peers);
o preparation for self-monitoring and self-regulation in lifelong learning;

e active participation of students in the classroom

Comparative PA differs from holistic PA, in that students are not required to provide an
absolute grade for their peer’s work based on well defined criteria. Instead, student reviewers
are presented with pairs of peer submissions, and they are asked to choose which of the two
is better.

For example, in the ComPAIR system [16], students first submit their written answer to a
prompt. They are then shown pairs of their peers’ answers, prompted first to give feedback
to each of the answers in the pair, and then choose one as the better response. The pairwise
comparison at the heart of this tool leverages learners’ inherent ability to make judgments
regarding an answer’s quality relative to another, to make up for the lack of expertise usually
needed to provide useful feedback on content in isolation. JuxtaPeer [17] is a similar system,
where the pairwise comparisons are anchored on one object at a time, and have been shown

to improve the quality of feedback that peers can provide to one another.

The effectiveness of Peer Instruction on learning in-class, and the success of Intelligent Tutor-
ing Systems and MOOCs outside of class, have in part, led to the development of web-based
platforms for asynchronous, Technology Mediated Peer Instruction [18,19]. The increasing
use of this form of online learning exercise implies that a new type of data is being generated,
wherein lie opportunities to examine theories of how self-explanation and comparative peer

assessment may impact learning.

For all of the research on the effectiveness of PI for in class-learning, and on how comparative
peer assessment can foster better feedback, there is a gap in the research pertaining to content
analysis, and item analysis: what are the characteristics of learner-generated content that
peers deem to be of high quality? What kinds of question items and learning tasks are best

suited for learnersourcing? Our research sets out to address these issues.

2.2 Automatic Writing Evaluation

Recent advances in natural language processing (NLP) have accelerated the adoption of
questions requiring free-text responses, since the technology now exists to automatically

grade student answers [20]. One measure of this trend is in the formation of an Special



Interest Group withing the Association of Computational Linguistics, known as Building

FEducational Applications with NLP, which is hosting its 16th annual workshop this year.

Much of this work originated with research in Automatic Essay Scoring (AES), which has a
long and rich history, with mature systems [21] now being used for over two decades in high
stakes settings such as the GRE [22]. Statistical models are trained to learn the relationships
between linguistic features, and the score a human would have assigned to a given student

submission.

A subset of AES is in the automatic grading of persuasive essays. Herein, models are trained
to identify argumentative components of text, and predict the holistic scores given by expert
graders [23,24].

For longer student responses, such as multi-page essays, models can leverage discourse level
features (e.g. paragraph-to-paragraph similarity). This is different than Automatic Short
Answer Grading (ASAG), wherein student responses are typically less than a paragraph,
and their quality is highly linked to the item prompt and the presence of domain-specific
keywords [25].

ASAG research is highly pertinent to modelling how students evaluate peer submitted ex-
planations, and we adopt many of the same methodological choices throughout our work.
However most approaches to ASAG involve comparing the student response, to some expert
defined patterns, which can be limiting when the short answer is an explanation, and there
are multiple acceptable answers (e.g. explaining the physics of projectile motion as a result
of (i) the constant force of gravity, or (i7) using conservation of energy). What’s more, part
of the appeal of collecting and curating student written explanations is to capture those
concepts that may not occur to experts, avoiding what has been coined as the expert blind
spot [26].

2.3 Learnersourcing

There has been enormous growth in research surrounding social networks, community question-
answer forums, and crowdsourcing. Clear definitions have been recently been proposed in

the literature for the concepts most relevant to TMPI:

Crowdsourcing is a sourcing model in which organizations use predominantly
advanced Internet technologies to harness the efforts of a virtual crowd to perform

specific organizational tasks [27].

In learning environments where students generate materials for their peers, one crucial or-



ganizational task is curating the ever growing database in order to find the most valuable

contributions.

The term learnersourcing was first coined in the context of using learner annotations of

how-to-videos:

Learnersourcing is a conceptual model in which learners collectively generate use-
ful content for future learners while engaging in a meaningful learning experience
themselves [28]

Prominent examples include PeerWise [29], a platform used in over 1500 universities, colleges
and technical institutes around the world. Students generate new question-items, as well as

accompanying solutions, which are then made available to peers in their class.

A newer platform that extends on these ideas is RiPPle [30], adding a recommendation
engine that suggests which peer-submitted items the student should attempt, based on an

open-learner model of their current skill level.

While the two previous systems focus on sharing question items produced by students, the
Axis system [31], the work of Kohle et.al. [32], and the PeerAssist module inside the well-
known ASSISTments platform [33], all leverage the short answers students submit as hints

for future students.

In all cases, the quality of student generated questions, hints, and answers, is measured by
likert-style “ratings” that peers assign after interacting with resources. However a central
challenge for each of these systems revolves around the “exploration-exploitation” trade-off:
the contributions that are submitted earliest will be shown most often, and systems can
reliably estimate their potential to help other learners. How should these learnersourcing
environments balance the objective of exploiting the good content already in the database,

and exploring the newer submissions which have yet to be evaluated by enough peers? [34]

This central challenge exists in TMPI as well, but we aim to mitigate its impact using ASAG
methods discussed above: the explanations that are chosen most often, can be marked as
most helpful. Subsequently, linguistic features of convincing explanations can be extracted to
find the patterns most associated a high /low number of votes, and thus we can predict which

newer student explanations will be most helpful before vote data can be collected anew.

Another open question that remains to be addressed is whether “rating”-scores are corre-
lated with actual learning, or conceptual change. This sets TMPI apart from related work
mentioned here: students do not provide an explicit rating, but directly indicate which ex-

planation, out of the subset that are shown, is convincing enough to change their perspective.
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CHAPTER 3 GENERAL ORGANIZATION OF ALL RESEARCH
OBJECTIVES AND WORKS

The research in this dissertation is described in detail in the four following chapters of this
document. This current chapter is meant to provide an overview, with a brief note on each of
these articles, and how they each strive to build on each others’ contributions. For context,
we begin with a chronological history of the dalite project in section 3.1, and describe

secondary, related, co-authored publications.

3.1 History of Project

Dawson College, in Montreal, Canada, is the headquarters of SALTISE (Supporting Ac-
tive Learning € Technological Innovation in Studies of Education). SALTISE is a research-

practice partnership whose mission is to

“...support instructors in the implementation of evidence-based pedagogy involv-
ing instructional innovations and often leveraging the use of educational technol-

ogy to promote improved learning.”

- SALTISE mission statement

The dalite project [35] is an open-source web application written primarily using the Django
Framework in the Python programming language. The codebase has been in active develop-

ment since 2013, and has been used in MOOCs as well as on campus course offerings.

The idea for a technology-mediated version of peer instruction originated from within a group
of physics education researchers at Dawson College, who were extensively using in-class peer
instruction, and were looking to find ways of promoting deeper reflection and engagement in
basic online multiple questions. The iterative development of the tool is described in several

research reports [36-39].

In 2015, the codebase was re-written by HarvardX (a partner in the edX consortium) to
become a more robust web application that could be integrated as an external tool within
any learning management system (LMS) (e.g. OpenEdx, Moodle) via the Learning Tools
Interoperability (LTI) protocol. During the same time, the University of British Columbia
began development of its own version of TMPI, specifically for the OpenEdx ecosystem (as

an XBlock, the fundamental unit of code in the OpenEdx project).
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We built collaborations and integrated TMPI into the following large massive open online
courses (MOOCs), including:

o Justice, an introduction to moral and political philosophy, is one of the most popular
courses taught at Harvard College, offered as a MOOC on edX.org, coordinated by
Harvardx. The questions were all concerning ethical dilemmas, and the answer choices
would always be opposite stances on some contentious topic (e.g. “If motorcycle drivers
are willing to pay their own medical bills, should they be allowed to ride without a
helmet?” Answer options would be “A) Yes, they should”; “B) No they should not”.)
For grading purposes, both answer options were marked as being “correct”. The 2016
run of the course included over 2000 students, half of whom completed all 30 TMPI

questions.

e The Body Matters, a course offered on edX.org by McGillx in 2016 and 2017, where
students learn about the benefits of physical activity, as well as how to prevent and
treat injuries. The TMPI questions were centred on assessing whether students had
learned about common myths related to physical fitness and exercise. Approximately

500 students completed the 6 TMPI questions that were part of the course.

o Advanced Introductory Classical Mechanics, also on edx.org, offered by MITx. Ap-
proximately 500 students completed the 8 TMPI question items with classic freshman

physics conceptual questions.

o Quantum Cryptography where students learn how quantum physics can provides secu-
rity that is guaranteed by the laws of nature for the communication of secrets. This
MOOC used 10 TMPI questions in each of its 2017,2018, and 2019 course runs.

myDALITE.org is one instance of this dalite code-base, offered as a hosted service that is
free to all teachers and students, maintained by the SALTISE network and Dawson College
since 2016.

The application code for this hosted instance was forked! from the original Harvardx repos-
itory, and recent development has been centred on increasing usability for the context of
traditional on-campus teaching. New features developed include during our supervision of

the project include:

e community promotion and on-boarding

https://github.com/SALTISES4/dalite-ng
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o tools for authorship and sharing of questions and assignments among teacher contrib-

utors

« fine-grained reporting tools for teachers to evaluate the difficulty of questions, and the

performance of their students.

« promoting a flipped classroom workflow, by enabling synchronous (in-class) PI using
the same database of questions (including a mobile responsive interface for students to

use their mobile devices as “clickers” for automatic response systems)
« ability to operate independent of an LMS, using email /token based authentication
o mechanism for maintaining quality control of questions and answers

« workflow to provide feedback to students on their explanations

During this time period, recruitment of teachers was a priority. As such, the following is a
list of invited talks we led, where the focus was to promote the platform and the SALTISE

initiative:
» Dawson College Pedagogical Days in October 2018, October 2019, and February 2020

o SALTISE conference workshops in June 2018 and June 2019

o Engineering Faculty Community of Practice meetings at McGill University (March
2019) and Ecole Polytechnique (April 2019)

o Colloque Numérique 2020

We also co-authored the publication of several peer-reviewed publications and research re-

ports. These are listed here:

« Beyond and Within Classroom Walls: Designing Principled Pedagogical
Tools for Student and Faculty Uptake, International Conference on Computer
Supported Collaborative Learning: CSCL 2015 [18]. This observational study was a
precursor to the article presented in chapter 4. Using data collected from the classrooms
of four teachers teaching the same introductory physics class across three colleges, it was
found that students appreciated the TMPI experience for the opportunity it afforded
them to explain their reasoning in a “safe”, “low-stakes” setting (since the explanations
were not graded). In addition, students reported looking forward being able to compare

and contrast their peers’ explanations with their own.
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« Is active learning possible outside the classroom?, Association Quebecoise de
Pédagogie Collégiale: AQPC 2016 [40]. This article describes qualitative data from
student interviews in greater depth. In a first report on quantitative results from the
same 2013 quasi-experimental observational study, we report a significant improvement
in conceptual learning gain for the TMPI “treatment” group (n = 137), as compared
to a large comparison cohort (n = 2912), who were taught in a conventional lecture
setting. (The conceptual learning gain was measured using the well-established Force

Concept Inventory [41], administered at the beginning and end of the semester).

o Text Classification of Student Self-Explanations in College Physics Ques-
tions, 9th International Conference on Educational Data Mining: EDM 2016 [42]. In
this paper we extend the analysis from the 2013 study mentioned above, and examine
the text of student explanations. We demonstrate how TMPI data can be used to
identify students who are struggling with conceptual concepts. Using simple vector
space models on self-explanation data from the first third of the course, we are able
to predict which students will ultimately score low conceptual gains at the end of the

semester.

« DALITE: Asynchronous Peer Instruction for MOQOCsSs, 11th European Confer-
ence on Technology Enhanced Learning: ECTEL 2016 [39]. This demonstration paper
highlighted how MOOC teams found the use of TMPI as a complement to discussion
forums: in contrast to having disparate threads and replies, TMPI provides a simple in-
terface to having students compare student-generated arguments supporting opposing

stances, and having the most convincing content be shown most often.

o Harnessing peer instruction in and out of class with myDALITE, Fifteenth
Conference on Education and Training in Optics and Photonics: ETOP 2019 [43]. This
article is a profile of the TMPI instance which generated the data for this dissertation,
myDALITE.org . Descriptions are provided for platform features which ease the task of
adopting a “flipped classroom” approach [10], where students are asked to engage with
textbook and formative assessment activities before the material has been addressed
in class, freeing up time for the teacher to lead for more in-depth learning activities
when everyone is together. These features include detailed teacher reports, the ability
to use the same platform for synchronous in-class PI (with student mobile devices as
automatic response system), and support for purely open-responses (no multiple choice

options).

o Filtering non-relevant learning applications in peer-learning applications,
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12th International Conference on Educational Data Mining: EDM 2019 [44]. In this
paper, we begin to address the problem of content moderation in learnersourcing. There
will always be a small fraction users who focus their attention on only choosing the
correct answer choice, and submit text explanations that are irrelevant (being aware
that there is often too much data for these to be carefully graded). In the worst case,
these submissions can be malicious, even toxic, and must be automatically filtered so
that they are not chosen to be shown to future students. This study proposes a simple
yet effective method for this filtering, based on mean cosine similarity between the

vector embedding of each student explanation, and all others.

The research articles included in the following chapters of this dissertation, are the first to
examine not just the explanations submitted by students, but also the choices they make on
the review step: we set out to inspect, and ultimately model the “votes” student cast for

their peer explanations.

The promotional activities listed earlier, and research papers detailed above, have, in some
part, led to a growth in the number teachers and students using TMPI outside the MOOC
setting, with now over 200 registered active teachers, having generated more than 2000
questions in Physics, Biology, and Chemistry. On average, at any given time there are 20
course-sections running a TMPI assignment, across 7 colleges and universities in Quebec
and Ontario. Over the last three years, students have written over 400,000 explanations in
myDALITE.org.

3.2 Research Articles

3.2.1 EDM 2015: Observational Study

The first article, presented at the 8th International Conference on Educational Data Min-
ing, in 2015, is entitled An analysis of peer-submitted and peer-reviewed answer
rationales, in an asynchronous Peer Instruction based learning environment (see
chapter 4).

The primary contribution was to compare how data from TMPI correlated with performance
in a introductory physics course. Working with four teachers across three colleges in Montreal,
Canada, we carried out an observational study in the fall semester of 2013. We collected two
external measures of student “strength” (pre-post learning gain on a conceptual test, and
final exam grade), and that ensured all students received the same exposure to TMPI (e.g.
number of questions, number and timing of assignments). We then explored relationships

between these external measures of student strength, and variables specific to TMPI.



15

3.2.2 EDM 2020: Dataset

Several years elapsed between publications, as work was concentrated on the development
of the platform (described below in section 3.1), so as to increase the number of users. The
second article, presented at the 13th International Conference on Educational Data Mining,
in 2020, is entitled A Dataset of Learnersourced Explanations from an Online Peer

Instruction Environment (see chapter 5).

This paper describes a subset of data from myDALITE.org, a specific instance of TMPI,
made available to the research community. We curate a dataset so that several disciplines
are equally represented, profile some of its main characteristics, and outline possible future

avenues of learning analytics research enabled by this novel source of data.

3.2.3 ECTEL 2020: Predicting Pairwise Preferences

The third article, presented at the 15th European Conference on Technology Enhanced Learn-
ing, also in 2020, is entitled Learnersourcing Quality Assessment of Explanations for

Peer Instruction (see chapter 6).

In this project, we explore the application of methods from the argument mining research
community to data from TMPI. We demonstrate that the quality of student explanations, as
measured by their relative convincingness among peer learners, can be modelled using vector
space models. We also explore how methodological choices (e.g cross-validation scheme), and
the distribution of discipline specific keywords in the corpus, can both shape how we interpret

the relative performance of different models.

3.2.4 JEDM 2021: Modelling Convincingness Scores

Finally, we present our fourth project, recently submitted to the Journal of Educational Data
Mining, in March 2021. The submitted article is entitled Modelling Argument Quality
in Technology Mediated Peer Instruction (see chapter 7).

Herein, we explore different methods for aggregating the pairwise preference data from our
third article (described above), in order to derive a real-valued convincingness score for each
student explanation. We then train models for a regression task so as to predict these scores,
with the ultimate objective being to inspect the linguistic features that are most predictive

of student explanations.
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The research questions in these four articles follow a natural progression:

1. When used extensively throughout a semester, can TMPI-specific variables be pre-
dictive of academic performance, and hence serve teachers in students who might be

struggling in their course?

2. Having established the value TMPI data can provide to individual teachers, what are
potential new avenues of learning analytics research that are afforded by this novel

source of data?

3. With the growing number of learning environments centred on learnersourcing what is
the theoretical and methodological framework required to treat student generated open

responses, and the associated“vote” data from peers?

4. Can we train supervised machine learning models to identify the typical characteristics

of which peer-submissions students will find most compelling ?
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CHAPTER 4 ARTICLE 1: AN ANALYSIS OF PEER-SUBMITTED AND
PEER-REVIEWED ANSWER RATIONALES, IN AN ASYNCHRONOUS
PEER INSTRUCTION BASED LEARNING ENVIRONMENT

Proceedings of the 8th International Conference on Educational Data Mining (EDM 2015)
[45]

Authors: Sameer Bhatnagar, Michel Desmarais, Kevin Lenton, Chris Whittaker, Nathaniel
Lasry, Michael Dugdale, Elizabeth Charles

4.1 Abstract

This paper reports on an analyis of data from a novel Peer Instruction application, named
DALITE. The Peer Instruction paradigm is well suited to take advantage of peer-input in
web-based learning environments. DALITE implements an asynchronous instantiation of
peer instruction: after submitting their answer to a multiple-choice question, students are
asked to write a rationale for their choice. Then, they can compare their answer to other
students’ answers, and are asked to choose the best peer-submitted rationale among those
displayed. We engaged in an analysis of student behaviour and learning outcomes in the
DALITE learning environment. Specifically, we focus our investigation on the relationship
between student proficiency, how students change their answers after reading each others’
writings, and the peer-votes they earn in DALITE. Key results include i) correctness in
DALITE tasks, and peer-votes earned, are both significant predictors of success in the course
(p<0.01); ii) there are no significant differences between strong and weak students in how
often they switch from the correct answer to a wrong answer, or vice versa; iii) even though
males outscore females in conceptual physics questions, females earn as many votes from

their peers as males do for the content they produce when justifying their answer choices.

4.2 Introduction

Active learning encompasses a broad movement in modern pedagogical practices, including
any activities which engage the student as a part of the learning process, instead of passively
receiving information during a traditional lecture. Such activities should encourage the stu-
dent to read, write and discuss classroom content, as well as engage in higher order thinking
tasks, such as synthesis and evaluation [46]. Active, cooperative, and collaborative learning

practices have been shown to yield greater learning gains in science in engineering [47]. With
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the growing presence of on-line learning through instructional videos and accompanying read-
ings, there is place for web-based activities which promote the same higher-order learning
processes as those being used in more active classrooms.

This is where our research group found the need to develop the Distributed Active Learning
Technology Integrated Environment (DALITE). The teacher-researchers in our group wanted
a web-based homework system which would go beyond simply asking students for the an-
swers to conceptual questions, by asking them to express the reasoning behind their thinking.
This learning environment was meant to capture some of the higher-order thinking processes
students engage in when reasoning about new concepts. DALITE is a system that would
provide data on the mechanism of conceptual change, through the writings of students, as
well as their evaluation of each other’s work. What has emerged is an open source system

which is being used in classrooms by learning science researchers who are also teachers.

Thus far, it has produced a dataset which shows promise for the educational data mining
community. Previous analysis of our work has already shown that students who use DALITE
in college level physics classrooms do as well as those who use other on-line homework envi-

ronments [38].

This paper will begin with a description of the related field of Peer Instruction. The DALITE
platform will then be described, as well as the most recent dataset collected. The focus of
the analysis and results will be on the relationship between student proficiency, how students
change their answers after reading each others’ writings, and how many votes they earn for
what they write. Finally we will discuss the potential and challenges that lie ahead, especially
as student models are integrated into the DALITE system.

4.3 Related Work

4.3.1 Peer Instruction

Peer instruction is a classroom practice popularized by Eric Mazur of Harvard University [3].

In its most common instantiation, the classroom script goes as follows:

1. The teacher displays a multiple choice question to the whole class, and asks everyone
to reflect, and individually choose what they think is the correct answer. This is
typically done by giving each student a hand-held clicker, which transmits the answer

to a receiver plugged into the teacher’s computer.

2. The teacher displays a bar chart showing the distributions of answer choices for the

whole class. The students are then prompted to discuss their answer choice with their
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peers for several minutes, after which they are given the opportunity to answer the

question again using their clicker.

3. The teacher shows the new distribution of answers. Typically, after the peer discussion,

there is a major shift towards the correct answer.

Making this a regular practice in class has been shown to yield higher learning gains [6] and
lower dropout rates [4] compared to conventional, teacher-centered, lecture style courses.
However it is very difficult to capture what is actually happening during the student discus-
sions. What is actually being said to convince someone to change their answer (or at least
change their rationale for their answer choice)? How does that relate to cognitive theories of
learning? DALITE attempts to measure and study this information by facilitating , through

a web based learning environment.

4.4 The DALITE platform

4.4.1 Student interface

Students log into DALITE, and work on an assignment which typically contains four to six
multiple choice questions. For each question, there are three screens they must flip through,

each with the following structure:

1. The question is displayed, and the student selects one of the multiple choice answers.
They are then prompted to write a couple of sentences that explain why they selected
their answer choice. These little paragraphs will from now on be referred to as "ratio-

nales".

2. The system presents two columns: one for their answer choice, and one for another
choice to the question. Each column contains four rationales, written by previous
students. The aim is to give students a chance to reflect on their thinking by providing
them with an opportunity to compare and contrast other rationales and change their
mind. The student is prompted to read the rationales from the two columns, and decide
whether they would like to keep their choice, or switch. What’s more, the student is
asked to choose one rationale out of the ones displayed that they best like. They can
also simply cast an "empty ballot', in effect saying that none of the other students’

rationales were convincing. This up-voting process is anonymous.

3. The third screen recaps everything that just happened: the question is shown, alongside

their two answer choices (one from each of the previous two screens). What’s more,
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the rationale they originally wrote is reflected back to them, right next to a rationale

written by an expert for the correct answer.

4.4.2 Teacher Interface
When teachers login to the system, they can:

e upload new questions to the database. This requires that the question be of multiple
choice format. The teacher must specify the correct answer, with a rationale justifying
that answer choice. The teacher must also identify a “second best answer”, which
would be used for the second column of the second screen (described above) should the
student answer correctly on their first attempt. Teachers can also add “tags” to the

question, which describe the content of the question.
e build new assignments based on questions already in the system.

o observe the results of assignments done by their students. The current reporting tool
gives the teacher a mini grade-book for each assignment, where each student is a row,
and each question is described by two columns: one for the student’s first answer, and
one for their second answer. Teachers can quickly get a sense of where the students are
getting confused, as cells are coded green for the correct answer, and red for the incor-
rect answer. Transitions from red to green are signs that the rationales in the database
are doing their job of convincing students to move away from the wrong answer, while
transitions from green to red show that the students’ conceptual understanding is shal-

low.

4.5 The Dataset

Although DALITE has been in use for the last five years, it was during the Fall semester of
2013 that a comprehensive dataset was collected in a systematic manner over the entire term.
The cohort was comprised of 144 students, spread out in five groups, taught by four different
teachers, across three colleges. The system was used to teach freshman year, calculus -based
Newtonian Mechanics. This is at a level equivalent to grade 12 in high school in the US and

other Canadian provinces.

4.5.1 Data from within DALITE

Over the course of the semester, 80 question items were assigned by the different teachers,

40 of which were completed by at least half of the entire cohort, providing data on over 7000
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student-item pairs.
Each student-item pair in the dataset includes the initial answer, the rationale, and the final
answer. A separate table in the database keeps a count of how many peer-votes are earned

by any given rationale.

4.5.2 Data from classrooms

For each student in the five experimental groups, as well as one control group (which did not
use DALITE), the following data was collected inside their classrooms over the course of the

semester:

Pre-Post FCI The Force Concept Inventory (FCI) [41], is a questionnaire of 30 conceptual
questions about the Newtonian concept of force. The exact same questionnaire was
administered on the first day of class, and then again on the last day of class, for
each of the groups, in order to measure learning gain. The item-by-item results of this
questionnaire can be compared to a FCI dataset which holds the results of more than
13000 students from across Canada and the U.S.

Midterm & Final Exam Grades The Newtonian Mechanics course commonly has three
major themes: Kinematics, Dynamics, and Laws of Conservation. This lines up with the
three midterms for which each student’s grade is recorded. Finally, for each student, the
final exam grade is broken down by the result on the multiple choice section (typically
more conceptual questions, and hence more similar to DALITE), and the long-answer

section (typically computations and problem-solving).

4.6 Results

During the Fall 2013 study, four experimental groups were assigned DALITE specifically as

homework for their students. Following are the key results:

Student Success How well students succeeded on DALITE questions had 0.50 and 0.60
correlations with their performance on the conceptual, multiple choice part of their
final exam, and the post-semester FCI questionnaire, respectively. This provides some
measure of the reliability of this relatively new homework system.

Also a linear model was fit to predict a student’s final grade based on statistics from
their DALITE account. The fraction of questions students answered correctly out of
those they attempted, as well as the total number of votes they accumulated, were
both significant predictors of their final grade in the course (R? = 0.24, p<0.001). This
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predictive power of DALITE emerges as early as after the first third of the course,
meaning the teacher can get early indicators of which students are at risk for the
midterm.

In a related line of questioning, the data was partitioned by gender of the students. Male
students did significantly better than female counterparts in all measures of conceptual
understanding from the classroom (pre-term FCI score, pre-post term gain on FCI,
conceptual questions on final exam). This is in line with previous work looking into
the gender gap in introductory physics [48]. This gap was found in the DALITE data
as well, with males getting 20% more of the questions items right (p<0.001).

Patterns in how students change their answer choices Over the course of the semester,
students who started with the right answer, only switched to the wrong one 1 out of
10 times. However, when they started with the wrong answer, they switched to the
correct answer 3 out of 10 times after reading their peers’ rationales. This gives some
measure of overall quality of the rationales currently in the database: the rationales to
the wrong answers do not seem too harmful, and there are at least some rationales for
the correct answers which can convince students to change their minds when they are

wrong.

Factors affecting answer change When the data was separated into quartiles for the final
course grade, it was found that strong students were as likely as weaker students to
switch from the right answer to the wrong answer. In addition, the converse was
also true: weaker students were as capable of switching to the right answer when
they got it wrong on their first attempt. There was some effect herein due to the
teacher: the experimental groups that regularly discussed DALITE homework in class,
were significantly more likely to change their answer when in DALITE. In the group
that used DALITE purely as extra homework, answer switches were much less likely
(p<0.001).This may indicate that the students who are reminded that the system is a
valuable tool, are more engaged with the system, and take the time to more carefully
read each others’ rationales.

The gender gap mentioned earlier discusses how males outscore females in conceptual
physics questions. This gap however disappears if we measure correctness based on the
second attempt: female students choose the wrong answer 20% more often on their first
attempt, but after reading peer-written rationales, they identify the correct choice just

as often as males.

Who amasses more peer votes? Students from the stronger half of the cohort earned,

on average, more than two times as many votes as those from the bottom half. What’s
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surprising is that this pattern holds true for the wrong answers as well: even when the
strong students are wrong, they are twice as convincing as their weaker peers. This
is especially relevant in light of the fact that 1/3 of all the votes cast over the term
were for rationales to wrong answer choices. In parallel to this finding, when we looked
only at rationales justifying the correct answer choice, it was found that weak students
earned as many votes as their stronger colleagues. This seems to indicate that even
if a student did not perform as well on tests, when they were right on a particular
conceptual question, they were able to justify their understanding as well as stronger
students.

The gender gap discussed earlier, was also lost when looking specifically at the voting
data. Even though males achieve higher grades on conceptual questions, females of all
strengths earn as many votes for their rationales as the males. This tends to indicate
that females produce content justifying their understanding that is as valued by their

peers as rationales written by males.

4.7 Discussion

The key results described above show the potential for DALITE to be an effective tool for
teachers to probe their students’ deeper understanding of concepts in physics, and identify
students at risk of failing midterms and final exams. The data on how students change their
answers based on the writings of their peers, and which rationales they vote for, may give
teachers and researchers insight on what words can trigger conceptual change in different
types of students. Finally, the data shows that students who may not perform as well
on summative evaluations, are still able to produce valuable content when justifying their

understanding.

4.8 Future Work

Future directions of research on this project include capturing not just which rationales got
voted for, but who is casting the votes, and in what context. The goal is to explore what
features in student written text have an impact on changing peer conceptions of scientific
concepts. Do students learn from stronger students, or only those within their Vygotskian

zone of proximal development [49].

Another important direction would include collaborative filtering techniques, which are tra-
ditionally applied to recommender systems, such as in the e-commerce setting, where a

users-by-item ratings matrix is used to predict what items new users would most likely en-
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joy. Recently such techniques have been applied in the context of educational data mining,
where the matrix is now student-by-item performance, and factorization leads to estimates
of the probability of another student getting a new item correct [50]. With the ratings data
collected, the system may be able to deliver individualized rationales to different learners
with the same misconceptions to the same question item. What is most promising is how
this open-source tool creates a venue for learning science researchers to ask questions re-
garding higher-order learning processes, such as evaluation and synthesis, and for the EDM

community to test-drive different text mining techniques in a real classroom setting.
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CHAPTER 5 ARTICLE 2: A DATASET OF LEARNERSOURCED
EXPLANATIONS FROM AN ONLINE PEER INSTRUCTION
ENVIRONMENT

Proceedings of the 13th International Conference on Educational Data Mining (EDM 2020)
[51]

Authors: Sameer Bhatnagar, Michel Desmarais, Amal Zouaq, Elizabeth Charles

5.1 Abstract

Online Peer Instruction has become prevalent in many “flipped classroom” settings, yet little
work has been done to examine the content students generate in such a learning environment.
This study characterizes a dataset generated by an open-source, web-based homework system
that prompts students to first answer questions, and then provide explanations of their
reasoning. Of particular interest in this dataset, is that students are also prompted to
evaluate a subset of peer explanations based on how convincing they are, as part of the
Peer Instruction learning script. Since these student “votes” are then used in the selection of
what is shown to future learners, we cast this as an instance of learnersourcing, a paradigm
that presents new research opportunities for the Learning Analytics community. This study
characterizes a dataset from one Peer Instruction tool, that includes not only the student
generated answers and explanations, but this novel “vote” attribute, which aims to capture
how convincing each explanation is to other learners. The dataset includes longitudinal
observations of student responses over the course of a semester, following groups from three

STEM disciplines. The data is made available to interested researchers’.

5.2 Introduction

The effectiveness of Peer Instruction on learning [5] [7] in-class, and the success of Intelligent
Tutoring Systems and MOOCs outside of class, have in part, led to the development of web-
based platforms for asynchronous Peer Instruction [18,19]. Recently, other similar learning
environments have been developed, centred on having students explain their reasoning, and
then evaluate the explanations of their peers [16] [17]. The increasing use of this form of online

learning exercise implies that a new type of data is being generated, wherein lie opportunities

Laccount required at https://myDALITE.org/signup
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to examine theories of how self-explanation and comparative peer assessment may impact

learning.

There are several pragmatic motivations for extending Peer Instruction to out-of class activ-
ities. First, when scaling-up Just-in-Time-Teaching environments, a web-based platform for
asynchronous peer instruction can substantially reduce the time teachers’ spend searching
the data to identify student misconceptions. Second, when students are asked to compare an-
swers with peers, they receive a form of immediate feedback on their own explanation. Last,
when posting threads and sub-threads to large scale on-line discussions, such as MOOCs, an
asynchronous Peer Instruction platform offers a more structured alternative and ties student

explanations to an answer choice, allowing for more organized aggregation of ideas [39].

These platforms open new research questions and opportunities for the Educational Data
Mining community. First, these systems capture new modalities of data, specifically, the
written explanations for answer choices, which acts as proxy data: representing the cognitive
reflections elicited in conversations students have with peers during small- group in-class
Peer Instruction discussions. Second, these environments introduce challenges common to
any platform centred on user generated content: quality control and recommendation. The
power of having students generating the explanations to different answer choices, and then
rating them, enables scaling up of technologies that facilitate flipped teaching practices [34].
However, once these tools do scale, sheer volume requires automatic approaches for filtering
out low-quality content. Once filtering is complete, recommendation algorithms need to be in
place to most effectively help current students navigate the large volume of content generated
by past students, with the ultimate objective of optimizing individual learning gains. Further
research is needed on learnersourced data sets so as to develop best practices that leverage the
effectiveness of student written and ranked explanations for adaptive learning experiences,

while avoiding the pitfalls that can lead to the valuable data drowning in noise.

5.3 Objectives

This paper characterizes a dataset generated inside one online platform for asynchronous
Peer Instruction, with the aim of identifying the potential research questions and limitations
afforded by this novel application. The use of the tool is growing, now reaching over 50
course offerings across at least 5 undergraduate institutions in different science disciplines.
The contexts are varied, but the common thread is that instructors are all using the tool as an
attempt to increase in-class student engagement with pre-instructional quizzes, and tailoring
their lectures based on the free-text explanations students provide for their answers. Thus,

the ultimate goal of this study is two-fold:
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« introduce a novel source of data to the Educational Data Mining research community,
which has the potential to open new lines of inquiry based on the unique “voting”
attribute. Students not only write explanations to justify their answer choice to con-
ceptual science questions, but they are asked to choose which of a subset of their peers’

explanations are most convincing.

« identify opportunities and challenges related to the design of platforms that rely on
learnersourced content, such as choosing the most effective content to foster learning;
filtering weak or irrelevant student explanations; categorizing and summarizing student

explanations for teacher reporting in large classes.

5.4 Background and Related Work

5.4.1 Peer Instruction

The interactive engagement technique most relevant to our work here is Peer Instruction: a
method for promoting classroom discussion that has been shown to enhance learning [3]. In

this common classroom practice, teachers

1. poll their students on a multiple-choice item, using some form of Audience Response

System (e.g. clickers),
2. collect the distribution of answers, and maybe even share back with the students,

3. without revealing the correct answer, prompt students to explain their reasoning for

their answer choice to a peer nearby, ideally with someone with a different perspective

4. re-poll the students after the small group discussions.

The platform at the centre of this study facilitates an asynchronous version of the above

script.

5.4.2 Comparison-based peer assessment

There are other systems similar in design to asynchronous peer instruction; they differ in that
the items prompt for open-ended responses, as opposed to multiple-choice questions. However
these systems still include a similar review-step after submission of an answer, where students
are asked to compare and evaluate the quality of the explanations submitted by peers who

had already answered the item.
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For example, in the ComPAIR system [16], students first submit their written answer to a
prompt. They are then shown pairs of their peers’ answers, prompted first to give feedback
to each of the answers in the pair, and then choose one as the better response. The pairwise
comparison at the heart of this tool leverages learners’ inherent ability to make judgments
regarding an answer’s quality relative to another, to make up for the lack of expertise usually
needed to provide useful feedback on content in isolation. JuxtaPeer [17] is a similar system,
where the pairwise comparisons are anchored on one object at a time, and have been shown

to improve the quality of feedback that peers can provide to one another.

5.4.3 Explanations Datasets

Two of the most prominent sources of learning analytics datasets are from the ASSIStments
platform [33], and PSLC DataShop [52]. They both provide significant contributions to
Learning Analytics and Educational Data Mining researchers, by making available a wide
variety of data from different online learning tools. They include datasets with free text
responses, including math hints generated by students in ASSISTments, and student expla-

nations to science questions inside the Andes project (hosted in Datashop).

If casting student explanations as short arguments in favour of their answer choice, we can
look to the Argumentation Mining research community for sample datasets. For example, a
dataset of persuasive student essays that are fully annotated for argumentative relations was
recently released [53]. The International Corpus of Learner English [54] is used extensively

to model how students make arguments.

Another sign of the growing interest in analyzing student generated text are the Automated
Essay Scoring [55] and Automatic Short Answer Scoring [56] competitions hosted on the data

science platform, kaggle.com. These datasets are still freely available as well.

To the best of our knowledge, none of the above data sources include all of the defining
characteristics that are generated by online Peer Instruction, such as the student’s initial
answer choice and explanation, a student’s second answer choice after having reviewed peer

explanations, and most importantly, the peer explanation the student found most convincing.

5.4.4 Learnersourcing explanations

Web-based homework systems are effective because students get immediate feedback as to
whether they answered correctly. However, as the number of question items grows, as well
as associated answer choices, generating high quality explanations that help different types

of learners resolve different sets of misconceptions, is impractical for teachers [34]. Moreover,
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explanations written by content experts may also suffer from the expert blind spot, wherein
their high level of familiarity with the subject matter actually might actually make their

explanations more difficult to understand to novices [26].

The concept of learnersourcing is a sub-type of crowdsourcing, wherein domain novices con-
tribute to the human computation workflow as part of their learning process [28]. Peer-
Wise [29] is an environment within which students make their own questions, and share
them with peers, along with accompanying solutions. RiPPLE is a tool that follows the same
model, but adds an adaptive recommendation engine [57]. The AXIS system [31] prompts stu-
dents to provide explanations to their answers, rate the explanations of their peers, and then
machine learning to curate these to a constantly evolving set of explanations that optimize
for promoting student learning. ASSISTments, another widely used learning platform, devel-
oped the Peer ASSIST plugin [58], which asked students to write explanations to their answer

submissions, to be used as hints for future students.

5.5 myDALITE: Platform and Data

5.5.1 The Platform

dalite-ng is an open-source project [35] that has been in active development since 2013, and
has been used in MOOCs as well as on campus course offerings. myDALITE.org is one
instance of this code-base, offered as a hosted service that is free to all teachers and students.
It is maintained by a network of learning science researchers and practitioners, whose mission
is to promote the uptake of student-centred active learning pedagogical practices. Teachers
sign up, author their own questions, and distribute to their students at their discretion. The

script for the student completing a question item in dalite-ng is:

1. Question start: student is presented with a multiple-choice question. They are asked

to choose an answer choice and enter a free text response to explain their reasoning.

2. Question review: without indicating whether the student chose the correct answer,
the tool reflects back to the student their own choice, and the explanation they just
entered. They are then prompted to re-consider their answer, by reading the expla-
nations of other students. In the top half of the page, they are shown up to 4 other
explanations by students who chose the same answer choice. In the second half of the
page, they are then shown up to 4 more explanations to a different answer choice. Stu-
dents must indicate which is their second answer choice in this review step, by selecting

one of these explanations. They also have the option of selecting their own explanation
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Thin lens T

A converging lens causes a real image to project, inverted, onto a screen. If the lower half of the
lens is completely covered..

@ A.The top half of the real image is missing

O B. The lower half of the real image is missing

0O C. The section of the real image that is visible depends on the angle you view the image
with

(O D.The full real image does form, but it is dimmer than before

(O E.There will be no image formed on the screen

Rationale*

The light rays from the bottom half of the object would normally end up at top half of reg
image, but now those are being blocked!

NEXT

Figure 5.1 Asynchronous Peer Instruction - Step 1, screenshot of student answering multiple-
choice question, and explaining their thinking inside a text box
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as the most convincing. There are several factors that go into the selection of what the

students are shown here:

o if the student answered incorrectly on the first step, the explanations in the second

half of the page will be for the correct choice

« if the student did in fact answer correctly on the first step, the explanations in

the second half of the page will be for the most popular incorrect answer.

e There are two different heuristics for the selection of explanations for each answer

choice:

— Random, which is useful for when a question is newly introduced to the
database, and not enough students have answered to reliably estimate which

answers are most convincing

— preferentially selecting from explanations that have already been chosen as

convincing

3. Question summary The entire flow of information is reflected back to the student
for review: their first answer, their own explanation, their second answer choice and
the associated explanation that they chose as most convincing. The correct answer is

also finally revealed.

5.5.2 Data Collection

The data in this study comes from the 2018-2019 academic year, wherein the platform was
more heavily used than ever before, due to additional on-boarding support offered to teachers
by the host network. All teachers who make question items on the platform must release
their content under Creative Commons licenses, and are made aware that the learning-data
generated by the students in their groups may be used for academic research. Students are
advised upon signing in, that their learning traces, in anonymized form, may be used for
research, and that if they do not wish to share their data, they can revoke their consent at
any time, without any impact on academic standing in their courses. The data gathered
for this study spans three STEM disciplines where there happened to be the most activity:
Biology, Chemistry, and Physics. There are many different groups of students in Physics and
Chemistry, each with a different teacher (although all in undergraduate level courses), while
all of the data in Biology comes from one large freshman group that used the tool very heavily.
In the case of a few groups, the items were assigned by teachers as optional, not-for-credit
items, meant to provide extra practice study exercises (this information is provided in the
meta-data file of the dataset). For those cases when myDALITE was used for credit, students
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A conwerging lens causes a real image to project, inverted, onto a screen. If the lower half of the

lens is completely covered..

A. The top half of the real image is missing
B. The lower half of the real image is missing
C. The section of the real image that is visible depends on the angle you view the image with
. The full real image does form, but it is dirmrmer than before
E. There will be no image formed on the screen

You answered A and gave this rationale

The light rays from the bottom half of the object would normally end up at top half
of real image, but now those are being blocked!

Consider the problem again, noting the rationales below that have been provided by other

students. They may, or may not, cause you to reconsider your answer. Read them and select your

final answer.

A O

The image is inverted therefore the top half of the original image is on the
bottom half of the image formed on the screen. | T we cover the bottom half of
the screen we cannot see the top half of the original image.

Since the image is inverted, the bottom part that is covered would have been
placed at the top. And since it is covered, that part will be missing in the final
image.

The bottom rays will not pass through the lens, but the top rays will. Since the

final real image is inverted, then only the bottom part of the image will be
present (representing the top part of the object).

By blocking the lower half of the lens, you block the rays that end up forming

{:} the top half of the image (note that the image is inverted'); therefore the top half

o)

@
@

SUBMIT

will be missing

| stick with my own rationale.

Clearly not all rays will hit the screen, but enough rays ermerging from all of the
object WILL hit the screen. The final real image will be complete, but will be less
bright (hence dimimer) because not all of the light intensity goes through the
lens

The image will still form however it will be dimmer than the original if was
covered since there would be more light coming in if there was nothing
covering it

by covering the lens yvou only dim down the image you are not decreasing the
actual object itself

the light image wont be as bright since it escapes a little around the lenses

32
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received 0.5 marks for choosing the correct answer on their first attempt, and 0.5 marks for
choosing the correct answer choice after the review step. No credit was ever assigned based

on a formal expert evaluation of the student explanations.

5.5.3 Dataset

Each record in the dataset is comprised of the following fields:

o anonymized student identifier

 anonymized group/course identifier (with meta-data on whether the activities were

assigned for credit of not)
» question prompt text (and any associated images)
o student’s first answer choice
o student’s explanation for their first answer choice
e peer explanations shown to student on second step
o student’s second answer choice
o the peer explanation they selected as most convincing for their second answer choice
o timestamps associated with

— when the student first opened the problem
— when the student entered their first answer choice, and associated explanation

— when the student entered their second answer choice, and associated peer expla-

nation

Certain filters were applied for the purposes of data extraction for this study. The only groups
that were retained were those having 10 students or more, each of whom having answered at
least 10 questions. The only disciplines that were included in the current dataset were ones

with over 10,000 student responses.
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Table 5.1 Size of dataset across disciplines

Ny N N, N, N,

Biology 1 346 232 19653 57
Physics 16 1250 572 50286 40
Chemistry 16 1055 532 28319 27

5.6 Descriptive statistics

As can be seen in Table 77, there are relatively similar numbers of responses across the three

disciplines.
N, : number of groups
N : number of unique students
N, : number of items
N, : total number of answers by all students

s

. average number of items completed by each student

This table demonstrates the valuable longitudinal nature of the dataset, in that across the
disciplines, there are, on average, more than 25 observations per student, which could help

building a more robust learner models.

In Table 5.2, we see the proportion of times students changed their answers on the answer

review step.

o 15tC : fraction of responses where students chose the correct answer choice on their

first attempt

Table 5.2 Relative number of answer transitions, from step 1 to step 2

15tC A Ae
=W wWoT

Biology 0.70 0.10 0.01 0.09 0.40
Physics 0.79 0.09 0.01 0.07 0.44
Chemistry  0.69 0.12 0.01 0.11 0.38
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o A : fraction of responses where students switch their answer choice on review step

— > total fraction of answers where students changed their answer choice from step
1 to step 2

— r — w : fraction of responses where students switch their answer choice on review

step, going from right to wrong

— w — r : fraction of responses where students switch their answer choice on review

step, going from wrong to right, presumably after reading their peers’ explanations

o Ae : fraction of responses when students do not change their answer choice on review

step, but choose an explanation other than their own as most convincing

Across the disciplines, the items in this dataset are easy enough for students to choose the
correct answer choice on their first attempt almost three out of four times. The explanations
of their peers are almost never able these convince students to switch from the right answer
choice to a wrong one. However of the students who choose the wrong answer on their
first attempt, after having access to the explanation of their peers, these students switch to
the correct answer choice at the review step almost one out of three times.These relative

transitions are visualized in the Sankey diagram in Figure 5.3.
In table 5.3,
o W is the average word count of the explanations
o WC <5 is the proportion of explanations that have less than 5 words

o Aeiongest the proportion of times students selected the peer explanation that had the

most words amongst those that they were shown.

Here in Table 5.3, we see that many students write explanations that are too short to form
a sentence in the Biology subset, and that even in the other disciplines, the explanations are

not long-form persuasive essays, but likely closer to short answers. However, students seem

Table 5.3 Descriptive statistics on explanation word counts

WC WC <5 Aciongest

Biology 7 0.63 0.19
Physics 15 0.42 0.23
Chemistry 19 0.19 0.18
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Figure 5.3 Visualizing student transitions in asynchronous peer instruction with a Sankey
diagram
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to show a preference for explanations that are longer in length when “voting” for the most

convincing explanation on the review step.

5.7 Discussion

Learnersourcing shows immense potential for scaling up online Peer Instruction, but also

presents new challenges common to contexts centred on user-generated content.

A quick sampling of the large number of explanations with less than 5 words likely indicates
that students do not see the value of writing explanations, unless they will receive course
credit for the task. Work from the argument mining community may be useful here to
automatically assess the quality of explanations. Under study is the impact of web-based
reputation systems on increasing student engagement, which have been shown to increase
engagement in learning environments by offering virtual achievement rewards, such as badges
and leaderboards [59]. Another open research question is in automatic quality control, given
that the first few students who complete a question, and submit an explanation, will have
their work shown to many subsequent students. Work that has been done on automatic

filtering [44] of explanations based on unsupervised clustering could prove beneficial here.

The value and uniqueness of this dataset remains in the “voting” data: modelling what
linguistic properties and conceptual constructs students find convincing, in the language of
their peers, is fertile ground for research. The longitudinal data also allows for modelling the
evolution of how students start integrating domain specific concepts into their explanations
across a semester, as well as “voting” for them in the peer-explanations they find most

convincing.

5.7.1 Future Work

Work must now be done on better understanding how to optimize the heuristics that select
what peer explanations are shown to students in order to enhance learning. This will require
building student models of ability and models of item difficulty. The linguistic properties
are also of key interest: can this mode of comparative peer assessment data be used to
inform our models of whether students have attained domain literacy? Finally, how do such
environments promote student engagement in flipped classroom contexts? We look forward
to collaborating with the community through this novel source of data to along these lines

of research.

Many of the design/implementation decisions for these platforms are made with pragmatic

motivations in mind and need to be better informed by learning analytics theory. The
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platform at the center of this study is a model to examine more closely also because it
is an open-source project, developed as part of Research Practice Partnership [60], where
learning analytics researchers are actively working with instructors using the tool to better

align teaching practices with sound pedagogical design.

5.8 Acknowledgments

Funding for the development of myDALITE.org is made possible by Entente-Canada-Quebec
program, and the Ministére de I’Education et Enseignment Supérieure du Québec. Funding
for this research was made possible by the support of the Canadian Social Sciences and
Humanities Research Council Insight Grant. Special thanks to Dr. Jonathon Sumner for help
with data visualization. This project would not have been possible without the SALTISE/S4
network of researcher practitioners, and the students using myDALITE.org who consented

to share their learning traces with the research community.



39

CHAPTER 6 ARTICLE 3: LEARNERSOURCING QUALITY
ASSESSMENT OF EXPLANATIONS FOR PEER INSTRUCTION

Proceedings of the 15th Europeean Conference on Technology Enhanced Learning (ECTEL
2020) [61]

Authors: Sameer Bhatnagar, Amal Zouaq, Michel Desmarais, Elizabeth Charles

6.1 Abstract

This study reports on the application of text mining and machine learning methods in the
context of asynchronous peer instruction, with the objective of automatically identifying high
quality student explanations. Our study compares the performance of state-of-the-art meth-
ods across different reference datasets and validation schemes. We demonstrate that when
we extend the task of argument quality assessment along the dimensions of convincingness,
from curated datasets, to data from a real learning environment, new challenges arise, and

simpler vector space models can perform as well as a state-of-the-art neural approach.

6.2 Introduction

Learning environments that leverage peer submitted content, carry the great advantage of
scaling up to a larger content base. Be it student-generated questions, sample solutions, feed-
back, or explanations and hints, peer-submitted content can easily help grow a database to
meet the demand for practice items and formative assessment. Platforms built on this prin-
ciple are growing in popularity [59] [30], freeing the teacher from the tedious but important

task of developing multiple variants of the same items.

Critical to the success of such environments is the capacity to automatically assess the quality
of learner-generated content. There are a growing number of tools which put students at the
centre of this challenge: students submit their own work, but then are prompted to evaluate

a subset of their peers’ submissions, and sometimes even provide feedback [16] [17].

To counter the drawback that lies in the varying ability of novices to evaluate and provide
good feedback to their peers, these environments often use pairwise comparison. It is widely
accepted that evaluative judgements, based on ranking two objects relative to one another,
are easier to make than providing an absolute score. Adaptive Comparative Judgement [62],

where teachers assess student submissions by simply choosing which is better from a pair,
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has been shown to be a reliable and valid alternative to absolute grading. As such, there is
a growing family of learning tools which, at the evaluation step, present the peer-generated
content as pairs to the current learner, and prompt for a pairwise ranking. This data can
provide feedback to the students who originally submitted the item, but can also be used for

moderating learner content.

In platforms where students generate content that is part of the learning activities of future
students, filtering out irrelevant and misleading material is paramount. However, while
removing bad content is important, educators hope to identify, and subsequently maximize
the use of the best student generated items. Since not all students can be asked to evaluate
all possible pairs, this in turn leads to the challenge of optimizing which items need evaluation

by the “student-come-moderators”, without hindering their learning.

Our work is centred on data coming from the subset of these learning environments that

enable peer instruction [3], which follow a specific two-stage script:

1. students are prompted to answer a multiple choice question, and provide a free-text

explanation that justifies their answer;

2. students are then prompted to reconsider their answer, by presenting them a selection
of explanations written by previous students [39]. Students can either decide that their
own explanation is best, or indicate which of their peers’ explanation was the most

convincing.

We frame the explanations students produce here as arguments meant to persuade one’s
peers that their own reasoning is best. Recent research in argument mining has proposed
a novel machine learning task: given a pair of arguments on a given topic, can we predict
which is more convincing? [63] [64] [65] [66] Our objective is to evaluate if we can extend this
task to a peer-instruction setting: given a pair of explanations, one written by a student, and

another by their peer, can we predict which they will select as more convincing?

To our knowledge, this is the first analysis of peer instruction data through the lens of
learnersourcing and argument convincingness. Thus, as a reference, we include datasets
and methods from the argument mining research community, specifically focused on pairwise
preference ranking of arguments for automatic assessment of convincingness. We apply vector
space models, as well as a state-of-the-art neural approach, and report on their performance
for this task.

Our findings suggest that the arguments generated in learning environments centred on un-

dergraduate science topics present a more challenging variant of the task originally proposed



41

in the argument mining community, and that classical approaches can match neural models

for performance on this task across datasets, depending on the context.

6.3 Related Work

6.3.1 Learnersourcing & Comparative Peer Assessment

The term learnersourcing has been defined as the process in “which learners collectively
generate useful content for future learners, while engaging in a meaningful learning experience
themselves” [28]. One of the earliest examples of a learning environment centred on this mode
is Peerwise [29], wherein students generate question items for the subjects they are learning,
share them with their peers, so that others can use them for practice. Ripple [30] is a
similarly built system, but with an added recommendation engine which adaptively selects

which problems to suggest to which students.

Other tools leave the creation of question items to teachers, but call on students to gener-
ate and evaluate explanations for the answers. The AXIS [31] system prompts students to
generate an explanation for their response to a short answer question, and then evaluate a
similar explanation from one of their peers on a scale of 1-10 for helpfulness. This rating-data
drives the reinforcement learning algorithm that decides which explanations to show to future

students.

A similar class of learning platforms leverage comparative judgement for supporting how
students can evaluate the work of their peers. Juxtapeer [17] asks students to provide feedback
to a single peer on their work by explicitly comparing to that of another. ComPAIR [16]
asks students for feedback on each item of the pair they are presented with, with a focus on

what makes one “better” than the other.

Finally, peer instruction question prompts are being used more frequently inside online learn-
ing assignments [?] [43]. Moderating the quality of student explanations therein is important
work that can begin with unsupervised clustering to filter out irrelevant content [44]; however

identifying the best explanations that might promote learning, is at the heart of this research.

6.3.2 Argument Quality & Convincingness

Work in the area of automatic evaluation of argument quality finds its roots in detecting evi-
dence in legal texts [67], but has accelerated in recent years as more datasets become available,
and focus shifts to modelling more qualitative measures, such as convincingness. Some earlier

efforts included work on automatic scoring of persuasive essays [23] and modelling persua-
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siveness in online debate forums [68]. However, evaluating argument convincingness with an
absolute score can be challenging for annotators, which has led to significant work that starts

from data consisting of paired arguments, labelled with which of the two is most convincing.

Research efforts in modelling these pairwise preferences include a feature-rich support vector
machine, as well as an end-to-end neural approach based on pre-trained GloVe vectors [69]
which are fed into a Bi-directional Long-Short-Term Memory network [63]. Most recently,
this work has been extended with a Siamese network architecture, wherein each of the two
legs is a BIiLSTM network that share weights, trained to detect which argument in a pair
has the most convincing evidence [66]. Finally, based on the recent success of transformer
models in NLP, the current state of the art for the task of pairwise preference ranking of
convincingness is based on fine tuning pre-trained weights for the publicly available base

BERT [70] model setup for sequence classification [65].

6.4 Data

The objective of this study is to compare and contrast how text mining methods for evaluating
argument quality, specifically for argument convincingness, perform in an online learning
environment with learner-generated and annotated arguments. Our primary dataset comes
from a peer instruction learning environment myDALITE.org , used by instructors in a
context of low-stakes formative assessment in introductory undergraduate science courses. To
provide context as to the performance that can be expected for this task in a relatively novel
setting, we include in our study three publicly available datasets, each specifically curated for
the task of automatic assessment of argument quality along the dimension convincingness.

Table 7.5 provides examples of an argument pair from each of the datasets.

6.4.1 UKP & IBM

UKPConvArgStrict [63], hence forth referred to as UKP, was the first to propose the task
of pairwise preference learning for argument convincingness. The dataset consists of just over
1k individual arguments, that support a particular stance for one of 16 topics, collected from

online debate portals and annotated as most/less convincing in a crowd-sourcing platform.

More recently, a second similar dataset was released by the research group associated with
IBM Project Debater, IBM ArgQ-9.1kPairs [65], henceforth referred to as IBM__ArgQ.
IBM__ArgQ data is strongly curated with respect to the relative length of the arguments
in each pair: in order to control for the possibility that annotators may make their choice of

which argument in the pair is more convincing based merely on the length of the text, the
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Table 6.1 Examples of argument pairs from each dataset. These examples were selected
because they were incorrectly classified by all of our models, and demonstrate the challenging
nature of the task. In each case, the argument labeled as more convincing is in italics.

(a) A pair of arguments from UKP, for the prompt topic: “school uniforms are a good idea”.

al ‘ a2

I take the view that, school uni-
form is very comfortable. Be-
cause there is the gap between
the rich and poor, school uni-
form is efficient in many ways. If

I think it is bad to wear school
uniform because it makes you look
unatrel and you cannot express
yourself enough so band school
uniform OK

they wore to plain clothes every
day, they concerned about clothes
by brand and quantity of clothes.
Every teenager is sensible so the
poor students can feel inferior.
Although school uniform is very
expensive , it is cheap better than
plain clothes. Also they feel sense
of kinship and sense of belonging.
In my case, school uniform is con-
venient. [ don’t have to worry
about my clothes during my stu-
dent days.

(b) A pair of arguments from IBM__ArgQ , for the prompt topic: “We should support information
privacy laws”.

al

a2

if a company is mnot willing to
openly say what they are going to
do with my data, they shouldn’t be
allowed to do 1it.

if you are against information pri-
vacy laws, then you should not
object to having a publicly ac-
cessible microphone in your home
that others can use to listen to
your private conversations.

(c) Student explanations from dalite, for the question prompt: “Rank the magnitudes of the
electric field at point A, B and C shown in the following figure from greatest magnitude to weakest
magnitude”.

al a2

At B, the electric field vectors | A is closest, B experiences the

cancel (E=0). C is further away | least since it is directly in the

than A and is therefore weaker. middle, and C the least since it
is most far away.
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mean difference in word count, Awec, is just 3 words across the entire dataset, which is 10

times more homogeneous than pairs in UKP.

Finally, we include a third reference dataset, IBM__Evi [66]. The important distinction
here is that the arguments are actually extracted as evidence for their respective topic from
Wikipedia, and hence represent cleaner, more well-formed text than our other reference
datasets. We filter this dataset to only include topics that have at least 50 associated argu-

ment pairs.

Table 7.1 summarizes some of the descriptive statistics that can be used to compare these

sources, and potentially explain some of our experimental results.

6.4.2 dalite

The dalite dataset is from a peer instruction environment explained in the introduction. It
contains only the observations where, after writing an explanation for their answer choice,

on the review step, students chose a peer’s explanation as more convincing than their own.

To ensure internal reliability, we only keep argument explanations that were also chosen by
at least 5 different students. To ensure that the explanations in each pair are of comparable
length, we keep only those with word counts that are within 25 words of each other. This
leaves us a dataset with 8551 observations, spanning 2216 learner annotators having com-
pleted, on average, 4.0 items each, from a total of 102 items across three disciplines, with at

least 50 explanation-pairs

per item. We draw an analogy between a “topic” in the reference data, and a “question item”

in dalite.

Table 6.3 highlights three key differences between the modelling task of this study, and related

work in argument mining.

First, in IBM_ ArgQ and UKP, annotators are presented pairs of arguments that are
always for the same stance, in order to limit bias due to their opinion on the topic when
evaluating which argument is more convincing (this is also true of many of the pairs in
IBM__Evi). In a peer instruction learning environment, other pairings are possible, and
pedagogically relevant. In dalite, the majority of students keep the same answer choice on
the review step, and so they are comparing two explanations that are either both for the
correct answer choice (“rr”), or an incorrect answer choice (“ww”). This is analogous to
arguments for the same stance. However, 17 % of the observations in dalite are for when
students not only choose an explanation more convincing than their own, but also switch

answer choice, either from the wrong to right, or the reverse (convincingness across different
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Table 6.2 Descriptive statistics for each dataset of argument pairs, with last rows showing
dalite data split by discipline. N, is the number of individual arguments, distributed across

N,

pairs Tevolving around Nigpics- Nvocab 1S the number of unique tokens in all the arguments.

we is the average number of words per argument, shown with the standard deviation (SD).

Awc is the average relative difference in number of words for each argument in each pair.

Npairs Ntopics Nargs Nvocab wc (SD) m (SD)
dataset
IBM_ ArgQ 9125 11 3474 6710 23 ( 7) 3(2)
UKP 11650 16 1052 5170 49 (28) 30 (23)
dalite 8551 102 8942 5571 17 (15)  12( 7)
IBM_Evi 5274 41 1513 6755 29 (11) 3(2)
dalite:Biology 3919 49 4116 3170 15 (14) 10 ( 6)
dalite:Chemistry 1666 24 1758 2062 20 (14) 12 (7
dalite:Physics 2966 29 3068 2478 19 (15) 15 ( 7)

Table 6.3 Number of argument pairs in dalite, broken down by discipline, and the correctness
of the selected answer choice on initial step, and then on review step.

rr (right-right) rw (right-wrong)

wr (wrong-right)

ww (wrong-wrong)

Biology 2459
Chemistry 1151
Physics 2288

124
51
66

733
228
278

603
236
334
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stances).

Second, a more fundamental difference is that our study focuses on undergraduate science
courses across three disciplines, wherein the notion of answer “correctness” is important.
There are a growing number of ethics and humanities instructors using the peer instruction
platform, where the question prompts are topics more like a debate, as in our reference

datasets. We leave these comparisons for future work.

Thirdly, each argument pair is made up of the one written by the current learner, while the
other is an alternative generated by a peer that the current learner chose as more convincing.
In this respect, the dalite dataset is different than the reference datasets, since it is the same
person, the current learner, who is author and annotator. In the reference datasets, data was

always independently annotated using crowdsourcing platforms.

6.5 Methodology

Choosing which argument is more convincing from a pair is a binary ordinal regression task,
where the objective is to learn a function that, given two feature vectors, can assign the
better argument a rank of +1, and the other a rank of —1. It has been proven that such a
binary ordinal regression problem can be cast into an equivalent binary classification problem,
wherein the model is trained on the difference of the feature vectors of each argument in the
pair [71]. Referred to as SVM-rank, this method of learning pairwise preferences has been
used extensively in the context of information retrieval (e.g. ranking search results for a
query) [72], but also more recently in evaluating the journalistic quality of newspaper and
magazine articles [73]. The study accompanying the release of UKP first proposed this

method for modelling argument convincingness [63].

In our study, we explore three models, described below.

Vector Space Models, ArgBoW: We follow-up work using SVM-rank, building simple
“bag-of-words” vector space models to represent our argument text. We take all of the
individual arguments for a particular topic in our training set (known as “explanations” for
a particular question item in the case of the dalite data), lemmatize the tokens, and build
term-document matrices for each topic. We then take the arithmetic difference of these
normalized term frequency vector representations of each argument to train Support Vector
Machine classifiers on. We refer to this model as ArgBoW. We do not, for this study, include

any information related to the topic prompt in our document representation.
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Pre-trained word embeddings, ArgGloVe: A limitation of vector space models for text
classification is the exclusion of words that are “out-of-vocabulary” in the test set when
compared to the training data. Previous research has addressed this using language models
that offer pre-trained word-embeddings that have already learned expansive vocabularies
from massive corpora of text [63] [66]. In our ArgGloVe model, we encode each token of each
argument using 300-dimensional GloVe vectors [69], and represent each argument as the
average of its token-level embedding vectors. We then feed these into the same SVM-rank

architecture described above.

Transfer Learning, ArgBERT: Finally, in order to leverage recent advances in transfer-
learning for NLP, the final model we explore is ArgBERT. We begin with a pre-trained lan-
guage model for English built using Bi-directional Encoder Representation from Transform-
ers, known as BERT [70], trained on large bodies of text for the task of masked token pre-
diction and sentence-pair inference. As proposed in [65], we take the final 768-dimensional
hidden state of the base-uncased BERT model, feed it into a binary classification layer,
and fine-tune all of the pre-trained weights for the task of sequence classification using our
argument-pair data. As in other applications involving sentence pairs for BERT, each ar-
gument pair is encoded as [CLS] A [SEP] B, where the special [SEP] token instructs the

model as to the boundary between arguments A and B.

6.5.1 Baselines & Validation Schemes

We build a baseline model, ArgLength, which is trained on simply the number of words
in each argument, as there may be many contexts where students will simply choose the

longer /shorter argument, based on the prompt.

In order to get a reliable estimate of performance, we employ stratified 5-fold cross-validation
for our experiments. This means that for each fold, we train our model on 80% of the available
data, ensuring that each topic and output class is represented equally. In the context of peer
instruction learning environments, this is meant to give a reasonable estimate of how our
models would perform in predicting which explanations will be chosen as most convincing,

after a certain number of responses have been collected.

However standard practice in the argument mining community is to employ “cross-topic”
validation for this task. For each fold, the arguments for one topic (or question item, in the
case of dalite) are held out from model training. Evaluating model performance on a yet
unseen topic is a stronger estimate for how a model will perform when new question items

are introduced into the content base. We evaluate our models using both validation schemes.
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6.6 Results & Discussion

The performance of each model across the different datasets is presented in figures 6.1 and

6.2, using respectively 5-fold cross-validation and cross-topic validation.

For the purposes of comparison, in Table 6.4, we denote, to the best of our knowledge,
the state-of-the-art performance for each dataset on the task of pairwise classification for

CONVINCINGNESS.

The first point we remark is that the performance of ArgBERT, which is the state-of-the-
art for our reference datasets, also performs relatively well on dalite data. This, in part,
provides some support for the premise that student explanations, and the peer-vote-data we
extract from a peer instruction learning environment, can actually be modelled via a pairwise
argument ranking methodology. It also supports our line of inquiry, and lays the foundation

for future research in this area.

Second, we see that the baseline performance set by ArgLength is not uniform across the
datasets, which, we surmise, is due in most part to how carefully curated the datasets are
to begin with. IBM__ArgQ and IBM__Evi are datasets that were released, in part, for
the purpose of promoting research on automatic assessment of argument quality, and are
meant to serve as a benchmark that cannot simply be learned with word counts alone. As
can be seen in Table 7.1, Awc is greatest in UKP and dalite, as they are less carefully
curated, and contain many more argument pairs that have a larger relative difference in
length. This is particularly relevant in the context of learning environments based on peer
instruction: depending on the importance placed on the review step by their teacher, students
may, or may not, truly engage with their peers’ explanations, reverting to simply choosing
explanations based solely on how many words they have to read (or not). This sets the bar

very high for other more sophisticated approaches.

Third, we present the results for two different validation schemes, in Figures 6.1 and 6.2,
to highlight the impact they may have on model selection. When evaluating performance

using 5-fold cross-validation (figure 6.1), where some topic data is held-in for the training,

Table 6.4 State of the art performance for pairwise argument classification of convincingness
for three publicly available datasets, using cross-topic validation scheme

Dataset ‘ Acc AUC model
UKP 0.83 0.89  ArgBERT [65]
IBM_ArgQ | 0.80 0.86 ArgBERT [65]
IBM_Evi |0.73 -  EviConvNet [66]
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Figure 6.1 Pairwise ranking classification accuracy and ROC-AUC, evaluated using 5-fold
stratified cross-validation, for different models across datasets in figures 6.1a and 6.1b.
Figures 6.1c and 6.1d split the performance for the dalite dataset across disciplines.
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Figure 6.2 Pairwise ranking classification accuracy and ROC-AUC, evaluated using cross-
topic validation, for different models across datasets in figures 6.2a and 6.2b. Figures 6.2c
and 6.2d split the performance for the dalite dataset across disciplines.



51

the relatively simple ArgBoW performs at least as well, if not better, than all other models,
including the state-of-the-art ArgBERT. This is not the case in figure 6.2, where each individual
topic is completely held out from training (standard practice in argument mining research).
We surmise that ArgBoW models can learn the necessary requisite vocabulary to explain what
makes an argument more convincing and perform well under conditions where at least some
data is available for a topic. This effect is pronounced for dalite, where the vocabulary is
relatively constrained, as seen in Table 7.1, where the ratio of Nygcap t0 Nargs is lowest for
dalite.

This result is not without precedent: in a study on the task of pairwise ranking of newspaper
articles based on “quality”, the authors achieve a similar result: when comparing the perfor-
mance of SVM-rank models using different input feature sets (e.g. use of visual language, use
of named entities, effective content), their top performing models achieve pairwise ranking
accuracy of 0.84 using a combination of content and writing features, but also a 0.82 accuracy
with the content words as features alone [73]. While ArgBoW will suffer from the cold-start
problem when new question items are added to the set of learning activities, as no student
explanations are yet available, and the vocabulary is still unknown, this may be remedied by

the addition of calculated features to the model.

However the more fundamental result here may point to the importance of verifying multiple
validation schemes in future work that ties together methods and data from learning analytics
and argument mining research. Cross-topic validation indicates that ArgBERT performs better
than ArgBoW, likely because the model does not overfit to the training data, and the final
hidden state of the transformer has learned something more general about the task. Yet
even better results might be obtained with a simpler vector space model after some student

answers have been collected.

Fourth, we observe the performance of models across different disciplines in dalite. Results
seem to indicate that argument pairs from items in dalite:Physics are easiest to classify.
This effect is even more important when we take into account that we have the least data
from this discipline (Npairs in Table 7.1). This may be in part due to the impact of upstream
tokenizers, which fail to adequately parse arguments that have a lot of chemical equations,
or molecular formulae. Most of the items in dalite:Physics are conceptual in nature, and

the arguments contain fewer non-word tokens.

Finally, we highlight the variance in performance across models, datasets, and validation
schemes. We posit that the task of pairwise classification of argument quality, along the
dimension of convincingness, is more challenging when the data is generated by students as

part of a learning activity, than with data collected from crowd-sourcing annotation platforms
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and online debate portals. This effect is expected to be more pronounced in explanations for
items from STEM education, as the difference between correct and incorrect answer choices
will be more prevalent than in learning contexts focused on humanistic disciplines. When
a student is comparing their explanation, which may be for a incorrect answer choice, with
that for an explanation of a correct answer choice, we refer to this as “wr”. This would
be the equivalent of argument pairs which contained arguments of opposite stance, which
is only true in IBM__Evi. Of note is the relative stable performance of ArgGlove across
datasets. This may further indicate that there is promise in vector space approaches, as
the semantic information captured in well-trained word embeddings can be leveraged to
address the challenge when there is large variance in words used to express arguments (most

pronounced in UKP).

6.7 Conclusion and Future Work

Asynchronous peer instruction offers the potential of not only learnersourcing explanations
for formative assessment items, but the curation of those explanations as well. This is a
scalable modality that enables students to interact with their peers’ contributions, all as
part of the learning process. However, to our knowledge, we are among the first to explore
methods that aim to distill the data from such a context and automatically assess the quality
of student explanations along the dimension of convincingness. The implications of this study
for technology-enhanced-learning are in the design of peer instruction platforms. A machine
learning approach, with careful choice of validation scheme, can help automatically identify
the explanations students find most convincing. Directions for future work lie in exploring
the features that these models leverage for their predictions, and developing frameworks for

providing feedback to both teachers and students.

The performance of vectors space models in this study indicate that more work should be done
in expanding the representation of text arguments using calculated features. This approach
has been the best performing in other studies [73,74], where a combination of writing and
content features to achieve the best results. This avenue must be explored more thoroughly,

especially as this may vary across disciplines and teaching contexts.

This current study only addressed the task of predicting which of the explanations was more
convincing in pair. The next task for future work lies in Learning to Rank, wherein this

pairwise preference data is used to infer a global ranking of argument quality.
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7.1 Abstract

Learnersourcing is the process by which students submit content that enrich the bank of
learning materials available to their peers, all as an authentic part of their own learning ex-
perience. One example of learnersourcing is Technology Mediated Peer Instruction (TMPI),
whereby students are prompted to submit explanations to justify their choice in a multiple
choice question (MCQ), and are subsequently presented with explanations written by their
peers, after which they can reconsider their own answer. TMPI allows students to contrast
their reasoning with a variety of peer submitted explanations. It is intended to foster reflec-
tion, ultimately leading to better learning. However, not all content submitted by students
is adequate and it must be curated, a process that can require a significant effort by the
teacher. For learnersourcing in TMPI to scale up to large classes, such as MOOCs, the cura-
tion process ought to be automated. Even for smaller settings, automation is critical for the
timely curation of student submitted content in a short time period, such as within a single

assignment, or during a semester.

We adapt methods from the fields of argument mining and natural language processing to
address the curation challenge, and assess the quality of student answers submitted in TMPI,
as judged by their peers. The curation task is confined to the prediction of argument con-
vincingness: an explanation submitted by a learner is considered of good quality, if it is
convincing to their peers. We define a methodology to measure convincingness based on
pairwise comparison data, and compare the performance of feature-rich supervised learning
algorithms, with a neural-network approach to predict convincingness. Experiments are con-
ducted over different domains, from ethics to STEM. While the neural approach is generally
the best performing, results show that success on this task is highly dependent on the type

of question, which is itself domain dependent.
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7.2 Introduction

Peer Instruction (PI) is a classroom based activity, often mediated by automated response
systems (e.g. clickers), wherein teachers prompt students to answer a MCQ individually,
then break out into small groups and discuss their reasoning. This is followed by a second
opportunity to answer the same question, and research has shown that students demonstrate
significant learning gains from the intermediate interaction with their peers [3]. Synchronous,
classroom based PI is an effective component in the teaching practice of instructors looking
to drive student engagement as part of an active learning experience [18]. In discussing with
peers after they have formulated their own reasoning, students are engaged in a higher order
thinking task from Bloom’s taxonomy, as they evaluate what is the strongest argument,

before answering again.

Prompting students to explain their reasoning is beneficial to their learning [13]. Deliberate
practice of argumentation in defence of one’s ideas, has been shown to improve informal rea-
soning for science students [75]. There exists empirical evidence on the positive relationship
between constructing formally sound arguments, and deep cognitive elaboration, as well as

the individual acquisition of knowledge [76].

Technology-mediated peer instruction (TMPI) platforms [19,43] augment MCQ items into
a two step process, by not only prompting students for their answer choice, but also giving
them an opportunity to explain their reasoning with a written open response, followed by a

chance to compare and contrast with the explanations of their peers.

On the first step in TMPI, students must not only choose an answer choice, but also provide
an explanation that justifies their reasoning, as shown in figure 7.1a. On the second step
(figure 7.1b), students are prompted to revise their answer choice, by taking into consideration

a subset of explanations written by their peers.

The student now has three options:

1. Change their answer choice, by indicating which of their peer’s explanations for a

different answer choice was most convincing;

2. keep the same answer choice, but indicate which of their peers’ explanations they deem

more convincing than their own;

3. choose “I stick to my own”, which indicates that they are keeping to the same answer

choice, and that their own explanation is best from among those that are shown.

Whenever the student chooses either of the first two scenarios above, we frame this as “casting



Question: Thin lenses
A converging lens causes a real image to be
projected, inverted, onto a screen. If the lower half of
the lens is completely covered...

O A. The top half of the real image is missing

O B. The lower half of the real image is missing

O C. The section of the real image that is visible
depends on the angle you view the image with

© D. The full real image does form, but it is dimmer
than before

O E. There will no image formed on the screen

Rationale:

W I think the intencity of the light ic proportional
to the diameter of the lens.”

(a) The first step in TMPI, where a
student is presented with a multiple
choice item. The student must enter a
“rationale”, or “explanation” justifying
their answer choice.

The panel on the right, figure 7.1b,
shows the second, review step of TMPI.
Before any feedback is given on the
correctness of their first attempt, the
student is prompted to reconsider their
answer choice, by reading a subset
of explanations written by previous
students. A set of peer-explanations
is shown for the student’s own answer
choice, and another set is shown for a
different answer choice.

Question: Thin lenses

You answered D, and gave this rationale:

NI think the intensity of the light is proportional to the diameter of
the lens.”

D.

Consider the problem again, noting the rationales below that have been
provided by other students. They may, or may not, cause you to
reconsider your answer. Read them and select your final answer:

Clearly not all rays will hit the screen, but enough rays emerging from
all of the object WILL hit the screen. The final real image will be
complete, but will be less bright (hence dimmer) because not all of the
light intensity goes through the lens.

The image will stifl form, however it will be dimmer than the original if was covered
cince there would be more light coming in if there was nothing covering it.

by covering the lens you only dim down the image you are not decreasing
the actual object yourself.

the light image wont be as bright since it escapes a little
around the lenses

| stick to my own rationale.

The image is inverted therefore the top half of the original image is
on the bottom half of the image formed on the screen. If we cover the
bottom half of the screen, we cannot see the top half of the original
image.

Since the image ic inverted, the bottom part that ic covered would have been
placed at the top. And cince it ic covered, that part will be micsing in the final

image.

The bottom rays will not pass through the lens, but the top rays will.
Since the final real image is inverted, then only the bottom part of the
image will be present (representing the top part of the object).

By blocking the lower half of the lens, you block the rays
that end up forming the top half of the image (note that

the image is inverted!); therefore the top half will be
missing.

(b)

Figure 7.1 The two steps in technology-mediated peer instruction (TMPT)
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a vote” for the chosen peer explanation.

In the types of conceptual questions that are best suited for PI, there are often several ways
to explain the correct answer. It may be possible to evaluate the correctness of a student
explanation using methods from automatic short-answer grading. However these models are
based on correct explanations, as defined by an expert, such a textbook, or a teacher. By
capturing data on which explanations students find most convincing, TMPI affords teachers
the opportunity to mitigate the “expert blind spot” [26], addressing student misconceptions
they might not otherwise have thought of.

The ultimate objectives of our research can be summarized in figure 7.2, which gives a
schematic overview of how data from TMPI can be managed and leveraged to foster student

learning and engagement.

Student submits Linguistic Features

(a) . (®
answer choice, of explanations &
and explanation Regression Models

ilter
irrelevant &
low quality

ubmissions

Database of
student
explanations &

Ranked list of
most convincing
student

Aggregate votes

® votes explanations
(d)
Student chooses
one peer Select which peer \
explanation, from explanations to
those shown, as show /
most convincing ©

Figure 7.2 Schematic overview of TMPI system components.

In order to promote reflection and learning, we begin with the assumption that the natu-
ral language peer-written explanations that students are shown in TMPI, should be of the
highest possible quality. We decompose this into a three-step process, as shown in figure
7.2. Firstly, in step 7.2(b), obviously off-task student submissions must be filtered out. Au-
tomatic methods for this first-level of content moderation in TMPI are discussed in [44],
but are limited to simply ensuring that the lowest quality, irrelevant, potentially malicious

student submissions, are flagged and excluded from the database.

Second, the student votes must be aggregated in step 7.2(c), since each student’s vote is only
based on the subset of peer explanations that was shown to them. This rank aggregation
will yield a globally ordered list of explanations for each question prompt, as in figure 7.2(d).

This global ranked list can then be used to select the subset which will be shown to future
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students (figure 7.2(e)).

The third step is to mitigate the disproportionate impact of “early voters”: as soon as the
first few students submit high-quality explanations, it can become difficult for the work of
“newer” students to be shown often enough to earn votes, and climb the ranks. In figure
7.2(g), feature-rich linguistic models are trained on a regression task, where the target is the
aggregate rank score of student explanations seen thus far. Models able to correctly predict
the relative convincingness of student explanations, based on the linguistic features, can help
navigate the trade-off between exploiting the content that as already been shown to be of
high quality, while exploring the possible effectiveness of newly submitted work. Such models
can also help eliminate the “cold-start” problems associated with when a new question item

is introduced, and no vote-data has yet been collected.

The problem of aggregating the results of evaluative peer-judgments extends beyond TMPI.
For example, in response to the difficulty students can have providing a holistic score to
their peers’ work, there is a growing number of peer-review platforms built on comparative
judgments. Notable examples include ComPAIR [16] and JuxtaPeer [17], both of which
present students with a pair of their peers’ submissions, and prompt the learner to evaluate
them with respect to one another. As in TMPI, students apply a comparative judgment to
only the subset of peer content that they are shown during the review step. There is a need
for a principled approach to aggregating this learnersourced data, in a pedagogically relevant

manner, despite the inevitable absence of some “true” ranking.

This sets the stage for our central research questions:

RQ1 since each student’s “vote” in this context represents an incomplete evaluative judg-
ment, which rank aggregation methods are best suited for ranking the quality of student

explanations in TMPI?

RQ2 once we establish a ranked list of explanations along the dimension of convincingness,
can we model this construct, and identify the linguistic features of the most effective

student explanations, as judged by their peers?

We suggest that the results of our work can inform the design of TMPI platforms, and
in a broader context, contribute to the growing body of research surrounding technology-
mediated peer-review, specifically where learners do not provide holistic scores, but generate
their evaluative judgments in a comparative setting. Such platforms will likely have an
analogous architecture as shown in figure 7.2, and thus have similar design objectives, which

our work helps to address.
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The first objective is to provide feedback to learners: feedback that helps them better un-
derstand the characteristics common to the most convincing arguments in their discipline,

promote learning, and the development of critical reasoning skills.

The second objective is providing support to teachers: in such platforms, the amount of
data generated scales very quickly. The data associated with each student-item pair includes
many relevant variables: correct answer choice on first attempt, student explanation, sub-
set of explanations shown, time spent writing and reading explanations, correct answer on
second attempt, and the peer-explanation chosen as most convincing (see figure 7.4). This
amount of information can be overwhelming for instructors who use such tools regularly as
part of formative assessment. Automatically identifying the highest (and lowest) quality stu-

dent explanations, as judged by other students, can support instructors in providing timely
feedback.

A third related objective is in maintaining the integrity of such platforms: automatic filtering
of irrelevant/malicious student explanations is paramount, since they may be shown to fu-
ture students [44], a non-trivial task for natural language content, without expensive expert

moderation.

This paper begins with an overview of related research in learnersourcing of student expla-
nations, automatic short-answer grading, and argument quality ranking (section 7.3). We
then describe our TMPI dataset, as well as publicly available reference datasets of argument

quality, which we use to evaluate our methodology (section 7.4).

The specific contributions made by this work include:

» proposing a methodology for evaluating the quality of student explanations, along the
dimension of convincingness, in TMPI environments. An extension of previous work
in [61], we demonstrate this methodology in section 7.5, and propose evaluation metrics

based on practical issues in TMPI environments;

« a comprehensive evaluation of this proposed methodology using data from a real, live
TMPI environment, with question items from multiple disciplines. We refine work from
argument mining research, and propose the use of consistent rank aggregation methods

independent of model architecture;

e a comparison of feature-rich linguistic regression models, with neural transformer-based
models, for the prediction of real-valued convincingness scores. We identify some of
the linguistic features most often associated with high-quality student explanations in

TMPI, and the question types where predicting convincingness of student explanations
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is more challenging. We also demonstrate how to leverage transfer learning from large

pre-trained neural models for this task (section 7.6).

7.3 Related Work

7.3.1 Learnersourcing student explanations

TMPI is a specific case of learnersourcing [28], wherein students first generate content, and
then help curate the content base, all as part of their own learning process. Notable examples
include PeerWise [29] and RiPPLE [30], both of which have students generate learning re-
sources, which are subsequently used and evaluated by peers as part of formative assessment

activities.

One of the earliest efforts specifically leveraging peer judgments of peer-written explanations,
is from the AXIS system [31], wherein students solved a problem, provided an explanation
for their answer, and evaluated explanations written by their peers. Using a reinforcement-
learning approach known as “multi-armed bandits”, the system was able to select peer-written
explanations that were rated as helpful as those written by an expert. The novel scheme
proposed by [32] also applies the potential of learnersourcing to the task of short answer
grading: the short answers submitted by students are evaluated by “future” peers who are
presented with multiple choice questions, where the answer options are the short answers
submitted by their “past” counterparts. Our research follows from these studies in scaling
to multiple domains, and focusing on how the vote data can be used more directly to model

argument quality as judged by peers.

7.3.2 Automated Writing Evaluation

A central objective of our work is to evaluate the quality of student explanations in TMPI.
Under the hierarchy of automated grading methods proposed by [25], this task falls under
the umbrella of automatic short-answer grading (ASAG); students must recall knowledge
and express it in their own way, using natural language, using typically between 10-100
words. Their in-depth historical review of ASAG systems describes a shifting focus in meth-
ods, from matching patterns derived from answers written by experts, to machine-learning
approaches, where n-grams and hand-crafted features are combined as input to supervised

learning algorithms, such as decision trees and support vector machines.

For example, [77] measure alignment between dependency parse tree structures of student

answers, with those of an expert answer. These alignment features are paired with lexical



61

semantic similarity features that are both knowledge-based (e.g. using WordNet) and corpus-
based (e.g. Latent Semantic Analysis), and used as input to support vector machines which

learn to automatically grade short answers.

Another similar system proposed by [78] starts with features measuring lexical and contextual
alignment between similar word pairs from student answers and a reference answer, as well
as semantic vector similarity using “off-the-shelf” word embeddings. They then augment
their input with “domain-specific” term-frequency and inverse document-frequency weights,

to achieve their best results on several ASAG datasets using various validation schemes.

In addition to similarity features based on answer text, [79] show that question-level (e.g.
difficulty, expert-labelled knowledge components) and student-level features (e.g. pre-test
scores, Bayesian Knowledge Tracing probability estimates) can improve performance on the

ASAG task when input to a deep learning classifier.

While modelling the quality of TMPI explanations has much in common with the ASAG
task, and can benefit from the features and methods from the systems mentioned above, a
fundamental difference lies in how similarity to an expert explanation may not be the only
appropriate reference. The “quality” we are measuring is that which is observed by a group

of peers, which may be quite different from how a teacher might explain a concept.

Previous work on automated evaluation of long-form persuasive essays [24,80,81] has focused
on modelling the holistic scores given by experts. Our work here does not set out to “grade”

student explanations, but provide a ranked list for convincingness as judged by a set of peers.

7.3.3 Ranking Arguments for Quality

Modelling argument “quality” is an area of active research, with direct applications in ed-
ucation, such as in automated scoring of persuasive essays written by students [24,82]. In
work more closely tied with peer instruction, it has been found that when students are asked
to debate in dyads, there is a relationship between knowledge acquisition, and the quality
of arguments the students produce, as measured by the presence of formal argumentative

structures (e.g. claims, premise, etc.) [83].

In a comprehensive survey of research on the assessment of argument quality, a taxonomy of
major quality dimensions for natural language arguments was proposed, with three principal
aspects: logic, rhetoric, and dialect [84]. As students vote on their peer’s explanations in
TMPI, they may be evaluating the logical cogency (e.g. is this argument sound?), or its

rhetorical quality (e.g. is this argument phrased well?).

However experiments have also shown that the perceived quality of an argument can depend
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on the audience [85]. These foundational questions are out of the scope of this current study,
and the subject of future work. We focus on modelling the aggregate quality rankings of
student explanations based on their individual vote data, and cast this along the dialectic

dimension of argument quality, as convincingness.

This is a direct application of the argument mining (AM) task originally proposed by [63]:
if crowd-workers are presented with a pair of arguments for the same stance of a topic, can
we predict which of the two they will choose as more convincing? (See table 7.5 for example
argument pairs.) This task has already been extended to TMPI in previous work, wherein the
focus was a pairwise prediction task: when presented as a pair, which explanations students

will choose as more convincing than their own [61]7

We build on this previous work, and move from the pairwise prediction task, to a point-
wise regression. The explanation pairs in TMPI can be aggregated to produce a real-valued
convincingness score for each student’s submission. Student explanations can then be ranked
along such a score, allowing for instructors to gain insights on the thinking of their students
with respect to specific content, and potentially even help students to improve how they
communicate ideas within their discipline. However aggregating these votes should be done
with care: when a student chooses an explanation as convincing, they are doing so only with

respect to the subset that were shown, as well as the one they wrote themselves.

We cast this as a task in rank aggregation, with the objective of combining the preferences
of multiple agents into a single representative ranked list. It has long been understood that
obtaining pairwise preference data may be less prone to error on the part of the annotator,
as it is a simpler task than rating on scales with more gradations. The trade-off, of course
is the quadratic scaling in the number of pairs one can generate. This is relevant in TMPI,
since each student is choosing one explanation as the most convincing, only in relation to
the subset of those that are shown. The potential permutations of explanations different

students may see is intractably large for a typical question answered by 100+ students.

A classical approach specifically proposed by [86] for ordinal peer grading data is the Bradley-
Terry (BT) model. The BT model [87] for aggregating pairwise preference data into a ranked
list, assumes that predicting the winner of a pairwise “match-up” between any two items, is
associated with the difference in the latent “strength” for those two items. These “strength”

parameters can be calculated using maximum likelihood estimation.

CrowdBT, an extension of the BT method, which incorporates the quality of contributions
of each annotator in a crowd-sourced setting, was originally proposed for evaluating relative

reading level in a pair of passages [88].
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Specifically in the context of evaluating argument convincingness from pairwise preference
data, one of the first approaches proposed is based on constructing an “argument graph”,
where a weighted edge is drawn from node a to node b for every pair where argument a is
labelled as more convincing than argument b. After filtering passage pairs that lead to cycles
in the graph, PageRank scores are derived from this directed acyclic graph, and then used as
the gold-standard rank for convincingness [63]. (This dataset is included in our study, from
now on labelled as UKP.)

More recently, a relatively simpler heuristic WinRate score has been shown to be a compet-
itive alternative for the same dataset, wherein the rank score of an argument is simply the
(normalized) number of times that argument has been chosen as more convincing in a pair,
divided by the number of pairs it appears in [89]. The FElo rating system has been shown to

successfully model student performance in intelligent tutoring systems [90].

Neural approaches have become the state-of-the-art in modelling argument convincingness.
One such method is based on RankNet, joining two Bidirectional Long-Short-Term Memory
Networks in a Siamese architecture. By appending a softmax layer to the output, pairwise
preferences and overall ranks were jointly modelled in a dataset made publicly available by
the authors [66]. (This is the third dataset included in our study as a reference, labelled as
IBM__Evi along with UKP and IBM__ ArgQ.)

Most recently, a transfer-learning based approach has been proposed: using the architec-
ture from a bidirectional encoder representations from transformers, BERT [70], which is pre-
trained on masked language modelling and next-sentence prediction, the model is fine-tuned
for the task of predicting argument convincingness. This approach has posted state-of-the-art
results for pairwise preference data, as well on a large dataset predicting an absolute rank

score [91].

The key difference between the above mentioned studies in modelling the quality rankings of
arguments, and that of TMPI explanations, is that the students are not indifferent crowd-
labellers: each student will have just submitted their own explanation justifying their answer
choice, and we analyze the aggregate of their choices as they indicate when a peer may have

explained something better than themselves.

We leverage all of this related work in three ways:

o we use publicly available datasets of annotated pairwise preferences from the AM
research community, as a reference to evaluate our proposed methodology: UKP,
IBM_ ArgQ, and IBM__Evi. These datasets are further described in section 7.4.2;

o we aggregate the pairwise preference data using methods that have been proposed in



64

the context of learning systems: WinRate, BT, CrowdBT, and FElo. The mathematical

formulation of each is described in more detail in section 7.5.1;

e we train a variety of regression models that are common to text mining in learning
systems: Linear regression, DecisionTrees, RandomForests, and different variants
of BERT (e.g. BERT_Q and BERT_A) for regression described in section 7.5.3. How we

evaluate the performance of these models is detailed in section 7.5.4.

7.4 Data

7.4.1 DALITE

The primary data source for this study is myDALITE.org, which is a hosted instance of
an open-source project, dalite!. myDALITE.org is maintained by a Canadian researcher-
practitioner partnership, SALTISE, focused on supporting teachers in the development of ac-
tive learning pedagogy. The platform is primarily used for formative assessments, in “fipped-
classroom” settings, where students are assigned pre-instruction readings, to be followed by

relatively simple TMPI conceptual questions.

One particular characteristic of TMPI data, which sets it apart from other comparative
peer-review platforms, is best described when we consider the three options a student can
take, described above in section 7.2: change to different answer, change explanation for same

answer, or keep same answer and decide that their own explanation is best.

Moreover, when one of the answer choices is labelled as “correct”, and the others are “incor-
rect”, as is often the case in question items from the STEM disciplines, one of four transitions:
Right — Right, Right — Wrong, Wrong — Right, or Wrong — Wrong. The transition pos-
sibilities, and an example of the relative proportions present in the the TMPI platform we

study [51], are shown in the Sankey diagram of figure 7.3.

Across all disciplines, we see two important trends: first, if a student chooses the correct
answer on their first attempt, and decides to keep that same correct choice on the review
step, there is almost 50% chance that they chose a peer’s explanation as more convincing
than their own. Second, if a student chooses an incorrect answer choice on their first attempt,
there is a one in three chance that a peer’s explanation will convince them of changing to the
correct answer. These trends highlight the process of reflection students undertake in TMPI,
and the importance of leveraging student “vote” data to identify the best, most-thought

provoking content.

https://github.com/SALTISES4/dalite-ng


saltise.ca
https://github.com/SALTISES4/dalite-ng
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e Peer explanation I

Figure 7.3 The possible transition types that can occur in TMPI for student answers between
their first attempt (when they write their own explanation), and the review step (when they
are presented with peer explanations). The relative proportion of each transition type is
shown in this Sankey diagram for data from myDALITE.org

The data for this study comes from introductory level university science courses (Physics
and Chemistry), and generally spans different teachers at several colleges and universities in
Canada. The Ethics dataset comes from a the 2013 run of a popular MOOC (Justice, offered
by HarvardX). The TMPI prompts are slightly different from the Physics and Chemistry
prompts, in that there is no “correct” answer choice, and that the goal is to have students
choose a side of an argument, and justify their choice. Table 7.1 gives an overview of the

datasets included in this study.

To stay consistent with terminology from argument mining research, we refer to a question-
item as a “topic”. The transformation of TMPI student explanations (“args”) into “pairs” is

described in section 7.5.

There are some important filtering steps taken on raw data, before we begin our analyses:

o approximately 1 in 10 students decide that they prefer to not have their explana-
tions shared with other students. The answers of these students are removed from the

dataset;

« we only include observations where students explicitly change explanations (whether

for their own answer choice, or for a different answer choice, regardless of correctness).
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Table 7.1 Summary statistics for reference datasets from argument mining research commu-
nity, and DALITE, a TMPI environment used mostly in undergraduate science courses in
Canada. In the argument reference datasets topic are debate prompts shown to crowdsourc-
ing workers (e.g. “social media does more good than harm”), while a topic in DALITE is a
question item. The explanations given by students are analagous to the “arguments”, which
are then assembled into pairs based on what was shown, and eventually chosen by each stu-
dent. wc is the average number of tokens in each argument/explanation in each topic. All
averaged quantities are followed by a standard deviation in parentheses.

topics  args pairs args/topic  pairs/topic pairs/arg we

source dataset
Arg Mining IBM ArgQ 22 3474 9125 158 (144) 415 (333) 5(1) 24 (1)
IBM_Evi 41 1513 5274 ( 4) 129 (69) 7(3) 30 (3)
UKP 32 1052 11650 33 (3) 364 (71)  22(3) 49 (14)
DALITE  Chemistry 36 4778 38742 133 (29) 1076 (313) 7(1) 29 (6)
Ethics 28 20195 159379 721 (492) 5692 (4962) 7(1) 48 (8)
Physics 76 10840 96337 143 (42) 1268 (517) 7(2) 27 (5)

There is a strong bias for students to simply choose “I stick to my own rationale”, and

so this reduces our data by approximately 50%,

e many question items have been completed by several hundreds of students. As such,
almost half of all student explanations have actually been shown to another peer; thus
we retain only those student answers that have been presented to at least 5 other

students.

o As a platform for formative assessment, not all instructors provide credit for the expla-
nations students write, and there are invariably some students who do not put much
effort into writing good explanations. We include only those student answers that have

at least 10 words.

o after the previous two steps, we only include data from those questions that have at

least 100 remaining student answers.

o we remove any duplicate pairs before the rank aggregation step that have the same
“winning” label, as explanations that appear earlier on in the lifetime of a new question

are bound to be shown more often to future students.
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7.4.2 Argument Mining Datasets

Much of our methodology is inspired by work on modelling argument quality along the
dimension of convincingness, as described in section 7.3.3. In order to contextualize the
performance of these methods in our educational setting, we apply the same methods to
publicly available datasets from the AM research community as well, and present the results.
These datasets are described in table 7.1, alongside the TMPI data at the heart of our study.
Each of these datasets were released not just with the labelled argument pairs, but holistic
rank scores for each argument, that were each derived in different ways. We will be comparing

our proposed measures of convincingness to these rank scores in section 7.5.4.

The UKP dataset [63] is one of the first set of labelled argument pairs to be released publicly.
Crowd-workers were presented with pairs of arguments on the same stance of a debate prompt,
and were asked to choose which was more convincing. In addition, each argument is assigned
a real-valued quality score, derived from the modified PageRank score described earlier. The
authors of the IBM__ArgQ dataset [65] offer a dataset that is similarly labelled, but much
more tightly curated, with strict controls on argument word count and relative difference in
lengths in each pair. This was partly in response to the observation that across datasets,
crowd labels could often be predicted simply by choosing the longer text from the pair. The
authors also release in their dataset a real valued conwvincingness score for each argument,
which is the average of multiple binary relevance judgments provided by crowd-labellers. The
labelled argument pairs in the IBM__Evi dataset [66] are actually generated by scraping
Wikipedia, and the crowd workers were asked to choose the argument from the pair that

provided the more compelling evidence in support of the given debate stance.

We see in table 7.1 that the different disciplines in our TMPI dataset are comparable to the

reference AM datasets (just proportionately larger).

7.5 Methodology

We borrow our methodological approach from research in argument mining, specifically re-
lated to modelling quality along the dimension of convincingness. A common approach is
to curate pairs of arguments made in defence of the same stance on the same topic. These
pairs are then presented to crowd-workers, whose task it is to label which of the two is more
convincing. The pairwise comparisons can then be combined using rank-aggregation methods
so as to produce an overall ordered list of arguments. We extend this work to the domain of

TMPI, and define prediction tasks that not only aim to validate this methodology, but help
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answer our specific research questions.?

7.5.1 Rank Aggregation

The raw data emerging from a TMPI platform is tabular, in the form of student-item obser-
vations. We refer to this raw format as Multiple Choice Ezplanation (MCE). As shown in
figure 7.4(a), the data fields in our MCE format include: the student’s first answer choice,
their accompanying explanation, the peer explanations shown on the review step (as in fig-
ure 7.1b), the student’s second answer choice, and finally, the peer explanation they chose as
most convincing (None if they choose to “stick to their own”). Timestamps for these events

are associated as well.

As a first step towards addressing our RQ1, we filter the data in MCE format (described in

section 7.4.1), and then construct explanation pairs, as in figure 7.4(b).

Assuming there are N explanations, labelled by K students, and S labelled pairs, we apply
the following rank aggregation techniques in order to derive a real valued convincingness

rank score for each student explanation, as depicted in figure 7.4(c).

1. WinRate_ MCE, defined as the ratio of times an explanation is chosen, to the num-
ber of times it was shown, as calculated from the data in raw MCE format. Since
this method is applied before our proposed pairwise transform, it does not take into
account which peer explanations were shown to each student, neglecting the effect of

comparative judgment.

2. WinRate: as described in [89], this measure of argument quality is defined as the
number of times it is chosen as more convincing in a pairwise comparison, normalized
for the number pairs in which it appears. In the context of TMPI, when we calculate the
WinRate of a student explanation after the data transformation depicted in figure 7.4a
and figure 7.4b, we take a step towards including the effect of comparative judgment,
as pairs are specifically constructed for each observation from the explanation that was

chosen, and the ones that were shown.

3. BT score, which is the argument “quality” parameter estimated for each explanation,
according to the Bradley-Terry model, where the probability of argument a being chosen

over argument b is given by

1
P(a>0b) = Ep—n

2All code for this project available on Github


https://github.com/sameerbhatnagar/convincingness

A ball is rolled up a ramp, inclined at angle 6. When the ball reaches its
highest point, what is its acceleration?
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A) 9.8 m/s? B) 9.8*sin® m/s? C) 0 m/s? D) Impossible to know, as
it depends on initial
velocity
Answer id = student 18t answer Explanation 2nd answer Shown Explanations Chosen
choice choice Explanation
a29 SZ9
A S3 B e ., B Subset of other e,
(right) | =  wBecavse (right) explanations for | = “The baf/
the gravity force clowe as it rolle
I ,fy({' B =[e4,e7,e25] ,7‘
ic decreased by up the ramp due
the fact ic at to the constant
angle” Subset of downward pulf
explanations for
of gravity, just
A =le,e, e ,e,,] | like in freefall.
However the ...”
a S

Figure 7.4 Example of student-item observations from a TMPI environment, and the pairwise
transformation of data from Multiple Choice Fxplanation format, to explanation pairs, to be
followed by rank aggregation to produce a sorted list. This figure follows from figure 7.1.
(a) Student s3y chose the correct D as the answer on their first attempt, and provided the
explanation esq in the dataset for this question. The student is shown a subset of explanations
from previous students for D, as well as for A (the most popular incorrect answer). The
student decides to keep the same answer choice D, and indicates that the explanation ess is
the most convincing. This is referred to as a Right— Right transition. (b) This observation
is transformed into 8 explanation pairs. The first pair is for the choice of es; over what
the student wrote themselves, and the other seven are for the choice of eg5 over the other
shown explanations. The pairs are labelled as such that ess is the more convincing of the
pair. (c) This pairwise preference data is aggregated into a global, ranked list of student
explanations for this question, where each explanation is assigned a real-valued rank score
(using the methods described in section 7.5.1).
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where ; is the latent strength parameter of argument .

We decompose each student-item observation into argument pairs, where the chosen
explanation is paired with each of the other shown ones, and the pair is labelled with
y = —/ + 1, depending on whether the chosen explanation is first/second in the pair.
The latent strength parameters are estimated by maximizing the log-likelihood given

by: .
(B=2 2 185,

K (l,])ESK

subject to >, 3; = 0.3

4. The Elo rating system [92], which was originally proposed for ranking chess players,
has been successfully used in adaptive learning environments (see [90] for a review).
This rating method can be seen as a heuristic re-parametrization of the BT method

above, where the probability of argument a being chosen over argument b is given by

1

Pla>0) = Fu = 1+ 10Be—Ba)/0

where 0 is a scaling constant. All arguments are initialized with an initial strength
of By, and the rating of any argument is only updated after it appears in a pairwise
comparison with another. The rating update rule transfers latent “strength” rating

points from the loser, to the winner, in proportion to the difference in strength:

6; ::Ba—i_K(Pab_ﬂa)

While the BT model can be thought of a consensus approach (all rank scores are re-
calculated after each pair is seen), Elo ratings are dynamic and implicitly give more

weight to recent data [93].

5. Crowd-BT [88] is an extension of the BT model, tailored to settings where different
annotators may have assigned opposite labels to the same pairs, and the reliability of
each annotator may vary significantly. A reliability parameter 7 is estimated for each
student, where the probability that student k& chooses argument a as more convincing

than b is given by

me = P(a >y bla > b)

3implementation using python library choix


http://choix.lum.li/en/latest/
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where n;, /~ 1 if the student k agrees with most other students, and 7, =~ 0 if the student
is in opposition to their peers. This changes the model of argument a being chosen
over b by student k to

eﬂa eﬂb

P(a >k b) - nkeﬁa _|_ elﬁb + (1 a nk) eﬁa + eﬁb

and the log-likelihood maximized for estimation to

eﬁb

€ﬁa
By =2 > log|mg——g + 1 —m) 57

K (27])€SK

This method is currently used in the comparative evaluation platform JuxtaPeer [17].4

How we evaluate the fit of these rank aggregation methods to our data is described in section
7.5.4.

7.5.2 Linguistic Features

We build on the results from the previous section to now predict these aggregate scores for
each explanation, using different representations of the text in those explanations. We cast
RQ2 as a regression task, predicting the argument convincingness scores via a feature-rich

document vector.

The list of features included here is derived from related work in argument mining [23,63],

on student essays, and automatic short answer scoring [94].

o Lexical & statistical features: uni-grams, type-token ratio, number of keywords (de-
fined by open-source discipline specific text-book). These features may capture lexical
diversity, and certain discipline specific keywords that are predictive of convincingness;
A statistical feature we propose to include is the number of equations (captured by a
regular expression) used by a student in their explanation, as they appear very often in
the data from data in this TMPI platform. In STEM disciplines, many students choose

to reference their knowledge around a body of formulae to justify their reasoning.

» Syntactic features: We surmise that such features are question and discipline agnostic,
and that there are patterns used by students which are simpler to understand for their

peers. These include part-of-speech (POS) tags (e.g. noun, preposition, verb, etc.), but

4Tmplementation from Gavel platform.


https://github.com/anishathalye/gavel/blob/master/gavel/crowd_bt.py
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POS bi-grams and tri-grams as well. We replace each word in the student explanation
with its universal POS tag, and derive features from the normalized counts of each of
these tags for each student explanation. . We also include counts of certain more
detailed Modal verbs (e.g. must, should, can, might), average height of syntactic parse

tree for each sentence;

o Semantic features: we build from work in automatic short answer grading, which often
employ vector space models: where student answers are represented as embeddings,
and their quality is evaluated based on vector similarity /distance with the embeddings
of expert, correct text. We make our choice of different embedding spaces based on

increasing levels of specificity:

— Generally available pre-trained GloVe vectors [69] have been used for short-answer
grading [95,96]. Using the 300-dimensional vectors, we calculate similarity metrics
to i) all other explanations (following results from [44]), ii) the question item text,
and, when available, iii) a teacher provided “expert” explanation (feature is NA

otherwise).

— We derive our own discipline specific embedding vectors, trained on corresponding
open-source textbooks®. We experiment with a word-based vector space model,
Latent Semantic Indexing (LSI) [97], due to its prevalence in text analytics in
educational data mining literature, as well as Doc2Vec [98], which directly models
the compositionality of all the words in a sentence’. We take the text of the ques-
tion prompt, and when available, an “expert explanation” provided by teachers for
each question, and determine the 10 most relevant sub-sections of the textbook.
For each student explanation, we then calculate the minimum, maximum, and

mean cosine similarity to these 10 discipline specific “reference texts”.

These semantic features are meant to leverage the discipline-specific linguistic knowl-

edge contained in reference textbooks.

o Readability features include empirically derived formula which have been shown to pre-
dict how difficult it is to read a text, which have been used extensively in automatic
essay scoring research [99]. The most common indices are the ones we adopt, includ-

ing Fleish-Kincaid reading ease and grade level, Coleman-Liau, automated readability

5POS tagging done using pre-trained models provided with the python package, spacy, which uses the
tag set defined by the Universal Dependencies project

50penStax

"model implementations from Gensim


spacy.io
https://universaldependencies.org/docs/u/pos/
https://openstax.org
https://radimrehurek.com/gensim/index.html
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index, and normalized number of spelling errors &.

Features typical to NLP analyses in the context of writing analytics that are not included
here are sentence-to-sentence cohesion, sentiment, and psycho-linguistic features, as we deem

them not pertinent for shorter responses that deal with STEM disciplines.

In our effort of addressing our RQ2, these high dimensional feature-rich representations are
passed through a uni-variate feature selection step, wherein the top 768 most discriminating
features are retained, and used as input for the classical regression models described earlier.
We chose this size of vector representation to match the size of the contextual embeddings
in the neural BERT models, described in section 7.5.3, and compare their performance in a
fair manner. These neural models do not provide the same transparency for interpretation
upon inspection, but leverage pre-training on massive corpora to bring a broad linguistic

understanding to our regression task.

7.5.3 Regression Models

The machine learning models we explore for the regression task are inspired from writing
analytics literature, as well as the design objective, of maximizing interpretability: the ability
to inspect models to explain predictions of which students answers are most convincing
is paramount in providing pedagogical support to students an teachers. The models we
include in this study are Linear regression, Decision Tree regression, and Random Forest

regressors.

As has been described in related work [63], argument Length is a difficult baseline to beat
when modelling convincingness in pairwise preference data. The greater the amount of
words, the greater the opportunity to construct a convincing argument, and as such, we set

explanation Length (the number of white-space separated tokens) as our regression baseline.

So as to provide context with the current state of the art in the prediction of argument
convincingness scores, we also fine-tune a pre-trained bi-directional neural transformer model,
BERT, with argument mining reference data sets, as well as the TMPI data from our three
disciplines. In line with the best performing model in [91], we go beyond this, and train
a different model where the input is augmented with the question prompt. The text of
the question, along with any text from an accompanying image caption, is combined with
the student explanation, separated the model-specific [SEP] token, and input as a pair of

sequences during fine-tuning and inference (henceforth be referred to as BERT_Q)).

8Python package PySpellChecker, which uses Levenshtein distance to determine if any given word is too
far from known vocabulary


https://pypi.org/project/pyspellchecker/
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Finally, in the Physics and Chemistry datasets from our TMPI platform, many of the
questions are accompanied by an expert explanation, written by the teacher-author of the
question (the purpose of which is to provide some feedback to the student to read after they
have submitted their second answer choice in the review step). We fine tune a variation
of BERT_Q, and combine expert-written text, separated by the SEP token, with the student
explanation, and serve as input to the transformer (instead of the topic prompt). We refer
to this approach as BERT_A. The theoretical grounding for the use of these models in the
study of convincingness stems from the different tasks for which the base BERT model was
originally pre-trained for in [70]. Firstly, predicting masked words seems to have conferred the
BERT model with syntactic and semantic knowledge of language. Second, the next-sentence
prediction task seems to be one of the reasons for successful transfer learning demonstrated

on Glue benchmark tasks, such question-answering, and sentence classification.

In each of BERT, BERT_Q and BERT_A, the contextual embedding of the model-specific [CLS]
token in the last layer of the fine-tuned transformer, is fed as input into a fully dense regression

layer, so as to output a predicted convincingness score.

7.5.4 Evaluation of methodology

In order to evaluate the choice of rank aggregation method, and address our research question

RQ1, we perform several validation tests.

Validity

We begin by measuring the correlation between the scores output from the rank aggregation
methods described in section 7.5.1, and the “reference” scores provided with the AM datasets
(outlined in section 7.4.2). For each topic in the different AM datasets, we calculate the
Pearson correlation between the “reference” scores of each argument, and WinRate, BT, Elo
scores aggregated from the pairwise preference data. (We cannot include CrowdBT here, as
the AM datasets do not include information on which crowd workers labelled which argument
pairs, which is a requirement for estimating the annotator-specific 7). The distribution of
Pearson correlation coefficients across the different topics for each dataset are shown in the

box plots in figure 7.5.
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Figure 7.5 Distribution of Pearson correlation coefficients measured between “reference” rank
scores, and the rank aggregation methods (WinRate, BT, Elo) used in our proposed method-
ology, across the different topics of the reference argument mining datasets.

While the variance across topics of the correlation coefficients between the “out-of-the-box”
reference scores, and our rank-aggregation scores can be quite large, the median lies between
0.5 and 0.7 for the UKP and IBM__ArgQ datasets. The variance is significantly higher
for IBM__Evi, likely because the reference scores for this set are dependant on a specific
Bi-LSTM architecture. The relative alignment between our choice of rank aggregation tech-
niques ( WinRate, Bradley-Terry, and Elo), and the modified PageRank score provided with
UKP, indicates that all capture approximately the same information about overall convinc-
ingness. Also of note is the relatively high correlation between the IBM__ ArgQ reference
rank score, and the aggregation methods we include in our study. The IBM__ArgQ reference
convincingness score was actively collected by the authors of dataset: first, they presented
crowd workers with individual arguments, and prompted them to give a binary score of 1/0,
based on whether “they found the passage suitable for use in a debate”. The real-valued
score for each argument is simply the average of the score over all labellers. The correlation
between WinRate, Bradley-Terry, and FElo, and this actively collected reference score, would

indicate that these methods capture a “true” ranked list.

Reliability

In order to evaluate a measure of reliability of the aggregated convincingness scores, we

employ a validation scheme similar to one proposed by [100]. Students are randomly split
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into two batches, and their answers are used to derive two independent sets of convincingness

scores, as shown in figure 7.6.

Pairs from answers of

students in batch 1 Rank scores 6,
e. |le e, score
win lose Rank
Aggregation e. 113
€, €, ’
e, 35
ewin elose ei d SCore
€ | ©s [Rank e, 1.2
Aggregation
e, | 3.9

Pairs from answers of
students in batch 2
Rank scores o,

Figure 7.6 Evaluating of reliability of rank scores: for each question, student answers are
divided into two batches, yielding two batches of corresponding pairs, and two lists of aggre-
gated rankings. The yellow arrows in the diagram depict how we evaluate the reliability of
the derived rankings: the rank scores of each batch of students can be used to predict the
pairwise preferences of the other batch.

We apply this evaluation of reliability on the derived rank scores from the pairwise preference
data from dalite (we cannot perform this evaluation on the reference AM datasets, as we do
not who provided each pairwise preference label). We dis-aggregate the results by possible
TMPI transition types in figure 7.7, in order to inspect if there are any systematic differences
between the cases when students are casting a vote for an explanation for a different answer

choice than their own, or whether their initial guess was correct, or not.
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Figure 7.7 Comparing the average pairwise classification accuracy of different rank aggrega-
tion scores in predicting which argument is more convincing from a pair. Rank scores are
calculated with the vote data of half the students, and tested on the pairs generated by the
other half. Data is averaged across all questions, dis-aggregated by different TMPI transition

types.

It should be noted that, as shown in the relative proportions of the Sankey diagram (figure
7.3, the vast majority of the data is represented in the Right—Right transition (the rarest
transition is Right—Wrong). When we consider using the rankings derived from one batch of
students, and use them to predict the pairwise preferences of the other batch, the classification
accuracies are roughly equivalent across the different rank score methods (figure 7.7). All of
the methods outperform a baseline “Length” method, which is where the pairwise preference

is chosen by simply choosing the explanation with the most words.

Generalizability

In practice, after choosing the most valid and reliable rank-aggregation scoring method, the
second step of our proposed methodology is to address research question RQ2, and build
feature-rich supervised regression models to predict the individual argument scores. We
choose our feature sets based on relevant related research, as described in section 7.5.2, and
use Pearson and Spearman correlation coefficients to measure performance, as is standard
practice in the literature on point-wise prediction of argument quality along the dimension

of convincingness.
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In order to estimate the generalizability of these models to new question items, we employ a
“cross-topic” cross-validation scheme, wherein we hold out all of the answers on one question
item as the test set, training models on all of the answers for all other question items in
the same discipline. This approach is meant to capture discipline specific linguistic patterns,

while addressing the “cold-start” problem for new items before vote data can be collected.

Once feature-rich models are trained and tested under this validation scheme, we inspect these
using permutation importance [101], which is a model agnostic version of feature importance,
originally introduced by [102] random forests. Each feature is randomly permuted for a
set number of repetitions (we choose the default n,¢peqrs = 30), and the importance of that
feature is measured by the average decrease in performance of the model on the un-perturbed

dataset?.

7.6 Results & Discussion

7.6.1 Results - Argument Mining Datasets

One of the contributions of this study is to propose a methodology for the analysis of learner-
sourced explanation quality labels inside TMPI learning environments. More broadly speak-
ing, our work can inform the design of any technology-mediated comparative peer evaluation

platform.

We begin by applying this methodology on publicly available AM datasets in table 7.2,
wherein we use the linguistic features described in section 7.5.2 (excluding those linked to
any specific disciplinary textbook). We train our different models to predict the real-valued

convincingness score provided by these datasets.

It should be noted that the real-valued reference scores that are provided with the argu-
ment mining datasets, and are the target variables for the model training in table 7.2, are
each calculated in different ways. For example, in the UKP dataset, the ground truth con-
vincingness score provided for each argument by the authors, is derived by constructing an
argument graph, and calculating a variant of the PageRank score, after removing cycles in-
duced by the pairwise data (e.g. cases where A is more convincing B, B is more convincing
than C, but C is more convincing that A). For IBM__ArgQ, the real-valued score is the
mean of multiple binary “relevance judgments” explicitly collected by the authors from a set
of crowd-labellers. Finally, the real-valued score accompanying arguments in IBM__Evi are
the output of a regression layer that is appended to a two-armed Siamese Bi-LSTM model,

wherein only one arm is provided with the a GloVe embedding of the input argument.

9%implementation from SciKit-Learn


https://scikit-learn.org/stable/modules/permutation_importance.html

79

Table 7.2 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the different “ground truth” reference scores accom-
panying argument mining datasets

(a) Pearson correlation (b) Spearman correlation

reference  UKP IBM_ArgQ IBM_Evi reference  UKP IBM_ArgQ IBM_Evi
Length 0.33 0.14 0.15 Length 0.59 0.14 0.15
Linear 0.23 0.14 0.28 Linear 0.33 0.17 0.35
DTree - 0.17 0.25 DTree - 0.20 0.24

RF 0.34 0.25 0.33 RF 0.46 0.23 0.32
BERT 0.23 0.37 0.5 BERT 0.36 0.34 0.5
BERT Q 0.26 0.39 0.56 BERT Q 0.37 0.37 0.55

So as to be able to more consistently compare the impact of methodological choices across
datasets, in tables 7.3 and 7.4, we train our models to predict a target variable that can be
calculated from any pairwise preference dataset, namely WinRate and BT. To the best of
our knowledge, we are the first to propose, evaluate, and subsequently model a common set
of rank aggregation methods for the calculation of point-wise argument quality scores from

pairwise preference data.

While our best performing feature-rich model (Random Forests) beat the Length baseline,
the fine-tuned neural transformer model BERT and BERT_Q dramatically outperform all other
methods. This pattern holds across the three reference datasets, when all trained for the
same task, under the same cross-topic validation scheme, in line with similar results from the

literature described in section 7.3.

Training our regressors to learn the WinRate and Bradley-Terry scores yields better corre-
lations (tables 7.3 and 7.4) than when we try to predict the reference scores accompanying
the datasets (table 7.2). Beyond the added benefit of being more consistent and independent
of model architecture, the higher correlation values for WinRate and BT may well better

represent the overall aggregate quality of each argument as judged by the crowd.

7.6.2 Results - TMPI discipline specific datasets

We apply this same methodology to our three TMPI discipline-specific datasets in tables 7.7
and 7.8, and observe that BERT_Q is also the best performing model.

The success of the neural approach over feature-rich regressors raises a barrier to our objec-
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Table 7.3 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the convincingness score as given by the WinRate
across pairwise preference data, for different argument mining datasets

(a) Pearson correlation (b) Spearman correlation
WinRate UKP IBM_ArgQ IBM_Evi WinRate UKP IBM_ArgQ IBM_Evi
Length 0.58 0.13 0.13 Length 0.61 0.12 0.11
Linear 0.18 0.23 0.17 Linear 0.22 0.24 0.20
DTree 0.46 0.21 0.21 DTree 0.45 0.21 0.19
RF 0.60 0.28 0.30 RF 0.59 0.28 0.30
BERT 0.71 0.52 0.46 BERT 0.70 0.51 0.44
BERT Q 0.72 0.51 0.48 BERT Q 0.70 0.51 0.46

Table 7.4 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the convincingness score as given by the Bradley-
Terry score across pairwise preference data, for different argument mining datasets

(a) Pearson correlation (b) Spearman correlation
BT UKP IBM_ ArgQ IBM Evi BT UKP IBM_ ArgQQ IBM_ Evi
Length 0.54 0.16 0.11 Length 0.59 0.15 0.11
Linear 0.20 0.18 0.2 Linear 0.30 0.25 0.24
DTree 0.42 0.21 - DTree 0.41 0.22 -
RF 0.58 0.31 0.3 RF 0.57 0.29 0.29
BERT 0.60 0.55 0.5 BERT 0.65 0.55 0.48

BERT Q 0.64 0.55 0.52 BERT Q 0.69 0.54 0.49
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tive of identifying the linguistic properties of what students find convincing in their peers’
explanations. However it should be noted that Length baseline is also very effective for
Physics and Chemistry, and that BERT may be getting much of its information from the
number of empty tokens required when padding the different inputs to equal length. The
feature-rich Random Forest model achieves almost the same performance without access to

the informative feature of explanation length.

Nonetheless, for the Physics and Chemistry disciplines, no models significantly outperform
the Length baseline, which seems to indicate that more work is needed in determining the
features of those longer explanations that they find most convincing. This is true also when
our rank aggregated score jointly estimates the student’s agreement with their peer’s, as in
the CrowdBT score (results in table 7.9).

The gain in performance over the Length baseline is most pronounced for Ethics. This
may be best explained by the inherent similarities between the Ethics TMPI data, and the
argument mining datasets: the topic prompts are subjective and personal, and the available
answer options students must choose from are also limited: typically the options are two

opposing stances of an argument, as can be seen in the sample data in tables 7.5 and 7.6.

Finally, augmenting the input of BERT to incorporate the question prompt, in BERT_Q, yields
virtually no improvement. This pattern also holds true for the argument mining datasets.
This may indicate that unlike the potential correctness of a student explanation, its convinc-
ingness may be independent of the question prompt. The slight decrease in performance of
BERT_A may reflect that explanations written by content experts are fundamentally different

from student explanations, and do not help model convincingness as judged by peers.

It should be noted that under our cross-topic validation scheme, different question-level
folds witness significantly better agreement between model predictions and rank aggregated

CONVINCINGNESS SCOTES.

In both Physics and Chemistry, the question-level folds where our models performed
worst were with question prompts which ask students to choose one true statement from
among a selection (e.g. Which of the following statements about the force of gravity is false?
a) ..., b)...,). We posit that the language students use to formulate their explanations in
such a multiple choice question item, many describing their internal process of elimination
to find the correct answer choice, include patterns our models are not able to learn in the

training data.

Our contributions are centred on our research questions stated at the beginning of this

study. In terms of RQ1, we present a methodology grounded in argument mining research
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Table 7.5 Examples of argument pairs from each reference argument mining datasets. These
examples were selected because they were incorrectly classified by all of our models, and
demonstrate the challenging nature of the task. In each case, the argument labelled as more
convincing is in talics.

(a) A pair of arguments from UKP, for the prompt topic: “school uniforms are a good idea”.

al ‘ a2

I think it is bad to wear school
uniform because it makes you look

I take the view that, school uni-
form is very comfortable. Be-

cause there is the gap between
the rich and poor, school uni-
form is efficient in many ways. If
they wore to plain clothes every
day, they concerned about clothes
by brand and quantity of clothes.
Every teenager is sensible so the
poor students can feel inferior.
Although school uniform is very
expensive , it is cheap better than
plain clothes. Also they feel sense
of kinship and sense of belonging.
In my case, school uniform is con-
venient. I don’t have to worry
about my clothes during my stu-
dent days.

unatrel and you cannot express
yourself enough so band school
uniform OK

(b) A pair of arguments from IBM__ArgQ , for the prompt topic: “We should support information
privacy laws”.

al

‘a2

if a company is not willing to
openly say what they are going to
do with my data, they shouldn’t be
allowed to do 1it.

if you are against information pri-
vacy laws, then you should not
object to having a publicly ac-
cessible microphone in your home
that others can use to listen to
your private conversations.
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Table 7.6 Examples of argument pairs from Physics and Ethics disciplines, taken from our
TMPI environment. These examples were selected because they were incorrectly classified
by all of our models, and demonstrate the challenging nature of the task. In each case, the
argument labelled as more convincing is in dtalics.

(a) Student explanations from dalite, for the question prompt: “Rank the magnitudes of the
electric field at point A, B and C shown in the following figure from greatest magnitude to weakest
magnitude”.

al

At B, the electric field vectors
cancel (E=0). C is further away
than A and is therefore weaker.

‘a2

A is closest, B experiences the
least since it is directly in the
middle, and C the least since it
is most far away.

(b) Student explanations from TMPI in an Ethics MOOC, for the question prompt: “Assuming
that motorcycle drivers are willing to pay their own medical bills, should they be allowed to ride
without a helmet?”.

al ‘ a2

Law should always to make for
the good of their people.If wearing
helmet help,then it should be en-
force. Also,you cannot assure that
every motorcycle in the country
would want to pay.

I believe that motorcycle helmets
should be mandatory for ALL
motorcycle drivers .  Although
they may be willing to pay their
own medical bills , you ca n't pay
anything if you ’re not alive to
do so . Motorcycle wrecks can
kill the driver | leaving the drivers
family with funeral expenses and
the like . The family may not
be able to afford it . Wearing
a helmet increases possibility of
surviving a crash that you may
not otherwise survive . So yes
, motorcycle helmets should be
mandatory even if the rider is
willing to pay their own medical
expenses ..
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Table 7.7 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the convincingness score as given by the WinRate
across pairwise preference data, for different disciplinary datasets from TMPI environment

(a) Pearson correlation (b) Spearman correlation
WinRate  Ethics Physics Chemistry WinRate  Ethics Physics Chemistry
Length 0.16 0.36 0.32 Length 0.24 0.34 0.32
Linear 0.17 0.19 0.14 Linear 0.21 0.25 0.19
DTree 0.22 0.27 0.25 DTree 0.23 0.27 0.27
RF 0.26 0.35 0.31 RF 0.26 0.33 0.31
BERT 0.29 0.38 0.34 BERT 0.29 0.35 0.32
BERT @Q 0.29 0.39 0.34 BERT Q 0.29 0.36 0.33
BERT A - 0.37 0.31 BERT A - 0.36 0.30

Table 7.8 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the convincingness score as given by the Bradley-
Terry score across pairwise preference data, for different disciplinary datasets from TMPI
environment

(a) Pearson correlation (b) Spearman correlation
BT Ethics Physics Chemistry BT Ethics Physics Chemistry
Length 0.17 0.37 0.36 Length 0.26 0.34 0.33
Linear 0.21 0.27 0.21 Linear 0.26 0.30 0.24
DTree 0.21 0.31 0.26 DTree 0.22 0.29 0.25
RF 0.25 0.35 0.35 RF 0.26 0.33 0.32
BERT 0.32 0.40 0.37 BERT 0.31 0.36 0.33
BERT Q 0.31 0.40 0.37 BERT Q 0.31 0.37 0.33

BERT A - 0.38 0.36 BERT A - 0.35 0.32
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Table 7.9 Average correlation (under cross-topic validation scheme) between convincingness
score predicted by different models, and the convincingness score as given by the Crowd-
BT scores across pairwise preference data, for different disciplinary datasets from TMPI

environment

(a) Pearson correlation

crowdBT  Ethics Physics Chemistry
Length 0.17 0.38 0.36
Linear 0.19 0.25 0.20
DTree 0.24 0.30 0.27
RF 0.28 0.37 0.35
BERT 0.32 0.41 0.36
BERT @ 0.32 0.41 0.37
BERT A - 0.39 0.35

(b) Spearman correlation

crowdBT  Ethics Physics Chemistry
Length 0.25 0.34 0.33
Linear 0.23 0.29 0.23
DTree 0.23 0.28 0.27
RF 0.27 0.33 0.32
BERT 0.31 0.36 0.32
BERT @ 0.3 0.36 0.33
BERT A - 0.35 0.32

Table 7.10 Average correlation (under cross-topic validation scheme) between convincing-
ness score predicted by different models, and the convincingness score as given by the MCFE
WinRate across pairwise preference data, for different disciplinary datasets from TMPI en-

vironment

(a) Pearson correlation

(b) Spearman correlation

WinRate_ MCE Ethics Physics Chemistry ~ WinRate MCE FEthics Physics Chemistry
Length 0.13 0.22 0.22  Length 0.26 0.24 0.25
Linear 0.07 0.09 0.09  Linear 0.19 0.18 0.14
DTree 0.14 0.18 0.12  DTree 0.2 0.19 0.14
RF 0.18 0.19 0.13 RF 0.24 0.22 0.18
BERT 0.21 0.23 0.20 BERT 0.27 0.25 0.24
BERT Q 0.2 0.23 0.20 BERT_Q 0.27 0.25 0.24
BERT A - 0.20 0.18 BERT_A - 0.23 0.21
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and empirically demonstrate its validity in the context of TMPI. We present the result of
different approaches to rank aggregation from pairwise preference data so as to calculate a
convincingness score for each student explanation. The pairwise transformation of TMPI
data, into a format similar to research from argument research (as described in figure 7.4)
allows for a comparison to related work. The modelling results when we train out models
to predict the raw WinRate are significantly worse (table 7.10) than any of the other rank
aggregation methods. This confirms the findings of [89], who first proposed that the heuristic,
pairwise winrate as a more reliable regression target. (While the Elo rank aggregation score is
much faster than BT, our modelling results were by far worse than the alternatives described
in the tables here.) With such simple methods as WinRate and the Bradley-Terry scores
to measure and rank student explanations in a TMPI environment, instructors reports can
focus attention of the points where students may have gaps in their knowledge, based on

their reading/evaluating of their peers’ explanations.

7.6.3 Model inspection for important linguistic features

In an effort to provide insight into our RQ2, we look at out best performing folds of our
regression task, and note the features with the highest permutation importance (from highest

to lowest):

« Type Token Ratio

« Dale-Chall Readability score

e Number Equations

 Vector Similarity to others (GloVe)

o Vector Similiarity to related portion of textbook using LSI
o Number of spelling errors

o Fleich Kincaid reading ease score

o Mathematical expressions used as a noun subject for a verb e.g. F' = ma tells us that

Another approach we explore to determine which linguistic features are most associated
with explanations that are deemed convincing by students, is taking our best performing

neural transformer model, BERT_Q, and finding the features most correlated with its predicted
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rankings. We find that the same features which are list above, are also those most highly

correlated with the predicted convincingness score.

It is these types of features that can provide pedagogical insight to instructors when parsing
through data generated inside TMPI based activities. These features are predictive of what
the students find most convincing in their peer’s explanations, and hence offer a much needed
lens into how students operate when at the upper levels of Bloom’s taxonomy, evaluating

each others’ words in a comparative setting.

7.7 Limitations & Future Work

Two of the most important differences between TMPI data, and datasets from argument

mining research in convincingness, are centred on what we refer to as the “student as labeller”.

First, in a traditional crowdsourcing setting, the people who choose the most convincing
explanations, are not also the ones who wrote them. In TMPI, the student will not only
be comparing their peers’ explanations with each other, but against the explanation they
just submitted as well. The effect of this can be seen in the 1 in 2 chance that students
decide to “stick to their own” explanation in myDALITE.org. Future work needs to address
this, and should leverage the “non-votes” of these students, as they might provide valuable

information.

Second, typical crowdsourcing tasks include “qualifying” questions which are meant to ensure
that the workers are qualified and taking the task seriously. While the CrowdBT rank
aggregation method jointly estimates the student’s “seriousness” at the labelling task, the
almost null improvement of regression results in table 7.9 seem to indicate that this may
not be the best approach: the measure of how much a student “agrees” with the rest of the
crowd may not be a useful piece of information in estimating the overall convincingness of the
explanations they vote on. Some of the next steps in our research will be to include student-
level and question-level features into our analysis (e.g. student strength, question difficulty).
However the challenge therein lies in ceding the advantage conferred by our methodological
choice of relying on the linguistic properties of the text alone: the “cold-start” problem is
prohibitive for inference when we do not have any skill estimates for students new to the

system, or difficulty estimates for new questions items.

Other directions for future work include improving the performance of feature-rich models by
incorporating “argument structure” features, which require the identification of claims and
premises as a feature engineering step. The combination of such argument-features with a

neural model has been shown to be effective in the grading of persuasive essays [24].
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Another important step to take is to confirm whether showing students convincing expla-
nations can improve learning, or drive engagement. A previous study has shown that how
instructors integrate TMPI with their in-class instruction has an impact on learning gains
across the semester [45]. It remains to be shown that providing feedback to students and their
instructors, on the relative convincingness of different student explanations has a beneficial

impact on learning.

Finally, our work can inform pedagogical practice, in how teachers design conceptual ques-
tions meant to promote the elaboration of rich self-explanations, which in turn can lead to
deep reflection among peers in TMPI. Recent research on identifying the types of question-
items best suited for in-class PI, encourages the use of non-numerical prompts in order to
foster rich discussion [103]. One metric the authors propose for evaluating the quality of a
question, is how broad a distribution of votes there are for the different answer options. More
work is needed in order to extend this notion to TMPI, where a formal measure of question

quality can help instructors pose more thought provoking tasks for their students.
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CHAPTER 8 GENERAL DISCUSSION

We now string together all of the research work from the previous four chapters, and discuss

the implications of any overlapping results.

8.1 Supporting Self-Explanation

The design and growing popularity of TMPI is due, in part, to the general consensus that
prompting students to explain their reasoning is beneficial to their learning [13]. However
the problem of automatically evaluating student explanations remains a an ambiguous task:

who should be the judge of quality, the instructor or fellow learners?

One of the earliest proposed methods for automatically evaluating the quality of student
self-explanations was based on a combination of Latent Semantic Analysis, and heuristically
derived content word lists [104]. A different approach involves clustering as a means to amplify
the efforts of instructors as they work to provide feedback for short answer grading [105],
and thus could be extended to evaluating explanations as well. However the models in these
works are trained to predict a score assigned by an expert, and do not speak to the perceived
quality from the perspective of peer learners. What remains to be shown is how such models,

trained to predict expert evaluations, compare with the aggregated peer votes for TMPI

explanations.
5, = TimesChosen
' TimesShown
B, — PairsWon
' PairsPlayed

Also, in order to provide pedagogical support to teachers, there is a need for models to be
interpretable: what are the features of student expanations that give it its quality (whether
defined by an expert or a novice)? Previous research on evaluating student self-explanations
in multimedia learning characterizes “high quality” as having more evidence of greater in-
ference, and that the student is not simply repeating the words in prompt. [106]. This is in
contrast to some of the predictive features we find in section 7.6.3, and hence lays groundwork
for important future research: do novices and experts agree on what makes a high-quality
explanation? It is our hope that the contribution from chapter 5, in providing a dataset to

be shared across the Learning Analytics, Educational Data Mining, and Argument Mining
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research communities, will foster broader investigation in this area.

Most conceptual questions in STEM have multiple viable explanations that justify the cor-
rect response. The review step in TMPI presents students with the task of evaluating several
explanations submitted by peers, and choose the most convincing. This comparative evalu-
ation is an example of a higher order thinking task from Bloom’s taxonomy of the cognitive

domain [107], and in line with modern trends in educational policy.

For example, the Quebec Education Plan for secondary school includes nine cross-curricular

competencies, one of which is “exercising critical judgment”.

“Students will learn to go beyond prejudices and intuitive assumptions, and to

replace unconsidered opinion with judgment.”

-Quebec Education Plan [108]

This is also true in the United States, where the Common Core State Standards emphasize

multiple approaches to problem solving, often with varying complexity [34].

TMPI is just one example of learning activity for which there is a growing need if we are
to meet these educational goals. However, if teachers are to support students in such higher
order thinking tasks, then the technology they use must keep pace with such advances.
Conventional reporting techniques may no longer be adequate in providing insight to teachers,
and feedback to students. For example, a simpler homework system might present students
with multiple choice questions, and evaluate performance only on whether the chosen option
is correct our not. Basic reporting can only measure the proportion of students who answered
correctly. With the addition of a review step in TMPI, this must be augmented to include
the four possible answer transitions (Right — Right, Right — Wrong, Wrong — Right, or
Wrong — Wrong) in order to get the complete picture.

The enormous variety of explanations that students can generate requires a similar re-model
of conventional teacher reporting tools (e.g. incorrect explanations for the correct answer
choice, compelling justifications for the incorrect answer choice, the use of equations and/or

analogies). The challenge lies in combining work from the three fields informing our work:

« automatic essay grading, which leverages linguistic features for the modelling of quality

in longer (multi-paragraph) essays
o automatic short answer grading, which relies more on content knowledge based features

o argument mining for logical, rhetorical and dialectic quality, accounting for the peer

votes
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Self-explanations in STEM conceptual questions in TMPI fall at the intersection of these
three branches of research, and we hope that this project can fuel future work in this exciting

area.

For non-STEM, ethical concepts, where the objective is not to find the correct answer, but
foster reflection and debate amongts students (as in the Ethics dataset of article 7). Sig-
nificant advances have been made in the domain of Reflective Writing Analytics which may
provide insight to such data. A robust theoretical framework has been proposed, which maps
out, along two dimensions, how to evaluate reflective writing passages written by students,
with the objective of providing actionable feedback [109,110].

8.2 Models of Learnersourcing

An obvious concern inside any learnersourcing system is whether content-novices, can gen-
erate high quality learning resources for their peers. A mechanism is needed for the ongoing
evaluation of these resources, which does not add an additional burden on the instructor.
The different systems described in section 2.3 each include a “ratings” workflow for students,
such that learners are prompted to provide an ordinal score as to how helpful they deem
each peer-generated item that they attempt/interact with. Very recent work by Abdi et. al.
has shown that student ratings on learnersourced question items, do in fact correlate with
expert ratings [111]. However they also note that “weaker” students tend to provide scores
that are less aligned with everyone else, and while all students seem to be able agree on
“high-quality” resources, even strong students have trouble identifying those peer-generated
items deemed “low-quality” by domain experts. This is a result confirmed in follow-up work
by the same team [112] (student strength defined by external measures, such as final exam
score, or GPA).

The authors also propose a novel matrix factorization technique that addresses other issues
that arise when students are tasked with not only generating learning items, but curating

them as well:

o sparse rating matrices: most students will not have seen most items;

« varying levels of content mastery among students-as-raters.

We consider these results in context with one of our key findings from chapter 4, in how
“strong” students can produce very convincing explanations, even when they are justifying

an incorrect answer [45]. We propose that these findings, with the recent work proposed by
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Abdi et. al., indicate the need for a general framework for treating peer-review data that

addresses the unique issues to this new paradigm.

Another issue with learnersourcing described in recent work is the difficulty in incentivizing
not just high quality student contributions, but ratings which are carefully considered as
well [112]. This may well be an echo of some of the results in our chapters 5 and 7: students

have a natural tendency to simply choose the longest of their peer’s work, as best.

In addition, the effect of recency, must be addressed: when content that enters the system
early, is seen more often and accumulates more votes, it initiates a snowball effect. Sampling
techniques from reinforcement learning are needed to get learnersourcing systems to “explore”
newer content so it to can be fairly evaluated, while “exploiting” the items for which there

is already a reliable estimate of quality.

All of the above projects ask students to provide a rating score, often times based on a
rubric. However the difficulty lies in the ability of novices to generate useful feedback before
they have gained expertise with the content. In this respect, TMPI aligns more closely
with the growing number of peer-review platforms which address this issue with pairwise
comparative judgments. Notable examples include ComPair [16] and JuxtaPeer [17], both
of which present students with a pair of their peers’ submissions, and evaluate them with

respect to one another.

More concretely: a student’s evaluation of their peer’s work will always be:

e in the context of their own current, incomplete mastery of the content;

« relative to the subset of peer-submissions they have been assigned/shown (as opposed

to an instructor who theoretically would have access to all their student submissions)

TMPI falls in this category as well, as students apply a comparative judgment of their
chosen explanation, relative only to the subset that was shown to them on their review page.
However, one of the challenges that arises in these contexts is how to construct the subset of

peer-items in the database which will be presented to the current student.

The value of our proposed framework in chapters 6 and 7 extends beyond the design of
TMPI, to all of the research and systems mentioned above. Our proposed framework may
also inform research from the argument mining community, where recent work on automatic
assessment of argument quality has accelerated with the release of new datasets. Our research
questions generalize to these broader settings: whenever a learner engages in comparative peer
assessment, the supporting technology must design some principled approach to constructing

the subsets of peer-submissions that will be shown (e.g. random sampling, based on a learner
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model, showing the popular items more often, etc). Extracting content level features on
high-quality and low-quality content can help mitigate some of the issues raised, as well
as inform pedagogy. In a broader context, we aim to contribute to the growing body of
research surrounding technology-mediated peer-review, specifically where learners do not

provide holistic scores, but generate their evaluative judgments in a comparative setting.
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CHAPTER 9 CONCLUSION AND RECOMMENDATIONS

The body of this thesis-by-articles is made up of three conference papers, and one submitted
journal article. However there is one pedagogical, very pragmatic, central question upon
which these four works are built: : “how can we move past simple multiple choice questions,
and engage students with higher order cognitive tasks, without dramatically increasing the

burden of providing feedback on the teacher?”

This broad, ambitious objective has driven the development of many novel technological ap-
plications in education. The specific technology we use to explore this question is TMPI,
which we cast as an instance of learnersourcing, an emerging approach to scaling the gener-

ation and curation of learning resources.

In this concluding chapter, we summarize these works, their limitations, and offer recommen-

dations on future avenues for research and development.

9.1 Summary of Works

Our first paper [45] grows out of previous analyses ( [18,37]), and is, to our knowledge, the
first study of how student voting behaviour in a learnersourcing environment correlates with
external measures of student strength. We show, among other things, how students of all
academic strengths are able to write high-quality explanations; also we find that the strongest
students are able to produce very convincing explanations, even when they are justifying an
incorrect answer choice. In a follow up study, we also demonstrate that explanations from
TMPI can be used as early-predictors of students being at-risk of not acquiring the conceptual

competencies of a course. [39]

Our second contribution is the development and curation of a sizable data-set from TMPI [51].
The data includes learner-generated explanations to answers for multiple choice questions,
as well as the context within which they were chosen (or not) as most convincing by other
peer-learners. We highlight some of the important challenges that exist in evaluating the

quality of learner-sourcing explanations, and propose potential avenues for future research.

Third, we extend methodology from the argument mining (AM) research community, where
the construct of argument convincingness is well-established, to data from TMPI [61]. We
compare experimental results with those from publicly available data-sets from AM, and

describe the impact of methodological choices on the interpretation of results.

Finally, in our fourth, most comprehensive study, we examine different rank aggregation
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methods which produce ranked lists of student explanations. We then train supervised,
feature-rich regression models to learn these aggregate convincingness scores, which ulti-
mately brings us back to our central pedagogical question mentioned above. By inspecting
the most important linguistic features that help regression models identify the most (and
least) convincing explanations, TMPI systems can automatically provide feedback to stu-
dents on their writing. Moreover, instructors can leverage the voting behaviour of students
and gain unique perspective on the conceptual roadblocks their students are up against.
This work has broad applicability to any learning environment where students are engaged

in comparative peer-evaluation.

9.2 Limitations

The most important limitation of our research lies in the absence of certain contextual vari-
ables, which may confound experimental results. We refer to this effect as the “Teacher
effect”. In our first contribution, we highlighted how the students from one of our experimen-
tal groups produced the least convincing explanations, and we hypothesize that this was due
to how the TMPI tool was incorporated into the day-to-day teaching practice of the instruc-
tor. Many students likely lack intrinsic motivation to generate good explanations, and thus
their engagement with the TMPI process is a function of the importance their teacher places
on that process. One of our participating teachers simply assigned the TMPI as homework,
but never mentioned the results in class. Another instructor in that same study made a habit
of at least quickly reading through all of their students’ explanations before class, and even
highlighted during the lecture those which were convincing enough to make peers switch from

the right answer to a wrong one.

In a learning environment where many instructors share the same questions, the variability
in teacher engagement may have a large impact on the quality of associated student expla-
nations, and the depth of reflection with which students read peer-submitted work. Some
teachers assign credit to TMPI exercises, while others leave the assigned work as optional
extra practice. We do not account for this, as the information was not readily available, and

we concede that this is an important limitation that may confound some of our results.

9.3 Future Research

The area of research where we expect to most readily make future advances, is in improving
the performance of our feature-rich models that predict aggregate convincingness scores from

chapter 7. The next stage of our work will begin by including new feature types which have
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shown success in recent related work, including features related to argumentative units, and
their structure relative to one another (e.g. which claims are associated with which premises).
We also intend to explore more domain specific features, leveraging more deeply methods from

research in automatic short-answer grading.

However we believe that the most important direction for future research lies in exploring
the possible links between TMPI and learning. It remains to be shown if engaging in the
comparative review process can lead to increased conceptual understanding. This is only pos-
sible with more fine-grained observational studies and intra-semester assessments of learning
gain that are captured from outside the TMPI platform (e.g. midterm grades). A longitu-
dinal study is also wanting, so as to track whether engaging with TMPI over the course of
a semester gradually improves a student’s ability to communicate their reasoning, and more

justly evaluate their peers.

Another potentially important avenue for research is in documenting the explo-
ration/exploitation trade-off when selecting which of the past explanations to the display

to the current student. This includes, but may not be limited to:

o the importance of diversity in the set of shown explanations; the myDALITE.org plat-
form recently changed the interface of the “review” step: instead of showing four ex-
planations for two answer options, now, two explanations are selected for three answer
options. This increases the variety in the explanations students are shown, while reduc-
ing the amount of text they are presented with to start. For students unhappy with the
six shown explanations, they can request to “show more”, which provides motivated
students the opportunity to delve deeper. This change has already netted results: be-
fore, as described in chapter 5 there was a 50% chance of students choosing to “stick
to their own”: since this change, that number has gone down to 10%, which may mean
that more students are taking the time to consider their peers’ explanations more care-
fully. However, there exists a research gap, for TMPI, as well as for other comparative
evaluation settings: what kind of document representation and “distance” metric are
best suited to provide enough contrast in the peer work students must evaluate? How

do we optimize this distance to promote learning and reflection?

« the interplay between models of student skill may also prove useful in constructing the
set of explanations that are shown; i.e. should the selection of peer-submissions to be
shown, take into account estimates of the current student’s cognitive state? How can
student explanations, and the peer-votes earned, contribute to our student models?
Which question items are more discriminating for higher order thinking tasks, such as

synthesis and evaluation?
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We look forward to continuing to build the research program around this novel learning
platform, and contributing to a general model of how peer-review can be leveraged not just
for scaling-up how much teachers can incorporate more complex formative assessment items,

but also to improve learning outcomes for students.
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