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RÉSUMÉ

La solution de l'équation des ondes a suscité un grand intérêt chez les physiciens et les in-

génieurs en raison de sa grande applicabilité. La méthode des éléments spectraux, une méth-

ode bien établie, est largement utilisée pour la solution de l'équation des ondes en raison de

sa capacité à combiner la haute précision des méthodes spectrales et la �exibilité géométrique

de la méthode des éléments �nis. Récemment, des percées importantes dans l'apprentissage

profond appliqué à la résolution des équations aux dérivées partielles ouvrent des portes à

de nouvelles possibilités. Cela a été inspiré par le succès de l'apprentissage profond dans

des domaines comme le traitement du langage naturel et la vision par ordinateur, ainsi que

par les capacités d'approximation universelle des réseaux neuronaux pour les fonctions et

les opérateurs. Cette recherche fournit une compréhension théorique approfondie de l'erreur

produite dans l'approximation de la solution des équations d'onde utilisant la méthode des

éléments spectraux et introduit des méthodologies innovantes pour approximer avec précision

l'opérateur d'onde en utilisant l'apprentissage profond, o�rant potentiellement des approches

améliorées par rapport aux méthodes traditionnelles.

D'abord, nous présentons une analyse d'erreur a priori pour la solution de l'équation des

ondes en milieu homogène bidimensionnel en utilisant la méthode des éléments spectraux

avec la quadrature de Gauss-Lobatto-Legendre. Cette analyse présente des bornes d'erreur

dans la normeH 1 par rapport à la taille de l'élément h et au degré polynomialp. Ces

bornes théoriques sont numériquement véri�ées comme étant optimales avec des solutions

régulières et non régulières. Les hypothèses spéci�ques sur la discrétisation par la méthode

des éléments spectraux sont l'utilisation d'une triangulation par quadrilatères construite via

des transformations a�nes à partir d'un élément carré de référence et d'une discrétisation du

second ordre dans le temps par le schémaleap-frog.

De plus, nous avons introduit lesGreen operator networks, pour obtenir une approximation de

l'opérateur d'onde en approximant sa fonction de Green par l'apprentissage profond. En util-

isant cette approche, on entraîne le réseau une seule fois pour une famille de paramètres et l'on

peut ensuite évaluer la solution de l'équation d'onde pour un paramètre donné. Une telle ap-

proche devient particulièrement avantageuse comparée aux méthodes traditionnelles lorsque

l'équation des ondes doit être résolue à plusieurs reprises, comme dans la quanti�cation des

incertitudes ou les problèmes d'optimization. En outre, nous comparons numériquement la

performance desGreen operator networksà celles desDeep operator networks, lesquels four-

nissent une approche générale de l'apprentissage profond pour approximer les opérateurs non



vi

linéaires. Ces avantages sont démontrés au travers d'une série d'expériences numériques ap-

pliquées à l'équation des ondes dans des domaines homogènes et hétérogènes, en une et deux

dimensions.

Les méthodes traditionnelles de l'apprentissage profond ont souvent des di�cultés à atteindre

des approximations de haute précision, même dans le cas de problèmes simples. Ce dé�

résulte de la limitation de l'apprentissage profond à gérer de manière e�cace les solutions

présentant plusieurs échelles. Nous avons alors développé une nouvelle méthode, dite des

réseaux neuronaux multi-niveaux (multi-level neural networks). Dans cette approche, il est

possible de contrôler et de réduire les erreurs en utilisant une séquence de réseaux. Chaque

nouveau réseau est introduit a�n d'estimer l'erreur à une échelle di�érente et ainsi, après

plusieurs itérations, d'obtenir des solutions de l'ordre de la précision machine. La méthode est

tout d'abord illustrée sur lesphysics-informed neural networkspour des problèmes de valeurs

aux limites linéaires et non linéaires. Elle est ensuite appliquée au problème de propagation

d'ondes. Une extension de la méthode est �nalement proposée pour l'approximation de

l'opérateur de Poisson en utilisant lesGreen operator networks, comme démonstration de

faisabilité pour le cas de l'équation des ondes.
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ABSTRACT

The solution of the wave equation has been of great interest to physicists and engineers

due to its broad applicability. The spectral element method, a well-established method, is

widely used for the solution of the wave equation due to its ability to combine the high

accuracy of spectral methods and the geometrical �exibility of the �nite element method.

Recently, groundbreaking e�orts in deep learning for solving partial di�erential equations

are gaining momentum. This was inspired by the success of deep learning in �elds like

natural language processing and computer vision, along with the neural networks' universal

approximation capabilities for functions and operators. This research provides an in-depth

theoretical understanding of the error produced by the wave solution using the spectral

element method and introduces innovative methodologies to accurately approximate the wave

operator using deep learning, potentially o�ering enhanced approaches beyond traditional

methods.

First, we present an a priori error analysis for the solution of the two-dimensional homo-

geneous wave equation using the Gauss-Lobatto-Legendre spectral element method. The

analysis provides error bounds in theH 1 norm with respect to the element sizeh and the

polynomial degreep. These theoretical bounds are numerically veri�ed to be optimal with

regular and non-regular solutions. Speci�c assumptions on the discretization by the spectral

element method are the use of a triangulation by quadrilaterals constructed via a�ne trans-

formations from a reference square element and of a second-order discretization in time by

the leap-frog scheme.

Additionally, we have introduced the Green operator networks to obtain approximations of

the wave operator by approximating its Green's function using deep learning. Using this

approach, one trains the network only once for a family of parameters and later approximate

a wave solution for a given parameter with a single forward pass. Such an approach is

particularly advantageous over traditional methods when the wave equation must be solved

repeatedly, as in uncertainty quanti�cation or inverse parameter design. Furthermore, we

numerically illustrate the advantages of the Green operator networks over deep operator

networks, the latter being a general deep learning approach for approximating nonlinear

operators. The advantages are illustrated with a series of numerical experiments for the

homogeneous and heterogeneous wave equation in one and two dimensions.

Traditional deep learning methods often face challenges in achieving high-accuracy approxi-

mations, even for the most basic scenarios. This challenge stems from the limitation of deep
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learning to e�ectively handle solutions across multiple scales. To overcome these challenges,

we have developed the so-called multi-level neural networks. In this approach, we are able

to control and reduce the errors using a sequence of networks. Each network is introduced

to estimate the error on a di�erent scale and thus, following several iterations, to obtain

solutions within machine precision. The performance of the method is �rst illustrated on

physics-informed neural networks for a series of linear and nonlinear boundary-value prob-

lems. The method is then applied to the wave propagation problem. Finally, an extension

of the multi-level approach is proposed to approximate the Poisson operator using Green

operator networks, which set the foundation to further expand it to the wave equation.
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CHAPTER 1 INTRODUCTION

Computational science and engineering have gained a lot of maturity in the solution of partial

di�erential equation models of physical phenomena. Despite the constant progress in com-

puter performance, the solution of physics problems requiring �ne grids in high dimensions

remains challenging. This challenge is further compounded when there is a need to solve

these physics problems multiple times, for instance, for uncertainty quanti�cation or opti-

mization problems. One such problem is wave propagation, which has been of great interest

in several areas such as electromagnetism, �uid dynamics, and civil engineering. As another

application area, seismology studies of the Earth consist in solving the wave equation in

large domains for the purpose of determining the properties of the crust and getting a better

understanding of seismic waves. For example, the authors in [2] were able to simulate the

Tangshan earthquake (1976) with a domain size of 320 km by 312 km by 40 km with 7.8

trillion points, supporting frequencies up to 18 Hz. Due to the high heterogeneity in the crust

of the Earth, a �ne mesh is usually required in order to take into account the variations in

the Earth properties. Moreover, due to the uncertainties in the Earth characteristics, several

simulations, each accounting for di�erent realizations of soil heterogeneity, are required in

order to acquire reliable statistics. Therefore, fast and robust numerical methods for the

solution of the acoustic wave equation are crucial.

1.1 Classical Methods for the Solution of the Wave Equation

Early attempts at solving the wave equation were made using the �nite di�erence method [3,

4], where the derivatives are calculated by discrete operators involving di�erences in values

between adjacent grid points. However, this method presented several limitations such as the

inability to account for deformed geometries, large computational costs, and low accuracy

unless high-order schemes were used, which would result in large complex stencils, especially

at the boundary. The pseudospectral method [5], which can be obtained as the limit of

�nite di�erence methods of increasing order, was also applied to the solution of the wave

equation. The main advantage of the pseudospectral method is the high accuracy, which

yields an acceptable solution with fewer points per wavelength, and therefore at a reduced

computational cost with less computer storage. Similar to the �nite di�erence method, this

method produces large errors when complicated interfaces are present due to its geometric

limitations.

Several �nite element simulations were performed for the resolution of the wave equation
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using the continuous Galerkin methods [4, 6, 7], discontinuous Galerkin methods [8, 9] and

mixed �nite element methods [10, 11]. The �nite element discretization has the advantage

of representing complex geometries and o�ers �exibility to implement free surface boundary

conditions [10]. The spectral element method (SEM), �rst introduced by Patera [12] in com-

putational �uid dynamics, is currently widely adopted in seismic engineering [13�20]. This

method combines the high accuracy of the spectral method with the �exibility of modeling

complex domains o�ered by the �nite element method. De�ning the nodal and quadra-

ture points as Gauss-Lobatto-Legendre points in the SEM leads to a diagonal mass matrix,

thus decreasing signi�cantly the computational time in the explicit marching schemes and

reducing storage. The SEM is widely utilized for modeling seismic wave propagation on a

large scale with high resolution. For instance, the authors in [21] demonstrated earthquake

simulation employing the Gauss-Lobatto-Legendre spectral element method, managing 14.6

billion degrees of freedom in their analysis. Moreover, it was shown in [22, 23] that an ac-

curate approximation of the wave propagation requires� -nodal points per wavelength when

using the SEM, while for the classical �nite element methods 8-10 points per wavelength

are necessary, therefore for high-frequency solutions the SEM exhibits enhanced results at

a reduced computational cost. It is also known that a minimum of two degrees of freedom

per wavelength are required to resolve a wave equation [22], therefore the SEM is popular

for solving high-frequency waves since with� -nodal points we are closer to the theoretical

minimum degrees of freedom.

For an optimal use of the SEM, a priori error estimations have been conducted for the acous-

tic wave equation in [24�27]. Some analyses were carried out for the discrete form of the

wave equation in theL2 norm for homogeneous materials in [25, 26] and for heterogeneous

materials in [24], while [27] presented the error analysis in theH 1 norm for the semi-discrete

homogeneous acoustic wave equation. In Chapter 3, we improve these results by presenting

a priori error analysis in theH 1 norm for the fully discrete homogeneous wave equation. The

convergence rates in the element sizeh and the polynomial degreep were shown to be numeri-

cally optimal, while previous error estimates were one order less than the numerical accuracy.

To better understand the behavior of the acoustic wave equation solution in heterogeneous

media further investigations should be carried out.

With the present computational power, dealing with complex domains and heterogeneous

properties, e.g. Earth crust, remains a challenge for the solution of the acoustic wave equation

using SEM. The physical discontinuities in the domain should be matched by an element

interface in order to maintain the fast convergence of the SEM. Moreover, for high-frequency

solutions, a �ne mesh is required to avoid dispersion and re�ection errors [24,28]. Therefore,

when solving high-frequency waves in highly heterogeneous media the number of grid points
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can become extremely large, especially in three dimensions. Given that these problems need

to be repeatedly solved for distributions of soil properties, even the use of the SEM can

rapidly become impractical.

It is shown in [29] that over a long period, a propagating wave is not a�ected by small het-

erogeneities whose sizes are much smaller than its wavelength. For problems where the scale

of heterogeneities is much smaller than the minimum wavelength, homogenization meth-

ods [30,31] can be used to transform the heterogeneous domain to a domain with smoothly

varying material properties. The homogenized problem can then be solved on a grid that

is limited by the size of the smallest wavelength of the solution, while hopefully retaining

some of the global properties. For high-frequency problems, where the essential wavelength

� is much smaller than the size of the whole computational domainL, i.e. �=L � 1, the

SEM becomes computationally very expensive for small� . Therefore, the propagation of

high-frequency waves in smooth domains is approximated by the application of alternative

approaches based on geometrical optics such as the resolution of the Eikonal and the zero-

order transport equations [32, 33]. The resulting problem is non-linear and its resolution is

more complicated than that of the wave equation, but the advantage is that it can be solved

on a coarser grid. Although these methods present satisfying results in several cases, they

have their limitations since they present an asymptotic approximation. Some of them also

have di�culties describing several physical phenomena, such as re�ection, and they can only

be applied to media with smoothly varying properties. However, when the wavelength of the

propagating waves has a similar scale to the domain heterogeneity, a �ne mesh is inevitable

for high-frequency waves leading to costly simulations, especially in three dimensions. Thus,

the resolution of the wave equation remains an active domain of research [34�37].

1.2 Deep Learning Methods for the Solution of the Partial Di�erential Equa-

tions

In the last few years, a large amount of work has been devoted to using deep learning to

aid in the solution of many physical problems, such as in �uid dynamics, solid mechanics,

and meteorology. These works have been motivated by the ability of deep neural networks

(DNNs) to approximate a large class of functions in high dimensions with complicated do-

mains. The main advantage of deep learning methods to solve partial di�erential equations

in comparison to classical methods, e.g. �nite element method, �nite di�erence method, etc.,

lies in the fact that it does not su�er a priori from the curse of dimensionality. Moreover,

the implementation of deep learning methods is relatively simple and does not necessarily

require a deep mathematical understanding of the problem (function spaces, approxima-
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tion theory, boundary conditions, etc.). The treatment of initial and boundary conditions

is straightforward and is similar for both zero-th order and high-order boundary conditions

(usually referred to as essential and natural boundary conditions). Another advantage of

deep learning methods is the use of automatic di�erentiation [38], thus avoiding truncation

errors when computing derivatives. The training points are usually de�ned in a scattered

way, hence eliminating the need to produce a mesh that can become complicated and costly

in the case of complex geometries in three dimensions. Furthermore, solving an inverse prob-

lem using deep learning resembles the approach of a classical solution, making this method

both straightforward and easier to implement. Deep learning also enables the approximation

of the operator of a partial di�erential equation, facilitating the approximation of solutions

for a range of input functions, including initial and boundary conditions, as well as domain

geometry. This reduces the overall computational cost when the problem needs to be solved

multiple times with varying input functions.

Prominent deep learning methods for the solution of partial di�erential equations can be

classi�ed into methods that learn the solution function of the problem [39�41] and those

that learn the operators that describe the physical problem [42�44]. Both approaches are

mesh-independent, hence the solution can be calculated on new grid points and transferred

to a new mesh. However, this �eld is rapidly evolving, with new methods continually being

proposed to enhance these approaches or introduce novel deep learning approaches to address

their limitations. Indeed, the number of papers related to machine learning and arti�cial

intelligence is growing exponentially [45], potentially leading to accelerated advancements in

scienti�c machine learning.

In the �rst approach, the solution is approximated with a neural network by minimizing the

residual of the PDE [39,41]. The most common method is to calculate the residual from the

strong form of the PDE, which is computed using automatic di�erentiation. On the other

hand, some minimize the residual of the variational form [46�48], requiring less regularity for

the solution. Boundary conditions can be weakly imposed by minimizing their residual, or

strongly imposed by constraining the neural network solution to the appropriate space. The

approach has several similarities to classical methods, as shown in Table 1.1, where one is

interested in calculating a single solution to a known physical model. The main distinction

between PINN and FEM is that the FEM solution belongs to a vector space while the family

of functions generated by a neural network does not provide a vector space. Both approaches

are applied when the physical model is known and calculate a single solution for each problem.

The solution using deep learning is calculated in the neural network nonlinear space while

with classical methods the solution is a linear combination of local basis functions. Moreover,

this approach can be easily extended to solve an inverse problem, this can be done by the
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minimization of the solution error along with the residuals of the PDE and the boundary

conditions while varying the unknown parameter.

Table 1.1 Comparison between Physics Informed Neural Networks and the Lagrange Finite
Element Method. This �gure is reproduced from [1].

PINN FEM
Basis function Neural network (nonlinear) Piecewise polynomial (linear)

Parameters Weights and biases Point values
Training points Scattered points Mesh points
PDE embedding Loss function Algebraic system
Parameter solver Gradient-based optimizer Linear solver

Error bounds Not available yet Partially available

On the other hand, the operator approximation approach learns the inverse operator for a

family of parameters. The neural network is trained to approximate the operator for a set

of parameters and afterwards we can approximate the solution of the physical problem for

a speci�c parameter in the vicinity of the trained parameters. The training of this neural

network is usually very expensive but should be done only once. Obtaining a solution for a

new parameter requires only one forward pass in the online phase, which is usually fast. This

makes the operator approximation method attractive when the physical problem should be

solved for a large family of parameters. For example, in seismology, the uncertainty of the

Earth properties requires thousands of simulations to obtain a solution that describes well

the recorded data.

The solution of partial di�erential equations with deep learning approaches remains challeng-

ing. The main di�culty encountered with these methods is the inability of the networks to

consistently minimize the error to the desired level of precision. Given that these approaches

employ gradient-based optimization, there is a signi�cant risk of becoming trapped in local

minima, which can restrict the achievable accuracy. This issue is addressed in Chapter 5,

where the multi-level neural network approach is proposed as a solution to overcome this

limitation. Additionally, the computational time required to approximate a solution for a

PDE using deep learning is generally higher compared to classical methods. However, if the

problem needs to be solved for a large number of parameters, approximating the inverse

operator with deep learning can o�er advantages over classical approaches. Another limita-

tion of neural networks is the spectral bias [49, 50], i.e., the deep neural networks tend to

approximate the low-frequency components of the solution before approximating the high fre-

quencies. Therefore, the authors in [51�53] presented several methods, aiming at mitigating

the issue. These approaches will be described in more detail in Chapter 2.
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1.3 Contributions

The primary objective of this thesis is the understanding and application of numerical meth-

ods for the solution of partial di�erential equations, with a focus on the wave equation. The

spectral element method is a well-developed numerical method that is widely used for the

solution of the wave equation due to its e�ciency and high accuracy. Our �rst contribution

is a theoretical analysis of the spectral element method for the homogeneous wave equa-

tion, aimed at comprehensively understanding its advantages and identifying its limitations.

Moreover, the emergence of deep learning methods for solving partial di�erential equations

represents a promising avenue for overcoming the limitations of classical methods. Therefore,

we propose novel methodologies for achieving accurate solutions to initial- and boundary-

value problems, with a particular emphasis on the wave equation. Although deep learning

methods are not yet competitive with the spectral element method in terms of performance

when solving a single problem, the approximation of operators using deep learning could o�er

signi�cant advantages in scenarios requiring multiple problem solutions, such as uncertainty

quanti�cation problems or inverse problems. This is particularly pertinent given the rapid

advancements within the deep learning domain. Our contributions have helped to advance

these methods, enhancing their ability to achieve better accuracy and performance. The

contributions are as follows:

ˆ In [54], we present a priori error bounds for the spectral element method for the wave

equation in two-dimensional domains with homogeneous properties. The approximation

error in H 1 is shown to be of the order ofO(hp) with respect to the element sizeh and of

the order ofO(p� q) with respect to the degreep, whereq is the spatial regularity of the

solution. Additionally, we numerically veri�ed that the derived bounds are optimal.

Therefore, we were able to show that the under-integration produced by the GLL

quadrature does not deteriorate the convergence, as one would expect. Past estimates

in [24�26] were conducted only in theL2 norm for the fully discretized problem, where

they obtained sub-optimal convergence inh. This work provides a deeper understanding

of the performance of SEM by showing the dependence of the convergence rate on

the element size, the polynomial degree, the regularity of the data, and the chosen

triangulation.

ˆ We introduce in [55] the Green operator networks (GreenONets), in which we approxi-

mate the operator of the wave equation by learning the corresponding Green's function

using deep learning. This approach is numerically compared to the deep operator

networks (DeepONets) [42]. Although DeepONets provide a more general approach



7

to approximate nonlinear operators, we show through numerical examples that the

GreenONets have better accuracy and are more e�cient than DeepONets in the case of

the wave equation in homogeneous and heterogeneous media. Additionally, we observe

that deep learning approximation methods reduce the e�ects of Gibbs phenomenon,

which is typically a challenge for classical numerical approaches when approximating

discontinuous functions.

ˆ A signi�cant challenge of deep learning approaches is their inability to constantly re-

duce the errors in the approximated solutions. Although the universal approximation

theorem guarantees that neural networks can approximate a large class of functions,

they often face challenges in lowering the error beyond10� 5 even for simple cases. This

challenge is associated with minimization errors due to the use of gradient-based op-

timizers. In [56], we introduced the multi-level neural networks (MLNNs), to better

control and reduce the errors when using physics-informed neural networks. We show

that MLNNs can reduce the errors to machine precision for some problems. This process

begins with an initial solution approximation using a baseline neural network. Subse-

quently, we employ a strategy of sequential error reduction, where the residual error is

minimized with a new network of increasing complexity. This innovative approach is

veri�ed on numerical examples dealing with 1D and 2D linear and non-linear problems.

Through this work, we demonstrate that similar to classical numerical methods such

as the Spectral Element Method (SEM), it is indeed possible to consistently reduce ap-

proximation errors using deep learning techniques, thereby narrowing the performance

gap between deep learning and classical methodologies.

ˆ We extend the above �ndings in Chapter 6 of this thesis. First, we approximate the

wave equation solution using the multi-level approach and con�rm the error reduction

achieved over the classical PINNs. Additionally, we extend the multi-level approach

to Green Operator Networks, focusing on the Poisson equation. We show that one

can indeed achieve high-accuracy solutions by combining multi-level neural networks

with GreenONets. However, it is important to acknowledge that further research and

testing are necessary to ascertain the e�cacy and adaptability of this approach for

various problems, such as the wave equation.

1.4 Outline

The outline of the thesis is as follows: In Chapter 2, we conduct a comprehensive litera-

ture review, brie�y describing the wave equation and its solution using the spectral element
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method. Furthermore, we delve into the state-of-the-art methods for solving partial di�eren-

tial equations-based problems using deep learning. In Chapter 3, we derive optimal a priori

error estimates for the solution of the wave equation using the spectral element method in 2D

homogeneous domains [54]. Chapter 4 describes the Green operator network approach [55],

and compares GreenONets with DeepONets for the approximation of the operator of the

wave equation. In Chapter 5, we introduce the multi-level approach [56] for accurate solu-

tions to boundary-value problems using Physics-Informed Neural Networks (PINNs). Chap-

ter 6 presents additional results using the multi-level neural networks for solving the wave

equation and explores combining the multi-level approach with GreenONets for the Poisson

problem, setting the stage for future research in this area. Finally, Chapter 7 summarizes

our �ndings and outlines future research directions.
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CHAPTER 2 LITERATURE REVIEW

This chapter presents a literature review laying the groundwork for addressing the solution of

the wave equation using spectral element methods and deep learning approaches. The wave

equation is presented in its strong and weak formulations with a brief overview of plane wave

solutions. The solution of the wave equation using spectral element methods is described

with a focus on error estimation. Lastly, the application of deep learning in solving initial

and boundary-value problems is explored, highlighting both the advantages and limitations.

2.1 Wave Equation

The linear wave equation is ubiquitous in science and appears as a model for the wave propa-

gation in elastic materials (rubber bands, elastic membranes, bulk elastics), as a linearization

of Euler's equations for gases, and as a linearization of many other dispersive phenomena [57].

It has been widely used in engineering and physics problems, such as in geosciences, in order

to predict the propagation of waves in seismology [2,19,20,58].

2.1.1 Strong Formulation

We denote byu(x ; t) the acoustic pressure in the inhomogeneous medium with density� (x )

and bulk modulus � (x ), where u is typically unknown but � and � are known with some

uncertainty. In many applications, the properties� and � present discontinuities along the

interfaces between di�erent layers of the media. The wave velocityc is given by c(x ) =
q

� (x )=� (x ) and represents the local speed at which disturbances travel.

Let 
 be an open, convex, polygonal domain inR2, with a piecewise linear boundary@
 ,

and assume that� and � are known functions. We suppose that� and � are su�ciently

smooth and bounded from below and above by positive constants. The strong formulation

of the heterogeneous acoustic wave equation is the following problem: givenf (x ; t), u0(x ),

u1(x ), g0(x ; t) and T > 0 �nd u(x ; t), such that

1
� (x )

@2u
@t2

(x ; t) � r �

 
1

� (x )
r u(x ; t)

!

= f (x ; t); 8(x ; t) 2 
 � (0; T); (2.1)

with the initial conditions

u(x ; 0) = u0(x );
@u
@t

(x ; 0) = u1(x ); 8x 2 
 ; (2.2)
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and the boundary conditions

B

 

x ; t; u;
@u
@t

; r u

!

= 0; 8(x ; t) 2 @
 � (0; T): (2.3)

The most encountered boundary conditions are the Dirichlet boundary condition where

B = u � g(x ; t);

and the Neumann condition

B =
@u
@n

� g(x ; t);

wheren in the unit outward normal vector to the boundary@
 , but neither condition can be

imposed simultaneously at the same pointx 2 
 . When g = 0, both Dirichlet and Neumann

conditions provide a perfectly re�ecting boundary [28]. Another boundary condition that

models semi-re�ecting boundaries is the impedance condition

B =
@u
@t

+ �
@u
@n

:

This condition is used to model absorbent boundary conditions for the treatment of un-

bounded domains using �nite domains.

For the sake of simplicity in the notation, we will set� = � � 1 and 
 = � � 1, omitting the

dependence onx , after which (2.1) becomes

�
@2u
@t2

(x ; t) � r �
�

 r u(x ; t)

�
= f (x ; t); 8(x ; t) 2 
 � (0; T): (2.4)

2.1.2 Functional Spaces

In order to de�ne the weak form of the wave equation necessary in all �nite element formu-

lations, we will need to introduce several function spaces. We consider the Hilbert space of

square integrable functionsL2(
) , equipped with the inner product and norm

(u; v) =
Z



u(x ) v(x ) dx ; kuk0 = ( u; u)1=2:

For k = ( k1; : : : ; kd) 2 Nd with jk j = k1 + � � � + kd, we de�ne

@jk j

@x k
:=

@jk j

@xk1
1 : : : @xkd

d

:
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Given a non-negative integers, we recall the Sobolev space [59]

H s(
) =
�

u 2 L2(
);
@jk ju
@x k

2 L2(
) ; k 2 N2; jk j � s
�

;

equipped with the norm

kuks =

0

@
X

jk j� s












@jk ju
@x k












2

0

1

A

1=2

:

Let uj@
 be the trace of u on @
 [59], which is a continuous operator fromH 1(
) to a

subspace ofL2(
) in R2. We de�ne the closed subspaceV of H 1(
) as

V := H 1
0 (
) =

�

u 2 H 1(
); uj@
 = 0
�

:

We also introduce the spaceL2(0; T; H s(
)) that consists of all functionsu : (0; T) ! H s(
)

with norm

kukL 2 (H s ) =

 Z T

0
ku(t)k2

s dt

! 1=2

: (2.5)

Let u(` ) = @̀u=@t` . We de�ne the spaceCm (0; T; H s(
)) of all functions u(x ; t) such that

the map u(` ) : (0; T) ! H s(
) is continuous for all0 � ` � m and the following norm

kukCm (H s ) = max
0� ` � m

 

sup
0� t � T

ku(` )(t)ks

!

< 1 : (2.6)

2.1.3 Weak Formulation

Under the assumptionsf 2 L2(0; T; L2(
)) , u0 2 V, and u1 2 L2(
) , a variational formula-

tion of Problem (2.4) with zero Dirichlet boundary conditions can be stated as:

Find u : (0; T) ! V , such that u(x ; 0) = u0(x ),
@u
@t

(x ; 0) = u1(x ); 8x 2 
 , and
 

�
@2u
@t2

; v

!

+ a(u; v) = ( f; v ); 8v 2 V;
(2.7)

where the bilinear form is given by

a(u; v) =
�

 r u; r v

�
:

For � = 1, it is demonstrated in [60], sincea(�; �) is a symmetric, continuous, and coercive

bilinear form, that Problem (2.7) has a unique solutionu 2 C0(0; T; V) \ C1
�
0; T; L2(
)

�
,
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satisfying the following stability estimate












@u
@t

(t)












2

0

+ a
�
u(t); u(t)

�
� k u1k2

0 + a(u0; u0) +
Z t

0
kf (� )k2

0 d�; 8t 2 [0; T]:

A similar energy estimate is given in [28], where they considered a variable� and f = 0.











�

1
2
@u
@t

(t)












2

0

+ a(u(t); u(t)) = k�
1
2 u1k2

0 + a(u0; u0); 8t 2 [0; T]:

This equality can be interpreted as conservation of energy which includes both potential and

kinetic terms. It partially explains why the solution of the wave equation can be di�cult

to approximate: there are no di�usive or regularization e�ects and so the regularity of the

initial conditions need to be maintained at all further times.

2.1.4 Plane Wave Solutions

Let us consider the one-dimensional acoustic wave equation in a homogeneous media. By the

use of the Fourier transform, it is shown in [28] that a solution of equation (2.4) onR with

a constant wave velocityc is given by

u(x) =
Z

R
A(k)ei (!t + kx ) + B(k)ei ( � !t + kx )dk; (2.8)

where ! 2 = c2k2 is the dispersion relation. Hence we observe that the solution is given as a

continuous superposition of plane waves, of the formei (!t + kx ) , whose amplitudes are complex

A(k) and B(k). Therefore, the study of the propagation of a single plane wave can explain

several phenomena encountered while solving the wave equation.

The seismic medium usually contains discontinuities in their� and 
 , that would lead to

re�ection phenomena around the discontinuities. In order to illustrate the problem, we

consider a two-layer medium with the following properties

�

 (x); � (x)

�
=

8
><

>:

(
 1; � 1) x < 0;

(
 2; � 2) x > 0:

The wave velocity in each medium is constant and given byci =
q


 i =� i , i = f 1; 2g. Let

us consider a plane wave of amplitude equal to unity propagating from the �rst layer to the

second layer. At the interface, this wave will decompose into a re�ected wave of amplitude

AR and a transmitted wave of amplitudeAT . Consideringk1 = !=c 1 and k2 = !=c 2, the
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resulting wave after re�ection will be given by

u(x; t ) = � R� (x)
�
ei (!t + k1x) + ARei (!t � k1x)

�
+ � R+ (x)AT ei (!t + k2x) ; (2.9)

where � 
 is the characteristic function on
 . The amplitudes AR and AT are computed

in [28] and given by

AR =
� 1 � � 2

� 1 + � 2
;

AT =
2� 1

� 1 + � 2
;

where� i =
p

� i 
 i , i = f 1; 2g, is the acoustic impedance of each layer. Notice that as� 2 ! � 1,

then AR ! 0 and AT ! 1. Equations (2.8) and (2.9) show that in highly heterogeneous

media the number of waves could increase exponentially producing a very complex solution.

2.2 Convergence Analysis of the Spectral Element Method

In this section, we describe the solution of the acoustic wave equation with the spectral

element method. Then, we present the a priori error analyses in theL2 norm carried out

in [24�26] in homogeneous and heterogeneous domains.

2.2.1 Spectral Element Method

We start by brie�y introducing the spectral element method (SEM) for the solution of the

wave equation. For a more detailed discussion, we refer the reader to the following mono-

graphs [28, 61]. The SEM is similar to theh-p �nite element method, the di�erences being

in the choice of the degrees of freedom on a quadrilateral mesh and the quadrature. In this

work, we will be discussing the so-called GLL-SEM since Gauss-Lobatto-Legendre points are

used for the de�nition of the degrees of freedom on a hexahedral mesh and the computation

of the integrals. This choice results in a diagonal mass matrix, yielding a fast resolution of

the wave equation with the temporal term discretized explicitly. Other forms of the SEM use

Chebyshev points instead of the GLL points [62,63], but they do not yield a diagonal mass

matrix which makes them less attractive for the solution of the wave equation. Moreover, the

SEM can be based on triangular meshes [28,64,65], however, mass lumping is only achieved

for low-order elements.

Assume that for eachh > 0 we have a regular, quasi-uniform triangulationTh of the closure
�
 such that the largest diameter of the subdomainsK 2 Th is bounded above byh; see [66]

for details. Furthermore, assume that each elementK is de�ned by an a�ne bijective map-
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ping from the reference element̂K = [ � 1; 1] � [� 1; 1]. We denote byQp(K ) the space of

polynomials of degree at mostp > 0 in each variable over the subdomainK . If H denotes

the couple(h; p), we then de�ne the space of piecewise polynomial functions as

VH =
�

� 2 C( �
) : � jK 2 Q p(K ); 8K 2 Th; � = 0 on @

�

:

The integrals appearing in the weak form will be computed using the GLL quadrature, which

is exact for all functions in Q2p� 1(K ). Consequently, we denote by(�; �)H and aH (�; �) the

discrete inner product and the discrete bilinear form de�ned by the GLL quadrature. The

discrete inner product induces the discrete norm

kukH = ( u; u)1=2
H ;

which is a well de�ned norm overVH , as estimates in [67] have demonstrated that the discrete

norm is equivalent to the usualL2 norm overVH . The spectral element discretization problem

is then de�ned as:

Find uH (t) 2 VH , for all t 2 [0; T], such that:
 

�
@2uH

@t2
; vH

!

H

+ aH

�
uH ; vH

�
=

�
f; v H

�

H
; 8vH 2 VH ; 8t 2 (0; T) (2.10a)

�
uH (0); vH

�

H
=

�
u0; vH

�

H
; 8vH 2 VH ; (2.10b)

 
@uH
@t

(0); vH

!

H

=
�
u1; vH

�

H
; 8vH 2 VH : (2.10c)

We note that if � and  2 Q p(K ), then (�;  ) and aH (�;  ) are not exact, hence leading to
quadrature errors in the weak form that could limit the convergence. In order to discretize
the problem with respect to time, we considerNT uniform subintervals of size� T = T=NT

and approximate the semi-discrete Problem (2.10) by the leap-frog scheme. Thus the fully
discrete problem reads:

Find un
H 2 VH , for n = 0 ; : : : ; NT , such that:

�
�� 2un

H ; vH
�

H + aH
�
un

H ; vH
�

=
�
f (tn ); vH

�
H ; 8vH 2 VH ; 1 � n � NT � 1 (2.11a)

�
u0

H ; vH
�

H =
�
u0; vH

�
H ; 8vH 2 VH ; (2.11b)

�
z0

H ; vH
�

H =
�
u1; vH

�
H ; 8vH 2 VH ; (2.11c)

2
� t2

�
� (u1

H � u0
H � � tz0

H ); vH
�

H + aH
�
u0

H ; vH
�

=
�
f (t0); vH

�
H ; 8vH 2 VH ; (2.11d)
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where� 2 represents the central �nite di�erence operator

� 2un
H =

un+1
H � 2un

H + un� 1
H

� t2
:

The leap-frog scheme is a special case of Newmark's schemes [68], which was studied in [60]

for the wave equation with Galerkin methods. Leap-frog scheme is an explicit second-order

scheme, which results in a more e�cient solution when compared to implicit schemes due to

mass lumping. As shown in [24�26], the leap-frog scheme is conditionally stable, consequently

when the simulation scale is very large, implicit schemes are more suitable since a very small

time step could be very costly.

For the purpose of investigating the e�ect of local regularity we de�ne the broken Sobolev

space associated with a triangulationTh of �


H s(
 ; Th) =
n
v 2 L2(
); vjK 2 H s(K ); 8K 2 Th

o
;

wherevjK is the restriction of v to K , equipped with the norm

kvks;Th =

 
X

K 2T h

kvk2
s;K

! 1=2

:

Similar to (2.6) we de�ne the norm of the spaceCm (0; T; H s(
 ; Th)) as

kukCm (H s (Th )) = max
0� l � m

 

sup
0� t � T

ku(l )(t)ks;Th

!

:

For more information about broken Sobolev spaces, we refer the reader to [69].

2.2.2 A priori error estimation

In this section, some of the a priori error estimates for the fully discrete Problem (3.11)

are summarized. We present the estimates in theL2 norm obtained by [25, 26] for the

homogeneous problem and by [24] for the heterogeneous case. The obtained bounds predict

lower rates of convergence when compared to the numerical results. These estimates are

expressed in terms of the element sizeh, the polynomial degreep, the time step � t, and

the regularity of the solution and data. We will considerC as a generic positive constant

independent ofh and p. The time step is assumed to verify the stability condition shown

in [24�26]

� t < C
h
p2

: (2.12)
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Homogeneous Wave Equation

We consider the homogeneous wave equation where� and c are constant all over the domain

and equal to unity for simplicity. The following estimates are shown forp � 2 and under

the following regularity properties for Problem (3.6): u 2 C2
�
0; T; H s(
 ; Th) \ H 1

0 (
)
�

\

C4
�
0; T; L2(
)

�
with s � 2, and f 2 C0

�
0; T; H d(
 ; Th)

�
with d � 2. The regularity indices

s and d are chosen as non-negative integers. First, we present the results of the analyses

produced in [25,26], which were based on [60].

Theorem 2.2.1 (Theorem 8 in [25]). Assuming that the stability condition(2.12) holds, then

the error en = u(tn ) � un
H ; n = 0; : : : ; NT , satis�es

max
0� n� NT � 1

kenk0 � C

"
hmin( p;s)

ps
kukC2 (H s (Th )) +

hmin( p;d)

pd
kf kC0 (H d (Th )) + � t2kukC4 (L 2 )

#

:

Although this theorem was originally demonstrated for the usual Sobolev space norms, it can

be readily extended to the broken Sobolev norms de�ned above. The numerical experiments

in [24�26] show that the error in the approximation of the homogeneous problem in theL2

norm converges asO(hp+1 ), which is one order of convergence better than the estimated one

in Theorem 2.2.1.

Heterogeneous Wave Equation

Oliveira and Leite [24] extended the error estimates in theL2 norm to the heterogeneous case

where they considered a variable
 (x ), with a �xed � . In addition to the regularity of u and

f in Theorem 2.2.1, the variable
 (x ) veri�es the following regularity 
 2 C1( �
) \ H � (
 ; Th)

with � � 2.

Theorem 2.2.2 (Theorem 4.1 in [24]). Assuming that the stability condition(2.12) holds,

then the error en = u(tn ) � un
H ; n = 0; : : : ; NT , satis�es

max
0� n� NT � 1

kenk0 � C

"
hmin( p;�;s +1) � 1

pmin( �;s +1) � 4
k
 k�; Th kukC2 (H s (Th ))

+
hmin( p;s)

ps� 1
kukC2 (H s (Th )) +

hmin( p+1 ;� )� 3

p� � 7
k
 k�; Th ku0kmin( �;s +1) ;Th

+
hmin( p;d)

pd� 1
kf kC0 (H d (Th )) + � t2kukC4 (L 2 )

#

:

We remark that the bound above predicts slow convergence when the data are not smooth

enough. Numerical examples in [24] show faster convergence, which suggests that the above
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estimate could be improved. We will develop and present better estimates in Chapter 3.

2.3 Deep Neural Networks

Deep neural networks (DNNs) have demonstrated some level of success in various areas [70]

such as computer vision and natural language processing. This success is attributable to the

ability of DNNs to approximate complex functions in general domains and in high dimensions

when provided with enough data to be parameterized. Due to these successes, a lot of research

has been conducted in order to apply DNNs to more traditional scienti�c tasks, such as

solving PDEs, for which numerical methods can provide accurate but expensive predictions.

For example, in 2022, arti�cial intelligence was used to develop an improved algorithm for

matrix multiplication [71].

In this section, we introduce the fundamentals of feedforward neural networks, focusing on

their architecture and training techniques. We proceed to examine the challenges encoun-

tered in deep learning, including error types, spectral bias, and the importance of network

initialization. Furthermore, we discuss strategies and techniques designed to address and

alleviate these challenges.

2.3.1 Feedforward Neural Networks

A neural network maps an input into an output by a composition of linear and nonlinear

functions, with adjustable weights, with the goal of minimizing an error between the output

and a target function on a speci�c training set. Therefore the network is trained by ad-

justing its weights to better describe the target function on the training set, in the hope of

generalizing the output function to a wider set of input. In this section, we will introduce the

feedforward neural networks (FNNs). While other forms are widely used, such as convolution

neural networks [72] or recurrent neural networks [73], in most cases FNNs are su�cient for

the solution of partial di�erential equations.

Let us consider a feedforward neural network withn hidden layers, each layer having a width

N i , i = 1; : : : ; n, an input layer of width N0, and an output layer of width Nn+1 . Denoting

the activation function by � , then the neural network with input x and output y is de�ned

as
input layer: z0 = x ;

hidden layers:z i = � (W i z i � 1 + bi ); i = 1; : : : ; n;

output layer: y = zn+1 = W n+1 zn + bn+1 ;

(2.13)

whereW i denote the weights matrices with sizeN i � N i � 1, and bi the biases vectors of size
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N i . When convenient, we will denote the weights and the biases jointly as the parameter� of

the neural network. The calculation ofy as given above is the forward pass. The activation

function � is usually a di�erentiable nonlinear function to allow the approximation of complex

functions. The most common activation functions are:

� recti�ed linear unit (ReLU): � (x) = max(0 ; x) = xH (x),

� hyperbolic tangent: � (x) = tanh( x),

� sigmoid: � (x) =
1

1 + e� x
.

whereH is the Heaviside function. The sigmoid function, also known as the logistic function,

is well-known in machine learning, especially for classi�cation problems. The hyperbolic

tangent function is very similar to the sigmoid function but is bounded between -1 and 1

instead of 0 and 1. The use of the hyperbolic tangent activation function usually produces

better results when compared to the use of the sigmoid function [70]. Both hyperbolic tangent

and sigmoid functions su�er from the gradient saturation for very positive or very negative

x. This explains why the use of the last two activation functions is discouraged for classical

problems. The use of the ReLU activation function results in a noticeable improvement in

the performance of deep learning, especially for very deep neural networks [70]. On the other

hand, the ReLU function is not twice di�erentiable and is therefore not commonly used when

solving partial di�erential equations.

In order to train our model, we �rst de�ne a training set P = f x j gP
j =1 , for which the target

function is known. The objective of the training is to minimizeL , a loss function de�ned

over the dataP so that a lower value ofL corresponds to an improved approximation of the

target function.

Example 2.3.1. Approximating a target function f 2 R by a FNN with an outputy 2 R

can be performed by minimizing the mean squared error loss function de�ned by

L (� ; P) =
1
P

X

x 2P

�
y(x ; � ) � f (x )

� 2
;

where � designates the weights and biases of the network. Usually, the loss function will be

non-convex with respect to the parameters� hence a gradient-based method, e.g. gradient

descent, Adam [74], is generally employed to minimize the loss function. In particular, there

may exist many choices of parameters� for which L reaches a local minimum. For gradient-

based methods, the calculation of the derivatives of the loss function with respect to� is
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required. The computation of the derivatives is completed during the backward pass, which

follows the forward pass, using automatic di�erentiation.

The automatic di�erentiation method [38] applies the chain rule since the output function

is a compositional function. First, with a forward pass, we compute all the elements in

the neural network and then in the backward pass we compute the partial derivatives with

respect to all the parameters and the inputs of the FNN. In order to obtain higher-order

derivatives we apply the backward pass several times. This method is superior to the �nite

di�erence method while using neural networks since the �nite di�erence method requires an

extra forward pass for the calculation of each partial derivative and induces discretization

errors.

2.3.2 Understanding Neural Network Errors

It is the opinion of many researchers that the error committed by the use of neural networks

is not fully understood [1,75]. A lot of research is dedicated to better understanding it and

how to reduce it. In fact, the error is divided into three components, the approximation

error, the generalization error, and the optimization error. Theapproximation error is the

error between the target function and the closest function to it that can be expressed by the

neural network. Hence a bigger network should present a smaller approximation error; see

Theorem 2.3.1. Thegeneralization error is the error outside the training set, hence to reduce

it we need to increase the size of the training data. Finally, theoptimization error indicates

how close the output is to the global minimum. The loss function, the learning rate of the

minimization method, and the number of epochs, i.e. number of training iterations over the

learning set, play an important role in the minimization of the error. In contrast to traditional

numerical methods, where the theoretical framework for understanding computational errors

is well-established, experience largely drives the users' practical understanding of errors in

neural networks.

We recall a theoretical result for the approximation error from Pinkus [76]. Consider the set

of single hidden layer neural networks with activation function� de�ned as

M (� ) = spanf � (W x + b) : W 2 Rd; b2 Rg;

where we remark thatM (� ) does not possess the structure of a vector space, that is of

a typical function space. We say thatM (� ) is dense inC(Rd), the space of continuous

functions, if for any f in C(Rd), any compact K of Rd, and any " > 0, there exists a
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g 2 M (� ) satisfying

max
x 2 K

jf (x ) � g(x )j < ":

Theorem 2.3.1 (Theorem 3.1 in [76]). Let � 2 C(R). Then M (� ) is dense inC(Rd), in

the topology of uniform convergence on compact sets, if and only if� is not a polynomial.

This result is crucial for the solution of partial di�erential equations using deep learning, as it

ensures that neural networks can approximate, to a desired accuracy, a large class of complex

and irregular solutions. This is related to the notion of expressiveness of neural networks.

Other results about the approximation of derivatives and the degree of approximation can be

found in [76] but will not be presented here for the sake of simplicity. However, the universal

approximation theorem does not guarantee that the desired approximation will be attained,

nor does it consider the training data or the algorithms used. These limitations are currently

being addressed through practical existence theorems; see [77,78].

2.3.3 Network Initialization

One of the challenges in deep learning is the initialization of the network parameters and the

choice of hyperparameters that are necessary for fast convergence and small errors. Hyper-

parameters, such as the network size and optimizer parameters, play an important role in

managing the components of the error. For instance, a larger network typically reduces the

approximation error but may increase the generalization error. These hyperparameters are

usually selected by a tuning method, i.e. the training is performed for a family of hyperpa-

rameters in order to choose the best. Proper parameter initialization is key to preventing

issues like vanishing or exploding gradients, where the gradients become too small or too

large for the network to learn e�ectively. The most common initialization techniques are the

Xavier initialization [79] for tanh activation functions and the He initialization [80] for ReLU

activation functions. Kumar [81] reproduced these results and presented the initialization for

a wider family of activation functions. In the following, we brie�y describe the choice of the

Xavier and He initializations.

Xavier Initialization

Glorot and Bengio [79] considered the case with atanh activation function. Assuming (i) that

the input features have the same variance, which can often be assumed after normalization,

(ii) that the weights are initialized independently to have zero mean, and (iii) that the biases
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are initialized to zero, they showed that the variance of two consecutive layers are related by

Var[x i ] � N i Var[W i ] Var[x i � 1];

whereVar[�] denotes the shared scale variance of a matrix, i.e. all the elements of the matrix

have the same scalar variance. In order to keep the information �owing from one layer to

another, each layer should be initialized with the same variance. Hence the weights should

be initialized with

Var[W i ] =
1

N i
:

Similarly, under the same assumptions, the variance of the gradient of the loss function is

given by

Var

"
@L

@W i

#

�
i � 1Y

i 0=0

N i 0 Var[W i 0]
nY

i 0= i

N i 0+1 Var[W i 0] � Var[x 0] Var

"
@L
@y

#

:

To avoid extreme gradients or vanishing gradients in the backward pass we are interested in

having

Var[W i ] =
1

N i
; and Var[W i ] =

1
N i +1

:

As a compromise, [79] proposedVar[W i ] = 2=(N i + N i +1 ), but the commonly found initial-

ization in the literature is simply Var[W i ] = 1=Ni :

He Initialization

Since the ReLU function is discontinuous atx = 0 and its mean is not zero, then the steps for

the Xavier initialization cannot be applied. He et al. [80] proposed an initialization speci�c to

the ReLU activation function following the same method of [79] with the goal of controlling

the variance of the function in the forward pass and the variance of the gradient in the

backward pass. Their analysis led to the initialization

Var[W i ] =
2

N i
:

2.4 High-frequency Solutions with Deep Learning

Deep neural networks adhere to the F-principle [49, 50, 82�84], also known as spectral bias,

which states that the neural networks tend to approximate the low-frequency regime before

the high-frequency one. This phenomenon explains why networks approximate well functions

with low frequency while avoiding aliasing, leading to low generalized errors. Moreover, the
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F-principle acts as a �lter for noisy data, which explains why early stopping avoids over�tting.

It is also important to note that for some PDEs, as those with solutions dominated by isolated

sharp fronts, the high frequencies determine the lower order modes, hence the F-principle

might be an obstacle to some problems.

The F-principle was explained mathematically in [49,82], where it was shown that this phe-

nomenon occurs when the weights are in the vicinity of zero, which is the case with the

usual initialization techniques such as the Xavier and He initializations. On the other hand,

an initialization with large weights leads to an initial approximation with high frequencies,

resulting in large generalization errors and aliasing. Hence the approximation of high fre-

quency functions remains a challenge using FNNs, creating an obstacle for the solution of

initial and boundary-value problems with high frequencies using deep learning methods. In

order to overcome this limitation, [35,51,53,85] present some techniques in order to approx-

imate high-frequency components at the same time as low-frequency ones. These techniques

usually require the introduction of high frequencies in the input or the output of the network

and will be presented in detail later in this section.

2.4.1 Theoretical Results for the F-Principle

In order to explain the spectral bias of the approximated solutions using neural networks,

some theoretical results have been presented in [49,82,84,86]. Xu et al. [82] treated FNN with

two layers and atanh activation function. Rahaman et al. [49] considered a ReLU activation

function in his analysis. The authors in [84,86] described the spectral bias using the Neural

Tangent Kernel (NTK) theory by considering a su�ciently wide FNN, with multiple layers,

and a general activation function. In the following, we will summarize the results obtained

in [82,84,86].

Theoretical results from the NTK

In the work of [84,86], the spectral bias is analyzed using the Neural Tangent Kernel (NTK).

We brie�y present these �ndings as summarized in [83]. We start by de�ning a training set

X train = f x i gP
i =1 with the target function f (x ). The network of output y(x ; � ) is trained by

minimizing the following loss function

L (� ) =
1
2

PX

i =1

jy(x i ; � ) � f (x i )j2;

using the gradient descent approach with a su�ciently small learning rate.
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Then, we de�ne the neural tangent kernel matrixK (t) at iteration t, where each element is

given by

K ij (t) =

*
@y(x i ; � (t))

@�
;
@y(x j ; � (t))

@�

+

; i; j = 1; : : : ; P:

Here, � (t) denotes the network parameters at iterationt, and � (0) the initialized parameters.

The NTK theory shows that for in�nitely wide networks and a su�ciently small learning

rate, the kernel K (t) does not change during the training and equalsK (0), which we will

denote asK � . Under some asymptotic assumptions, it is shown that the trained network at

instant t can be approximated by

y
�
X train ; � (t)

�
�

�
I � exp(� K � t)

�
f (X train );

where I is the identity matrix. Following that K � is a positive semi-de�nite matrix, and

considering its eigen-decompositionK � = QT � Q, we can write

QT
�

y
�
X train ; � (t)

�
� f (X train )

�

� � exp(� � t)QT f (X train ):

From the above equation, we conclude that the error projected on an eigenvector associated

with eigenvalue� , tends to decrease asexp(� �t ). Therefore, the network is biased to

learn the eigenvectors with the largest eigenvalues �rst. For FNNs, the eigenvectors

of the NTK corresponding to larger eigenvalues generally exhibit lower frequencies [50]. Thus,

we conclude that the lower frequencies are approximated faster than higher frequencies, which

explains the spectral bias.

Theoretical results of Xu, Zhang, Luo, Xiao, and Ma [82]

Consider a network with one hidden layer and atanh activation function. The input and

output layers of the neural network are considered to have a width equal to one. Since the

network is one-dimensional we denotex as the input andy(x; � ) as the output function. The

FNN de�ned in (2.13) can be written as

y = W 1� (W 0x + b0) + b1:

Let f (x) be the target function, then we de�ne the loss function as

L (� ) =
Z + 1

�1
jf (x) � y(x; � )j2 dx: (2.14)



24

De�ning the Fourier transforms of f (x) and y(x; � ) asf̂ (k) and ŷ(k; � ) then, since the Fourier

Transform is an isometry inL2(R), the loss function can be written as

L (� ) =
Z + 1

�1
q(k; � ) dk;

whereq(k; � ) = jf̂ (k) � ŷ(k; � )j2 is the loss at frequencyk.

Theorem 2.4.1. Let us consider a FNN with two layers and a hyperbolic tangent activation

function. Then for all k1 and k2 such thatjf̂ (k1)j > 0, jf̂ (k2)j > 0 and jk2j � j k1j, there exist

c > 0 and C > 0 such that for a su�ciently small � , we have

�

 (

W 0 :

�
�
�
�
�
@q(k1; � )

@�j

�
�
�
�
�
>

�
�
�
�
�
@q(k2; � )

@�j

�
�
�
�
�

8j

)

\ B �

!

� (B � )
> 1 � C exp(� c=�);

where B � � RN1 is the ball with radius � centered at the origin and� (�) is the Lebesgue

measure.

We observe that when� goes to zero, the right term tends to unity exponentially, hence so

does the ratio on the left. The left numerator measures the subset of weights included in

the ball B � for which the loss function is always more sensitive to low frequencies than high

frequencies. We therefore conclude that for su�ciently small weights, as constrained by� ,

the network will have di�culty learning the high frequencies. This con�rms the described

spectral bias, where low frequencies are observed to converge faster than high frequencies.

Although this theorem treats a special case of FNNs, these observations are also observed

for other FNNs.

2.4.2 Approximating High Frequency Functions

The approximation of high-frequency functions remains a challenge for neural networks,

therefore several researchers have proposed methods to better approximate the high frequen-

cies [35,51�53,85]. They presented either new architectures for the neural network or di�erent

activation functions. Hence, these remedies could also be used for the solution of partial dif-

ferential problems with high-frequency data. In the following, we will brie�y describe some

of these approaches.
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Fourier Feature Mapping

In order to approximate the low and high frequencies simultaneously, the authors in [51]

proposed the Fourier Feature Mapping for a one-dimensional inputx. Using classical feed-

forward neural networks, the inputx is directly fed to the neural network. However, in [51] it

was proposed to use a mapping
 into a higher dimensional space, with di�erent frequencies,

which will be fed into the network. Let ! M denote the vector ofM given wave numbers! m ,

m = 1; : : : ; M , that is ! M = [ ! 1; : : : ; ! M ]. The mapping 
 for x is provided by the vector of

size2M de�ned as:


 (x) =
h

cos(! M x); sin(! M x)
i
; (2.15)

where we have used the shorthand:

cos(! M x) =
h

cos(! 1x); cos(! 2x); : : : ; cos(! M x)
i
;

sin(! M x) =
h

sin(! 1x); sin(! 2x); : : : ; sin(! M x)
i
:

This approach can be readily extended to multi-dimensional inputx 2 Rd. This can be done

by considering the Fourier Feature Mapping for each coordinatex j and de�ning the input

layer as:

z0 = [ 
 (x1); : : : ; 
 (xd)]T :

Similarly, the Fourier Feature Mapping can be de�ned with a Gaussian distributionN (0; � 2),

where � is a hyper-parameter related to the frequencies to be introduced by the Fourier

Feature Mapping [87]. The Gaussian mapping can be given as:


 (x ) =
h

cos(2� x T B ); sin(2� x T B )
i
;

whereB 2 Rd� M is sampled fromN (0; � 2). Similar to before, the input of the feedforward

neural network will be given asz0 = 
 (x )T .

A detailed analysis with the Neural Tangent Kernel theory in [87] showed that the Fourier

Feature Mapping helps the network learn the high and low frequencies simultaneously.

Multi-Scale Neural Networks

The authors in [52,85] proposed to separate the �rst hidden layer inton parts. The i -th part

receives an inputix , hence we introduce the input variable on di�erent scales. Moreover,

they propose the use of an activation function with compact support. The reasoning is that

if an activation function with compact support is scaled by a factori , it would result in a
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scaled activation function with a frequency spectrumi times bigger than the original one.

An example of an activation function with compact support on[0; 1] is given by

sReLU(x) := ReLU(x)ReLU(1 � x):

Periodic Activation Function

Sitzmann et al. [53] proposed the use of periodic activation functions in order to repre-

sent signals with �ner details and to better approximate derivatives. They proposed the

use of a sine activation function while initializing the weights with a uniform distribution

U(�
q

6=Ni ;
q

6=Ni ). Moreover, they suggested multiplying the input of the neural network

by a factor, so that the initial layer would have a higher frequency. The factor is chosen by

a tuning method, although the authors found a factor of 30 to be convenient for all their

experiments. The objective of the scaling is similar to the scaling proposed in the multi-scale

neural network method.

2.5 Solution of Partial Di�erential Equations with Deep Learning

In the last few years, the solution of partial di�erential equations with deep learning has

shown some promising results [39�44, 88, 89]. The solution of di�erential equations using

deep learning was �rst introduced by [90] in 1998, underscoring the method's potential.

This resurgence of interest is motivated by the huge successes of deep learning in multiple

�elds, and the latest advancements in computational hardware. Additionally, deep learning

is a mesh-free method and could help to overcome the curse of dimensionality in partial

di�erential equations [91,92]. Another perceived advantage of deep learning for the solution

of PDEs also appears to be their relatively simple application, at least when compared to

the sophisticated mathematical theory underlying most traditional approximation methods.

In this section, we will present several deep learning approaches to approximate the solution

function to a partial di�erential equation or to learn the operators that describe the physical

problem.

2.5.1 Physics-Informed Neural Networks

In this section, we describe the Physics-Informed Neural Networks (PINNs) [39] that allow

the solution of partial di�erential equations. PINNs is a simple algorithm that can be ap-

plied to stochastic PDEs, fractional PDEs, etc. What makes this method attractive is its

simplicity, both conceptually and in terms of implementation. With minor changes, it can
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be applied to nonlinear PDEs, time-dependent PDEs, and di�erent types of boundary con-

ditions. Moreover, it is a mesh-free method, hence avoiding the complexity of building a

mesh for complicated geometries in high dimensions. We recall that meshing technology is

extremely complex and often a serious practical obstacle, e.g. isoparametric �nite element

methods.

Let 
 be an open domain inRd, with boundary @
 . We consider the following partial

di�erential equation

R
�
x ; u(x )

�
= 0; x 2 
 ;

with the boundary condition

B
�
x ; u(x )

�
= 0; on @
 :

HereB is a general operator that describes either a Dirichlet, Neumann, Robin, or any other

boundary condition. Moreover for time-dependent problems, by takingx1 the time variable,

we can include the initial conditions as a special boundary condition atx1 = 0.

The solution ~u(x ) to this problem is obtained by minimizing a loss function that combines

the L2 norm of the PDE residual and theL2 norm of the boundary conditions residual. The

loss function is given as

L (� ) := wr

Z



R

�
x ; ~u(x )

� 2
dx + wbc

Z

@

B

�
x ; ~u(x )

� 2
dx; (2.16)

wherewr and wbc are weights that need to be adjusted a priori. This loss is minimized over

a training set P which is subdivided into two sets,Pr � 
 and Pbc � @
 , wherePr denotes

the points in the domain andPbc denotes the boundary points. The discrete loss function

de�ned on the training set is

L (� ; P) =
wr

Pr

X

x 2P r

R
�
x ; ~u(x )

� 2
+

wbc

Pbc

X

x 2P bc

B
�
x ; ~u(x )

� 2
; (2.17)

wherePr and Pbc are the cardinal numbers ofPr and Pbc respectively. The loss function is

usually minimized by adjusting the parameters� with gradient-based methods, such as the

Adam optimizer [74] or the Broyden�Fletcher�Goldfarb�Shanno (BFGS) algorithm [93].

The choice of the weightswr and wbc is usually not straightforward and can have a great

impact on the convergence of the network toward the exact solution. Moreover, simultane-

ously minimizing all the terms in the loss function can sometimes be challenging. For simple

boundary conditions, this can be avoided by strongly imposing the boundary conditions [94].
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For Dirichlet boundary conditions, the trial function can be de�ned as

~u(x ) = b(x ) + g(x )zn+1 ; (2.18)

wherezn+1 is the network output, g(x ) is a function that vanishes on the boundary, andb(x )

is a function that satis�es the boundary condition. For example, considering a zero Dirichlet

boundary condition with 
 = [0 ; 1], the trial function is given by

~u(x) = x(1 � x)zn+1 :

For general domains, designing the functionsband g becomes impractical. Therefore, one can

de�ne each function with a di�erent neural network and train each independently. In [95],

it is proposed to calculateb(x ) with a neural network as an extension of the boundary

conditions and to independently calculateg(x ) with another neural network as a smooth

distance function from the boundary. For strongly imposed boundary conditions problems,

the loss function (2.16) becomes

L (� ) =
Z



R

�
x ; ~u(x )

� 2
dx:

2.5.2 Weak Formulation Approaches

In many cases, the lack of regularity in the solutionu makes it challenging to solve the

initial and boundary-value problems with the strong formulation as presented with physics-

informed neural networks. Thus, one should consider solving the problem with a weak (or

variational) formulation which reduces the smoothness requirement of the solution and the

data. Therefore, several methods [40, 46�48, 96, 97] have been presented to incorporate the

weak formulation with the deep learning solutions. Consider the Hilbert spacesU and V,

the weak problem is giving as: Findu 2 U such that:

hR(u); vi V � ;V = B(u; v) � F (v) = 0 8v 2 V; (2.19)

where V � is the dual space ofV. In the following, we will introduce some of the weak

formulation approaches. For these methods, we consider a Dirichlet boundary condition that

is strongly imposed.

DRM The Deep Ritz Method (DRM) was proposed in [40] to approximate the solution

for symmetric and positive-de�nite bilinear formsB, whereU = V. We start by de�ning the



29

energy functional

J (v) =
1
2

B(v; v) � F (v):

It is shown in [66] that problem (2.19) is equivalent to the following minimization problem

u = arg min
v2 U

J (v):

Similar to the PINNs, the solution u can be approximated using a neural network by min-

imizing the Monte Carlo approximation of the energy functionalJ (~u) over a training set.

However, it was shown in [98] that the DRM is prone to quadrature errors when minimizing

the discrete energy functional. To explain this, we consider the one-dimensional Poisson

problem. The approximated energy functional on the training set is given as

J (~u) =
X

x2P r

"
1
2

@x ~u(x)2 � f (x)~u(x)

#

: (2.20)

It was observed in [98] that when trying to minimize this functional, the network is prone

to generating large gradients at locations between the training data points. These large

gradients are not captured by the �rst term in (2.20) because this term only accounts for

gradients occurring directly at the training points. However, these gradients signi�cantly

increase the magnitude of the second term within the equation. This leads to the discrete

energy functional tending to minus in�nity, while the continuous one tends to plus in�nity.

Therefore, the network approaches a discontinuous solution away from the exact solution.

Finally, while training with DRM one should always adapt the training set as described

in [98] to avoid large quadrature errors.

VPINNs The variational physics-informed neural networks, introduced in [46], approxi-

mate the solution by penalizing the weak formulation as given in (2.19). We start by con-

structing a discrete �nite dimensional spaceVK , de�ned as:

VK = spanf vk : k = 1; : : : ; K g:

Always considering a network that strongly veri�es the boundary conditions, the solution

can be approximated by minimizing

L (� ) =
1
K

KX

k=1

jB (~u; vk) � F (vk)j2:
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Here the test functionsvk can be chosen as trigonometric functions or polynomial functions.

We note that if we take vk(x) = � (x � xk), where� is the Dirac delta distribution, then the

problem is similar to the classical PINNs. A main challenge for VPINNs is that for each test

function, one needs to numerically compute the integral in the loss function.

WANs Solving the weak formulation often demands a suitable choice for the test functions

which usually vastly a�ect the approximate solution. In order to avoid this, the authors

in [47] introduced the weak adversarial networks (WANs). The operator norm of the residual

induced from theL2 norm is de�ned by

kR(u)kop := sup
v2 V;v6=0

hR(u); vi V � ;V

kvkL 2
:

Hence, the solution can be approximated with the following min-max problem

min
u2 U

max
v2 V

jB (u; v) � F (v)j2

kvk2
L 2

:

In this approach, the functionsu and v are each approximated with a neural network, and

the training is done similarly to a generative adversarial network approach [99].

D 2RMs It was shown in [48] that when using the WANs the operator mapping each trial

function ~u 2 U to its unitary test maximizer is not Lipschitz continuous when~u approaches

the exact solutionu. To overcome this limitation, the authors in [48], introduced the deep

double Ritz method (D2RM), where the test function is sought as an approximation of the

optimal test function [100]. First, we de�ne thetrial-to-test operator T : U ! V, where the

images of the trial functions are the optimal test functions. The approach is formulated as a

nested double-loop Ritz minimization, where one aims to simultaneously minimize:

min
u2 U

1
2

k� u(u)k2
V � F

�
� (u)

�
; and min

� u 2 M

1
2

k� u(u)k2
V � B

�
u; � u(u)

�
:

In this approach u and � u are approximated with two separate neural networks. We note

here that � u only approximatesT in the vicinity of u, hence for� u(w) can be far fromTw

when w is not in the vicinity of u.
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CPINNs Similar to the WAN, another min-max approach was suggested in competitive

physics-informed neural networks (CPINNs) [97] as

max
v2 V

min
u2 U

B(u; v) � F (v):

In this work, the minimization is achieved using the adaptive competitive gradient descent

(ACGD) method [101], which is a variant of competitive gradient descent (CGD) [102] with

RMSProp-type heuristic. We note here that ACGD uses the Hessian to solve the linear

system de�ning the CGD update. This makes it considerably more expensive than simply

using Adam.

Galerkin Neural Networks The solution of PDEs using deep learning approach, exhibits

di�culties in controlling and reducing the errors in the same manner as traditional discretiza-

tion techniques. The authors in [103] proposed a novel approach to control the error in the

case of symmetric and positive-de�nite variational equations. We will brie�y discuss this

approach here and refer the readers to [103,104] for in-depth details and numerical examples.

We start by approximating an initial solution ~u0 using deep learning. In order to correct the

error of the initial solution, the network ~u1 2 ~V is de�ned, where ~V is the function space of

the neural network. Then the network is trained to maximize the PDE residual, such as

~u1 = arg max
~v2 ~V

B(~u0; ~v) � F (~v):

It is shown in [103], that ~u1 is an approximation of the normalized erroru � ~u0. Therefore,

the updated solution can be computed using the basisf ~u0; ~u1g, by solving the corresponding

linear system. This process can be repeated iteratively to construct basis functions from

a sequence of neural networks to generate a �nite-dimensional subspace, in which we ap-

proximate the corrected solution. It was numerically shown that the use of this sequential

approach has led to a substantial reduction in errors, enhancing the overall accuracy.

In this approach, the authors used a sequence of neural networks to construct basis functions

to generate a �nite-dimensional subspace, in which the solution to the variational problem is

then approximated. In the same vein, we will introduce in Chapter 5 the multi-level neural

networks, where we sequentially reduce the residual error with a new network. Our approach

is more general since we do not need to have a symmetric variational problem. Similar

approaches, where a series of networks are sequentially trained for accurate approximations

are currently explored in the literature [105,106].
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2.5.3 Numerical Comparison for Poisson Problem

In this section, we will compare several deep learning approaches on the same simple Poisson

problem. Given a functionf (x) we want to �nd the solution u(x), for all x 2 [0; 1], satisfying

� @xx u(x) = f (x) 8x 2 (0; 1);

with the following Dirichlet boundary conditions

u(0) = u(1) = 0 :

The source termf (x) is chosen such that the exact solution is given asu(x) = x sin(k�x ).

The boundary conditions are strongly imposed with the trial function given by Eq. (2.18)

with g(x) = x(1 � x) and b(x) = 0 .

We will compare the solutions obtained with PINNs, DRM, WANs, and CPINNs. We con-

sider a network of two hidden layers of width 20 for the network approximating the solution

u for all the methods. For the weak adversarial networks, the test function is approximated

with a network of width 20 and two hidden layers, while that of the CPINNs is approximated

by a network of width 60 and 6 hidden layers. For all the methods we will consider 1000

uniform collocation points.

Case with k = 1 For this case, the PINNs and DRM are trained using Adam with a

learning rate 10� 2 with a scheduler, i.e. the learning rate is multiplied by 0.3 every 2500

epochs. For the WANs, the training is also done with Adam for both networks with a learning

rate 10� 3, where each minimization iteration is followed by 4 maximization iterations, for

stability purposes. Finally, the CPINNs are trained with the ACGD optimizer with learning

rate 10� 2.

In these examples, the number of epochs is chosen such that the training time is similar to all

methods. We present in Figure 2.1 the evolution of theL2 and H 1 errors during the training

for each method. We observe fork = 1 that all methods converge to an acceptable solution.

However, the errors with the WAN and DRM are much larger than those obtained with the

PINNs and CPINNs.

Case with k = 3 We consider the same hyper-parameters as before with smaller learning

rates. For PINNs and DRM the initial learning rate is set to10� 3, for WANs it is set to

5� 10� 4 and �nally for CPINNs the learning rate is 10� 2. For a higher frequency solution, we

observe that WANs exhibit more di�culty in reducing the errors. Using the weak adversarial
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Figure 2.1 Comparison of the errors in theL2 and H 1 norms for di�erent deep learning
approaches for solving the Poisson problem withk = 1.

networks, the L2 error at the end of the training is around3 � 10� 3 and the H 1 error is

around 3 � 10� 2. Moreover, we observe that the best solution is obtained using the PINNs.

We note here that the observations obtained are only for two cases. Additional numerical

experiments are needed for a better comparison and understanding of these deep learning

approaches. In our experience, the results are nonetheless indicative of what we observed for

Poisson problems with di�erent functionsf and boundary conditions.

2.5.4 Operator Approximation

In this section, we discuss the approximation of the operator that maps some input pa-

rameters to the solution of initial and boundary-value problems. Using deep learning to

approximate these operators o�ers a signi�cant advantage since it requires learning the op-

erator only once for a family of parameters. If the operator generalizes well in the vicinity

of the trained parameters, then new solutions can be obtained with a single forward pass,

which is typically numerically inexpensive, although the initial training of the operator may

be expensive. Several architectures and approaches have been suggested in the literature

to approximate linear and non-linear operators. In [42], the authors propose deep operator

networks (DeepONets), consisting of an architecture with two networks. One network takes

the input parameters as inputs, and the second one takes the time and space coordinates as

inputs, and the operator is approximated as a dot product of the outputs of the two networks.

The authors in [107] incorporated the physics-informed loss with the DeepONets architecture.

This approach will be presented in detail in the next paragraph. In [108], linear operators
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Figure 2.2 Comparison of the errors in theL2 and H 1 norms for di�erent deep learning
approaches solving the Poisson problem withk = 1.

are approximated by learning the Green's function with a rational neural network [109] in

a data-based approach. Also inspired by the Green's function, the graph neural operator is

introduced in [44], where the operator is learned with a graph kernel network. Additionally,

the Fourier neural operators approach is proposed in [43] by learning the solution considering

the spatial and frequency domains (using the Fast Fourier Transform) of the input function.

In this approach, the input function is discretized on an equidistant mesh and mapped to

the discretized solution on the same equidistant mesh. In [110], the Fourier neural opera-

tor approach is extended to handle complex geometries, and input and output functions on

di�erent domains.

Physics-Informed Deep Operator Networks

The deep operator networks approach was �rst introduced in [42] to approximate non-linear

operators with deep learning. They presented DeepONets as a data-based approach, which

makes it impractical when gathering data is expensive. The architecture of DeepONets is

inspired by the universal approximation theorem for operators presented in [111]. In the

following, we present the physics-informed DeepONets [107], which extends the DeepONets

to a physics-based approach.

Given Banach spacesU and S, the goal is to learn the operatorQ that maps an input

function s 2 S to the problem solution u 2 U. The input function here can represent any

parameter of the initial and boundary-value problem, such as the boundary condition, initial

condition, domain properties, etc. We de�ne the input vectors as a discretization of the
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input function s over a collection of pointsf x i gm
i =1 , known as sensors. We note that the

sensor points will be �xed during both the training and the testing of the network. Then the

operator is approximated as

Q̂(s)(x ) =
qX

k=1

bk

�
s

�
tk(x ); (2.21)

where f bkgq
k=1 is the output of the branch network that takess as an input and f tkgq

k=1 is

the output of the trunk network that takes x as input. The value ofq is the width of the

output layer of the branch and the trunk networks.

In physics-informed DeepONets, the network is trained by penalizing the residuals associated

with the governing partial di�erential equation and the boundary conditions for a family of

N input functions f s(i )gN
i =1 . The loss function in this case reads:

L (� ) =
1
N

NX

i =1

"

wr

Z



R

�
x ; Q̂(s(i ))(x )

� 2
dx + wbc

Z

@

B

�
x ; Q̂(s(i ))(x )

� 2
dx

#

:

2.5.5 Loss function weight balance

The physics-informed loss function usually incorporates multiple loss terms, including the

PDE residual term and terms for the initial and boundary conditions. Let us consider the

discrete physics-informed loss function

L (� ) = wr L r (� ) + wbcL bc(� );

whereL r and L bc, are de�ned as

L r (� ) =
1
Pr

X

x 2P r

R
�
x ; ~u(x )

� 2
and L bc(� ) =

1
Pbc

X

x 2P bc

B
�
x ; ~u(x )

� 2
:

It is noteworthy that, contrary to the work in [112] where the summation is divided by 2, here

we divide the summation by the size of the sets. This adjustment leads to slightly di�erent

NTK (Neural Tangent Kernel) matrices, a di�erence we will elaborate on later.

The components of the loss function often vary signi�cantly in magnitude. For instance,

in scenarios involving high-frequency solutions, the PDE loss term can be substantially

larger than those associated with the boundary conditions. Consequently, selecting appro-

priate weights, wbc and wr , is essential for e�ectively learning the solution of the initial

and boundary-value problems. Adequate choice of these weights ensures simultaneous min-

imization of all loss terms, preventing the dominance of any single term over the others. In

practice, these weights can be assigned manually as hyper-parameters, however searching for
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the optimal combination can be time-consuming, especially if the number of terms in the loss

function is large. Therefore, several methods have been proposed in the literature [112�114]

that allow automatic updates of the weights during the training.

Gradient Balancing Approach: The authors in [113], proposed an approach where the

weights were assigned in a way to balance the gradients of each loss component. They started

by showing that the gradient of the PDE loss usually dominates. Therefore, they setwr to

unity and computed the other weights according to

ŵbc =
max� jr � L r (� )j

jr � L bc(� )j
;

where jr � L bc(� )j is the average ofjr � L bc(� )j. The authors proposed updating the weight

using a moving average approach

wbc = (1 � � )wbc + � ŵbc;

where they suggested the use of� = 0:1. The update can be done at each iteration or every

100 or 1000 iterations to reduce the computational costs. However, we have found that this

method exhibits a lot of oscillations in the updated weights.

NTK Approach: An alternative approach to update the weights was proposed in [112].

This approach is based on the NTK approach described in Section 2.4.1. We start by de�ning

the NTK matrices, at iteration t, corresponding toL bc and L r as

K bc(t) =
2

Pbc

"*
@u(x bc;i; � (t))

@�
;
@u(x bc;j ; � (t))

@�

+#

;

K r (t) =
2
Pr

"*
@R(u)(x r;i ; � (t))

@�
;
@R(u)(x r;j ; � (t))

@�

+#

:
(2.22)

Here the training setPr is given asf x r;i gPr
i =1 and the boundary conditions training setPbc

is given asf x bc;ig
Pbc
i =1 . We note that the NTK matrices do not include the factors2=Pbc and

2=Pr in [112], since they de�nedL bc and L bc di�erently as mentioned earlier. Subsequently,

the proposed weights are
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ŵbc =
Tr

�
K bc(t)

�
+ Tr

�
K r (t)

�

Tr
�
K bc(t)

� ;

ŵr =
Tr

�
K bc(t)

�
+ Tr

�
K r (t)

�

Tr
�
K r (t)

� :

(2.23)

Here, Tr( K ) is the trace of the matrix K . Similar to the previous approach, the weights

wbc and wr can be updated using a moving average. In practice, we need only to compute

the elements on the diagonal of the NTK matrices to compute the updated weights. This

approach is more computationally expensive than the previous one, but the weights are more

stable during the training. The reason for this is that the NTK matrices (2.22) slowly vary

during the training. As discussed in Section 2.4.1, for very large matrices and a su�ciently

small learning rate the NTK matrices are essentially constant.



38

CHAPTER 3 OPTIMAL ERROR ANALYSIS OF THE SPECTRAL

ELEMENT METHOD FOR THE 2D HOMOGENEOUS WAVE EQUATION

In this chapter we present our paper on �Optimal error analysis of the spectral element

method for the 2D homogeneous wave equation� [54] published in the journal Computers &

Mathematics with Applications in 2022. This research was conducted in collaboration with

Régis Cottereau, Marc Laforest, and Serge Prudhomme. We theoretically derived optimal a

priori error bounds for the solution of the2D homogeneous wave equation obtained by the

Gauss-Lobatto-Legendre spectral element method. The approximation error inH 1 norm is

demonstrated to be of orderO(hp) with respect to the element sizeh and of orderO(p� q)

with respect to the degreep, whereq is the spatial regularity of the solution. This research

not only advances previous estimates in theL2 norm, particularly with respect to h but also

o�ers a clearer understanding of the strengths and constraints of applying spectral element

methods to solve the homogeneous wave equation. Furthermore, it lays the groundwork

for extending this methodology to heterogeneous domains, opening new avenues for future

investigations.

3.1 Introduction

The accurate solution of the acoustic wave equation has been of great importance in many

�elds of science and engineering. The spectral element method (SEM), �rst introduced by

Patera [12] for �uid dynamics applications, is now widely considered as one of the most

e�cient methods in computational seismology [13�20]. The method has many similarities

with the h-p �nite element method, the main di�erences being in the choice of the bases

and of the quadrature rules for the computation of the integrals [58,115�117]. In particular,

the Gauss-Lobatto-Legendre (GLL) nodes can be used to construct the Lagrange polynomial

shape functions and the GLL quadrature can be employed to approximate the integrals

appearing in the weak formulation. These two features induce a diagonal mass matrix, which

makes the approach very e�ective when combined with explicit schemes that are typically

used in large-scale parallel computations. Although implementations of SEM on triangles and

tetrahedra are possible [118], most implementations use quadrilaterals and hexahedra in order

to take advantage of their tensorial structure for faster matrix-vector products [119]. The

SEM is now the basis of many High Performance Computing software packages [120�123] and

is being run on the largest computers in the world up to date [124]. Moreover, it is at the core

of exascale initiatives such as the one established by the European Union Center of Excellence
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for Solid Earth [125]. Maday and Rønquist [126] conducted the error analysis of the GLL-

SEM for the di�usion equation with non-constant coe�cients, where they derived the error

bound as a function of the polynomial degreep. The h-p analysis for the homogeneous

acoustic wave equation of the GLL-SEM was carried out in theL2 norm in Zampieri and

Pavarino [26] and Rong and Xu [25]. Oliveira and Leite [24] extended these results to the

heterogeneous case. Duru�e, Grob, and Joly [27] obtained an error bound in theH 1 norm

for non-a�ne elements. The authors in [24�26] treated the fully discretized problem, where

the time discretization is based on Newmark schemes, while the authors in [27] restricted the

study to the semi-discretized problem. The numerical experiments for the fully discretized

problem shown in [24�26] suggest that theL2 error bounds that they established are not

optimal in h.

The main result of the paper is an optimal error analysis in theH 1 norm in space for the

fully discretized wave equation using GLL-SEM. The new error estimates improve on past

results by considering theH 1 norm for the fully discretized problem and by obtaining optimal

rates of convergence inh and p, which coincide with those observed numerically. The use

of the GLL quadrature in GLL-SEM produces integrals that are under-integrated, which

might introduce a quadrature error that could potentially a�ect the rates of convergence.

However, our results con�rm that the convergence rates do not su�er from under-integration

when solving the homogeneous wave equation. The e�ectiveness of the method is therefore

not compromised. For the sake of simplicity, the present study solely focuses on the 2D

homogeneous acoustic wave equation with homogeneous Dirichlet boundary conditions but

could be extended to more complex cases. The wave equation is integrated in time here

by the leap-frog method, which is a second-order accurate Newmark scheme. We establish

in particular two error bounds in the H 1 norm: the h-p version expressed in terms of the

element sizeh, the polynomial degreep, the time step � t, and the regularity of the solution

and data, and theh version given with respect to the same parameters as before except for

the polynomial degreep. We also present several numerical examples using smooth and non

smooth solutions to con�rm our theoretical results. We have deliberately chosen to follow

the same structure for the presentation of the analysis as the one found in [24] since we will

be using some of their preliminary results.

The outline of the paper is as follows: Section 3.2 introduces the strong and weak formulations

of the homogeneous wave equation problem. The spatial discretization of the problem by

the spectral element method based on the GLL quadrature is described in Section 3.3. In

Section 3.4, we present some preliminary results that will be useful for the derivation of the

a priori error estimates in theH 1 norm provided in Section 3.5. The numerical experiments

are described in Section 3.6 and are followed by conclusions and perspectives in Section 3.7.
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3.2 Model Problem and Notations

The purpose of this section is to review the strong and weak formulation of the linear wave

equation. A more thorough treatment can be found in Cohen's textbook [28].

Let 
 be an open, convex, polygonal domain inR2, with a piecewise smooth boundary

@
 . The homogeneous acoustic wave equation subjected to Dirichlet boundary conditions is:

given f (x ; t), u0(x ), u1(x ) and T > 0 �nd u(x ; t), such that

@2u
@t2

(x ; t) � � u(x ; t) = f (x ; t); 8(x ; t) 2 
 � (0; T); (3.1)

with the initial conditions

u(x ; 0) = u0(x );
@u
@t

(x ; 0) = u1(x ); 8x 2 
 ; (3.2)

and boundary conditions

u(x ; t) = 0 ; 8(x ; t) 2 @
 � (0; T): (3.3)

In order to de�ne the variational problem, we consider the Hilbert spaceL2(
) equipped

with the inner product and norm

(u; v) =
Z



u(x ) v(x ) dx ; kuk0 = ( u; u)1=2:

Given a non-negative integers, we recall the Hilbert space

H s(
) =
�

u 2 L2(
);
@j � ju
@x �

2 L2(
) ; � 2 N2; j� j � s
�

;

equipped with the norm

kuks =

0

@
X

j � j� s












@j � ju
@x �












2

0

1

A

1=2

:

Let uj@
 be the trace ofu on @
 [59]. We de�ne the closed subspaceV of H 1(
)

V := H 1
0 (
) =

�

u 2 H 1(
); uj@
 = 0
�

:

Poincaré's inequality implies that the symmetric and continuous bilinear form

a(u; v) = ( r u; r v) (3.4)
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de�nes a norm overV that is equivalent to k�k1. We also introduce the spaceL2(0; T; H s(
))

that consists of all functionsu : (0; T) ! H s(
) with norm

kukL 2 (H s ) =

 Z T

0
ku(t)k2

s dt

! 1=2

:

Let u(l ) = @lu=@tl . We also de�ne the spaceCm (0; T; H s(
)) of all functions u(x ; t) such

that the map u(l ) : (0; T) ! H s(
) is continuous for all0 � l � m and

kukCm (H s ) = max
0� l � m

 

sup
0� t � T

ku(l )(t)ks

!

< 1 : (3.5)

Under the assumptionsf 2 L2(0; T; L2(
)) , u0 2 V, and u1 2 L2(
) , a variational formula-

tion of Problem (3.1) can be stated as:

Find u : (0; T) ! V , such that u(x ; 0) = u0(x ),
@u
@t

(x ; 0) = u1(x ); 8x 2 
 , and
 

@2u
@t2

; v

!

+ a(u; v) = ( f; v ); 8v 2 V:
(3.6)

As demonstrated in [60], the fact thata(�; �) is a symmetric, continuous, and coercive bilinear

form implies that Problem (3.6) has a unique solutionu 2 C0(0; T; V) \ C1
�
0; T; L2(
)

�
,

satisfying the following stability estimate












@u
@t

(t)












2

0

+ a(u(t); u(t)) � k u1k2
0 + a(u0; u0) +

Z t

0
kf (� )k2

0 d�; 8t 2 [0; T]:

3.3 The Spectral Element Method

In this section, we describe the discretization of the wave equation by the spectral element

method using here the Gauss-Lobatto-Legendre points (GLL-SEM). Hence, GLL-SEM dis-

tinguishes itself from other �nite element methods because the degrees of freedom are borne

by the nodes of the GLL quadrature, and the spatial integrals in the variational formulation

are evaluated using that GLL quadrature. This naturally leads to a diagonal mass matrix.

Assume that for eachh > 0, we have a regular, quasi-uniform triangulationTh of the closure
�
 such that the largest diameter of the subdomainsK 2 Th is bounded above byh; see [66]

for details. Furthermore, assume that each subdomainK 2 Th of a triangulation can be

characterized by an a�ne bijective mapping FK : cK ! K such that K = FK ( cK ) where
cK = [ � 1; 1] � [� 1; 1] is referred to as the reference element. For each positive integerp, let
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Qp(K ) be the space of polynomials of degree at mostp in each variable over the subdomain

K . If H denotes the couple(h; p), we then de�ne the space of piecewise polynomial functions

as

VH =
�

� 2 C( �
) : � jK 2 Q p(K ); 8K 2 Th; � = 0 on @

�

: (3.7)

Integrals appearing in the weak form will be estimated using the tensor product of the1D GLL

quadrature. Over [� 1; 1], the nodes of the GLL quadrature are the two end points� 0 = � 1

and � p = 1 as well as thep � 1 roots of the derivatives of the Legendre polynomials [127],

denoted by f � i gi =1 ;:::;p� 1. The weights ! i associated with the nodes� i can be selected to

recover a quadrature that will be exact for all polynomials of degree less than or equal to

2p � 1. In 2D, the GLL quadrature of f over cK will be

I GLL
bK f =

pX

i;j =0

! i ! j f (� i ; � j ):

Again, this quadrature is exact for allf 2 Q 2p� 1( cK ). For a function f : 
 ! R, the GLL

quadrature can be extended by mapping the GLL nodes to each subdomainK 2 Th as

x K
i;j = FK (� i ; � j ) and computing

I GLL
H f =

X

K 2T h

pX

i;j =0

! i ! j f
�
x K

i;j

�
JK

�
x K

i;j

�
;

where JK is the determinant of the Jacobian ofFK . We note that the numbering of the

vertices in the reference element and each elementK is taken counterclockwise so that the

determinant JK is always positive.

Critical to the de�nition of the spectral element method are the discrete inner product

(�;  )H = I GLL
H � (3.8)

and the discrete analogue of (3.4) de�ned as

aH (�;  ) = ( r �; r  )H = I GLL
H r � � r  : (3.9)

The discrete inner product induces the discrete norm

kukH = ( u; u)1=2
H ;

which is a well de�ned norm overVH , since it is equivalent to the usualL2 norm over VH
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as we will see later in Lemma 3.4.1. We also note that if� jK and  jK 2 Q p(K ), then

r � jK � r  jK 2 Q 2p(K ) and aH (�;  ) is not equal to a(�;  ). As mentioned earlier, an

important advantage of SEM is mass-lumping. This is achieved by de�ning the degrees of

freedom onQp( cK ) in terms of the GLL points, i.e.

b� =
�

�̂ i;j : Qp( cK ) ! R; i; j = 0; : : : ; p; �̂ i;j (bv) = bv(� i ; � j ); 8bv 2 Q p( cK )
�

:

The spectral element discretization problem is then de�ned as:

Find uH (t) 2 VH , for all t 2 [0; T], such that:
 

@2uH

@t2
; vH

!

H

+ aH

�
uH ; vH

�
=

�
f; v H

�

H
; 8vH 2 VH ; 8t 2 (0; T) (3.10a)

�
uH (0); vH

�

H
=

�
u0; vH

�

H
; 8vH 2 VH ; (3.10b)

 
@uH
@t

(0); vH

!

H

=
�
u1; vH

�

H
; 8vH 2 VH : (3.10c)

We now discretize the above problem with respect to time. We partition the time domain
[0; T] into NT uniform subintervals of size� t = T=NT and approximate the semi-discrete
Problem (3.10) by the leap-frog scheme. We thus obtain the fully discrete problem:

Find un
H 2 VH , for n = 0 ; : : : ; NT , such that:

�
� 2un

H ; vH
�

H + aH
�
un

H ; vH
�

=
�
f (tn ); vH

�
H ; 8vH 2 VH ; n = 1 ; : : : ; NT � 1 (3.11a)

�
u0

H ; vH
�

H =
�
u0; vH

�
H ; 8vH 2 VH ; (3.11b)

�
z0

H ; vH
�

H =
�
u1; vH

�
H ; 8vH 2 VH ; (3.11c)

2
� t2

�
u1

H � u0
H � � tz0

H ; vH
�

H + aH
�
u0

H ; vH
�

=
�
f (t0); vH

�
H ; 8vH 2 VH ; (3.11d)

where� 2 represents the central �nite di�erence operator

� 2un
H =

un+1
H � 2un

H + un� 1
H

� t2
:

Finally, the restrictions of the inner products(�; �) and (�; �)H to an elementK are denoted

by (�; �)K and (�; �)H ;K , respectively, and similarly, the restricted norms will be written as

k � kK , k � ks;K , and k � kH ;K . We also introduce the broken Sobolev space associated with a

triangulation Th of �


H s(
 ; Th) =
n
v 2 L2(
); vjK 2 H s(K ); 8K 2 Th

o
;



44

wherevjK is the restriction of v to K , equipped with the norm

kvks;Th =

 
X

K 2T h

kvk2
s;K

! 1=2

:

Similar to (3.5) we de�ne the norm of the spaceCm (0; T; H s(
 ; Th)) as

kukCm (H s (Th )) = max
0� l � m

 

sup
0� t � T

ku(l )(t)ks;Th

!

:

A complete discussion of broken Sobolev spaces can be found in [69], but for our purposes

it su�ces to observe that H s(
 ; Th) is a Hilbert space and thatH s(
) � H s(
 ; Th). In the

same vein, we will also be using the �nite-dimensional broken space

VH ;Th =
�

� 2 L2(
) : � jK 2 Q p(K ); 8K 2 Th; � = 0 on @

�

: (3.12)

3.4 Interpolation and Projection Estimates

We present in this section some preliminary results for the spectral element method and the

h and h-p versions of the �nite element method, including interpolation and projection error

estimates, that will be needed for the derivation of the a priori error estimates of Section 3.5.

The results presented in this section either are identical or include slight improvements to

those found in [24�26]. When identical, the proofs can be found in the references given for

each result. In the remainder of the paper, we will considerC and Cp as generic positive

constants such thatC is independent ofh and p, while Cp is independent ofh but may

depend onp. These constants may nonetheless depend on the regularity and quasi-uniformity

of the underlying family of triangulations fT hgh> 0. Moreover, we emphasize here that the

parameters will always be chosen as a non-negative integer in the remainder of the paper.

Lemma 3.4.1 ( [67], Lemma 3.2). The L2 norm k � k0 and the discrete normk � kH are

equivalent inVH ;Th , i.e. there existsC > 0 such that

kvk0 � k vkH � Ckvk0; 8v 2 VH ;Th :

From this lemma, we can deduce the coercivity ofaH over VH . The previous estimate shows

that kr vH k2
0 � kr vH k2

H = aH (vH ; vH ) while Poincaré's inequality implies the existence of a

constant C such that

CkvH k2
1 � aH (vH ; vH ); 8vH 2 VH : (3.13)
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De�nition 3.4.1 (Interpolation Operator). For a positive integerp, the GLL interpola-

tion operator I h;p : C(
) ! VH is uniquely de�ned such that, forv 2 C(
) ,

�
I h;pv

�
(x K

i;j ) = v(x K
i;j ); 8i; j = 0; : : : ; p;

where the pointsx K
i;j are the images of the GLL points byFK . This operator can be restricted

to a single elementK 2 Th, say I K
h;p : C(K ) ! Q p(K ), such that, for v 2 C(K ),

�
I K

h;pv
�
(x K

i;j ) = v(x K
i;j ); 8i; j = 0; : : : ; p:

Remark 3.4.1. Assuming thatu0 2 V \ C(
) and u1 2 L2(
) \ C(
) so that their inter-

polants are well-de�ned, then the de�nition of the inner product(�; �)H makes it clear that the

functions u0
H and z0

H in (3.11b) and (3.11c) actually satisfyu0
H = I h;pu0 and z0

H = I h;pu1.

Lemma 3.4.2 ( [24], Lemma 3.3). Consider an integers � 2. Then there exists a constant

C such that for q = 0 or 1, we have

kv � I h;pvkq � C
hmin( p+1 ;s)� q

ps� q
kvks;Th ; 8 v 2 H s(
 ; Th) \ H 1(
) :

The next lemma improves the termp1� s in Lemma 3.4 of [24] to a termp� s. Although the

improvement was �rst described in [25] for the usual Sobolev spaces, we extend it here for

broken Sobolev spaces, as we will need it, and include its proof for the sake of completeness.

Lemma 3.4.3. Let s � 2 and p � 2. If v 2 H s(
 ; Th) and vH 2 VH ;Th , then

(v; vH ) � (v; vH )H � C
hmin( p;s)

ps
kvks;Th kvH k0:

Proof. From the de�nition of the interpolant I K
h;p, we have

(v; vH )H ;K = ( I K
h;pv; vH )H ;K :

Since the GLL quadrature is of precision2p � 1, we also get

(I K
h;p� 1v; vH )H ;K = ( I K

h;p� 1v; vH )K :
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Using the results above and Lemma 3.4.1, we have

(v; vH )K � (v; vH )H ;K = ( v; vH )K � (I K
h;p� 1v; vH )K + ( I K

h;p� 1v; vH )H ;K � (I K
h;pv; vH )H ;K

= ( v � I K
h;p� 1v; vH )K + ( I K

h;p� 1v � I K
h;pv; vH )H ;K

� k v � I K
h;p� 1vk0;K kvH k0;K + kI K

h;p� 1v � I K
h;pvkH ;K kvH kH ;K

� k v � I K
h;p� 1vk0;K kvH k0;K + CkI K

h;p� 1v � I K
h;pvk0;K kvH k0;K :

(3.14)

Using the triangle inequality, one obtains

kI K
h;p� 1v � I K

h;pvk0;K = kI K
h;p� 1v � v + v � I K

h;pvk0;K � k v � I K
h;p� 1vk0;K + kv � I K

h;pvk0;K ;

so that

(v; vH )K � (v; vH )H ;K � C
�
kv � I K

h;p� 1vk0;K + kv � I K
h;pvk0;K

�
kvH k0;K : (3.15)

Since Lemma 3.4.2 can be restricted to a single elementK with the local interpolation

operator I K
h;p, then its application to the above equation implies

(v; vH )K � (v; vH )H ;K � C
hmin( p;s)

(p � 1)s
kvks;K kvH k0

and summing the above equation for allK 2 Th completes the proof sincep=(p � 1) � 2 for

p � 2.

Lemma 3.4.4 ( [24], Lemma 3.6). There exists a positive constantCa independent ofh and

p such that

aH (vH ; vH ) � Cah� 2p4kvH k2
H ; 8 vH 2 VH :

In Section 3.5, we will discuss the relation of that constantCa with the stability of the scheme.

De�nition 3.4.2 (Projection Operator). The projection operator� H : V ! VH associates

with eachv 2 V the solution � H v to the problem:

Find � H v 2 VH such that: aH (� H v; vH ) = a(v; vH ); 8vH 2 VH :

The next result presents the error bound onv � � H v. It was established in [26] and [25] for

the usual Sobolev spaces, and is extended here for the broken Sobolev spaces.
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Lemma 3.4.5. Suppose thats � 2 and p � 2. Then there exists a constantC such that

kv � � H vk1 � C
hmin( p;s)� 1

ps� 1
kvks;Th ; 8 v 2 H s(
 ; Th) \ H 1(
) :

Proof. We reproduce the proof of Lemma 1 of [26] while extending it to the broken Sobolev

spaces. For anyvH 2 VH , the triangle inequality leads to

kv � � H vk1 � k v � vH k1 + k� H v � vH k1: (3.16)

Let wH = � H v � vH . We show that the term kwH k1 can be bounded using the ellipticity of

aH and the de�nition of the projection � H , that is,

CkwH k2
1 = Ck� H v � vH k2

1 � aH (� H v � vH ; wH )

= a(v; wH ) � aH (vH ; wH )

= a(v; wH ) � a(vH ; wH ) + a(vH ; wH ) � aH (vH ; wH )

= a(v � vH ; wH ) +
h
a(vH ; wH ) � aH (vH ; wH )

i

� k v � vH k1kwH k1 +
h
a(vH ; wH ) � aH (vH ; wH )

i
;

which yields

Ck� H v � vH k1 � k v � vH k1 + sup
zH 2 VH

a(vH ; zH ) � aH (vH ; zH )
kzH k1

:

Injecting the bound onkwH k1 = k� H v � vH k1 into (3.16) gives

kv � � H vk1 � C

"

kv � vH k1 + sup
zH 2 VH

a(vH ; zH ) � aH (vH ; zH )
kzH k1

#

: (3.17)

If we take vH = I h;p� 1v, the last term in (3.17) vanishes sincer vH � r zH is a polynomial of

degree2p� 1. Then, using Lemma 3.4.2 withq = 1 and the fact that p=(p� 1) � 2 for p � 2,

we obtain

kv � � H vk1 � Ckv � I h;p� 1vk1 � Chmin( p;s)� 1p1� skvks;Th ;

which is the desired bound.

The following result is an immediate consequence of applying Aubin-Nitsche's Lemma [128]

to the previous lemma.
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Corollary 3.4.6. For s � 2 and p � 2, there exists a constantC such that

kv � � H vk0 � C
hmin( p;s)

ps
kvks;Th ; 8v 2 H s(
 ; Th) \ H 1(
) :

Since the error bound onv � � H v in Lemma 3.4.5 and its corollary are not optimal inh

and p simultaneously, we show below that these results have an optimal rate of convergence

in the variable h alone. We emphasize here that the constantCp may depend onp in the

following.

Lemma 3.4.7. Suppose thats � 3. Then there exists a constantCp such that

kv � � H vk1 � Cphmin( p;s� 1)kvks;Th ; 8 v 2 H s(
 ; Th) \ H 1(
) :

Proof. We will proceed from Eq. (3.17) of the proof of Lemma 3.4.5. We shall �nd a bound

on the term a(vH ; zH ) � aH (vH ; zH ) rather than making it vanish by invoking I h;p� 1v. Using

Lemma 3.4.3, we have for anyr � 2

a(vH ; zH ) � aH (vH ; zH ) = ( r vH ; r zH ) � (r vH ; r zH )H

� Cphmin( p;r )kr vH kr; Th kr zH k0

� Cphmin( p;r )kvH kr +1 ;Th kzH k1:

Setting vH = I h;pv and r = s � 1 in the above equation, one gets

a(I h;pv; zH ) � aH (I h;pv; zH ) � Cphmin( p;s� 1)kI h;pvks;Th kzH k1: (3.18)

Following Section 4.4 of [66], we have that forl � 2 the interpolation operator has the

following continuity property

kI h;pvkl;Th � Cpkvkl;Th ; 8 v 2 H l (
 ; Th) \ H 1(
) : (3.19)

Using (3.18) and (3.19), Eq. (3.17) becomes

kv � � H vk1 � Cp(kv � I h;pvk1 + hmin( p;s� 1)kvks;Th ): (3.20)

The proof is completed by the application of Lemma 3.4.2 to the above equation.



49

3.5 A Priori Error Estimation

In this section, we carry out the analysis of the a priori error estimates for the fully discrete

Problem (3.11) in theH 1 norm. We shall see in the numerical experiments that theh-p error

bound, established in the upcoming Theorem 3.5.5, does not match the rate of convergence

with respect to the mesh sizeh observed numerically. Likewise, we present anh version of

the error bound, which will be shown to be optimal inh alone. Similar error estimates were

presented in terms of theL2 norm in [25, 26] for the homogeneous problem and in [24] for

the heterogeneous case. The following analysis is studied forp � 2 and under the following

regularity properties for Problem (3.6): u 2 C2
�
0; T; H s(
 ; Th) \ H 1

0 (
)
�

\ C4
�
0; T; L2(
)

�

with s � 2, and f 2 C0
�
0; T; H d(
 ; Th)

�
with d � 2. We �rst introduce some notation that

will be convenient throughout the remainder of this section:

� n = � H u(tn ) � un
H ; n = 0; : : : ; NT ;

r n = � 2� H u(tn ) � •u(tn ); n = 1; : : : ; NT ;

qn (vn
H ) = ( f (tn ) � •u(tn ); vn

H ) � (f (tn ) � •u(tn ); vn
H )H ; n = 1; : : : ; NT ;

with the exceptional casesr 0 = q0 = 0. The proofs of the following lemmas are found in

Appendix A.

Lemma 3.5.1. For m = 0; : : : ; NT � 1, the following bound holds

Ck� m+1 � � mk2
H � k � 1 � � 0k2

H +� t2aH (� 0; � 1)+ � t2
mX

n=0

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1);

under the stability condition

� t <
2h

p2
p

Ca
; (3.21)

whereCa is the stability constant introduced in Lemma 3.4.4.

The next two estimates provide bounds on the terms on the right-hand side of Lemma 3.5.1.

We note that the following lemma is similar to Lemma 4.2 in [24].

Lemma 3.5.2. The functions � 0 and � 1 satisfy

k� 1 � � 0k2
H + � t2aH (� 0; � 1) � C

"

� t
hmin( p;s)

ps
k _ukC0 (H s (Th )) + � t3ku(3) kC0 (L 2 )

+ � t2 hmin( p;d)

pd
kf (t0)kd;Th + � t

hmin( p;s)� 1

ps� 1
ku0ks;Th

#2

:
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Lemma 3.5.3. For any sequence of functionsvn
H 2 VH ; n = 0; : : : ; NT � 1, and for any

m = 0; : : : ; NT � 1, it holds

mX

n=0

(r n ; vn
H )H + qn (vn

H ) � CNT

"
hmin( p;d)

pd
kf kC0 (H d (Th )) +

hmin( p;s)

ps� 1
k•ukC0 (H s (Th ))

+ � t2ku(4) kC0 (L 2 )

#

max
1� n� m

kvn
H kH :

The next lemma is an intermediate step combining Lemmas 3.5.1-3.5.3 and whose proof is

provided in Appendix A.

Lemma 3.5.4. Assuming the stability condition(3.21) is satis�ed, then it holds for n =

0; : : : ; NT � 1, that

k� n+1 � � nkH � C� t

"
hmin( p;s)

ps
k _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 ) +

hmin( p;s)� 1

ps� 1
ku0ks;Th

+
hmin( p;d)

pd
kf kC0 (H d (Th )) +

hmin( p;s)

ps� 1
k•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

#

:

The following theorem is the main result of the paper, in which we establish an error bound

in the H 1 norm for the numerical solution to Problem (3.11). We recall that a similar error

bound is presented in theL2 norm in [24�26].

Theorem 3.5.5 (h-p version). Assuming the stability condition(3.21) holds, then the error

en = u(tn ) � un
H ; n = 0; : : : ; NT � 1, satis�es

max
0� n� NT � 1

kenk1 � C

"
hmin( p;s)� 1

ps� 1
kukC0 (H s (Th )) +

hmin( p;d)

pd
kf kC0 (H d (Th ))

+
hmin( p;s)

ps� 1
kukC2 (H s (Th )) + � t2kukC4 (L 2 )

#

:

Proof. We begin with the application of the triangle inequality,

max
0� n� NT � 1

kenk1 � max
0� n� NT � 1

ku(tn ) � � H u(tn )k1 + max
0� n� NT � 1

k� nk1: (3.22)

The �rst term in (3.22) is bounded by Lemma 3.4.5

max
0� n� NT � 1

ku(tn ) � � H u(tn )k1 � Chmin( p;s)� 1p1� skukC0 (H s (Th )) : (3.23)

The rest of the proof will focus on the second term in (3.22). Subtracting (3.11a) from (3.6),
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we have, for anyvn
H 2 VH and n = 1; : : : ; NT � 1,

� (� 2un
H ; vn

H )H � aH (un
H ; vn

H ) + a(u(tn ); vn
H ) = � (•u(tn ); vn

H ) � (f (tn ); vn
H )H + ( f (tn ); vn

H )

so that

(� 2(� H u(tn ) � un
H ); vn

H )H + aH (� H u(tn ) � un
H ; vn

H )

= ( � 2� H u(tn ); vn
H )H � (•u(tn ); vn

H ) � (f (tn ); vn
H )H + ( f (tn ); vn

H );

and

(� 2� n ; vn
H )H + aH (� n ; vn

H ) = ( � 2� H u(tn ); vn
H )H � (•u(tn ); vn

H ) � (f (tn ); vn
H )H + ( f (tn ); vn

H ):

With the notation for r n and qn , we conclude that for anyvn
H 2 VH and n = 1; : : : ; NT � 1,

(� 2� n ; vn
H )H + aH (� n ; vn

H ) = ( r n ; vn
H )H + qn (vn

H ): (3.24)

We sum fromn = 1 to n = m, while m itself is bounded above byNT � 1, to �nd

mX

n=1

(� 2� n ; vn
H )H +

mX

n=1

aH (� n ; vn
H ) =

mX

n=1

(r n ; vn
H )H + qn (vn

H ): (3.25)

Now we setvn
H = � n+1 � � n� 1, for 1 � n � m � 1 and vm

H = � m � � m� 1, and rewrite the �rst

term on the left-hand side of (3.25) as

� t2

 m� 1X

n=1

(� 2� n ; � n+1 � � n� 1)H + ( � 2� m ; � m � � m� 1)H

!

= 2( � 1; � 0)H � (� 0; � 0)H � (� 1; � 1)H

+ ( � m� 1; � m� 1)H + ( � m ; � m )H � 2(� m� 1; � m )H + ( � m+1 ; � m )H � 2(� m ; � m )H

+ ( � m� 1; � m )H � (� m+1 ; � m� 1)H + 2( � m ; � m� 1)H � (� m� 1; � m� 1)H

= ( � m+1 ; � m )H � (� m ; � m )H + ( � m� 1; � m )H � (� m+1 ; � m� 1)H � k � 1 � � 0k2
H :

= ( � m+1 � � m ; � m � � m� 1)H � k � 1 � � 0k2
H :
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Simplifying now the second term on the left-hand side of (3.25), we �nd

m� 1X

n=1

aH (� n ; � n+1 � � n� 1) + aH (� m ; � m � � m� 1)

= aH (� m� 1; � m ) � aH (� 0; � 1) + aH (� m ; � m � � m� 1)

= aH (� m ; � m ) � aH (� 0; � 1):

Substituting the last two identities into the left-hand side of (3.25), using our choices ofvn
H ,

and simplifying, we get

aH (� m ; � m ) =
1

� t2
(� m � � m+1 ; � m � � m� 1)H +

1
� t2

k� 1 � � 0k2
H + aH (� 0; � 1)

+
m� 1X

n=1

�

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1)
�

+ ( r m ; � m � � m� 1)H + qm (� m � � m� 1):

(3.26)

For all 0 � m � NT � 1; the coercivity of aH implies that Ck� mk2
1 � aH (� m ; � m ) and the

Cauchy-Schwarz inequality implies that(� m � � m+1 ; � m � � m� 1)H � max0� n� m k� n+1 � � nk2
H .

Then, by combining Lemma 3.5.2 and Lemma 3.5.3, and using the Peter-Paul inequality

2ab� "a2 + b2=" with " = � t2, we obtain

k� mk2
1 �

1
� t2

max
0� n� m

k� n+1 � � nk2
H

+ C
�

hmin( p;s)p� sk _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 )

+ � thmin( p;d)p� dkf (t0)kd;Th + hmin( p;s)� 1p1� sku0ks;Th

� 2

+
C2

2
N 2

T � t2
�

hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

� 2

+
1

2� t2

�

max
1� n� m� 1

k� n+1 � � n� 1kH + k� m � � m� 1kH

� 2

:

To handle the last term in the estimate above, we use the triangular inequality

max
1� n� m� 1

k� n+1 � � n� 1kH � 2 max
0� n� m� 1

k� n+1 � � nkH ;
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and Lemma 3.5.4 to obtain

k� mk2
1 � C2

�

hmin( p;s)p� sk _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 ) + hmin( p;s)� 1p1� sku0ks;Th

+ hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

� 2

+ C
�

hmin( p;s)p� sk _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 )

+ � t hmin( p;d)p� dkf (t0)kd;Th + hmin( p;s)� 1p1� sku0ks;Th

� 2

+
C2

2
T2

�

hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

� 2

:

Combining the terms and using the fact that� t < T , we deduce

max
1� n� NT � 1

k� nk1

� C
�

hmin( p;s)p� sk _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 ) + hmin( p;s)� 1p1� sku0ks;Th

+ hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

�

:

(3.27)

In order to extend Eq. (3.27) ton = 0, we deduce from Remark 3.4.1, Lemma 3.4.5, and

Lemma 3.4.2 that
k� 0k1 = k� H u0 � u0

H k1

� k � H u0 � u0k1 + ku0 � I h;pu0k1

� Chmin( p;s)� 1p1� sku0ks;Th :

(3.28)

Finally, replacing (3.23), (3.27), and (3.28) in (3.22) allows one to complete the proof.

We will see in Section 3.6 that the numerical experiments show a higher convergence rate

in h than that suggested by Theorem 3.5.5. Hence, in order to explain those results, we

propose theh version of Theorem 3.5.5 that shows an optimal order of convergence inh

alone. For the following theorem we restrict the regularity of the solution for Problem (3.6)

to u 2 C2
�
0; T; H s(
 ; Th) \ H 1

0 (
)
�

\ C4
�
0; T; L2(
)

�
with s � 3.

Theorem 3.5.6 (h version). Assuming the stability condition(3.21) holds, then the error

en = u(tn ) � un
H , for n = 0; : : : ; NT � 1, satis�es

max
0� n� NT � 1

kenk1 � Cp

"

hmin( p;s� 1)kukC0 (H s (Th )) + hmin( p;d)kf kC0 (H d (Th ))

+ hmin( p;s)kukC2 (H s (Th )) + � t2kukC4 (L 2 )

#

;
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whereCp is a constant that depends onp.

Proof. The bound is obtained by following the same steps as those in the proof of Theo-

rem 3.5.5, but using Lemma 3.4.7 instead of Lemma 3.4.5 to estimate the projection error in

the H 1 norm.

3.6 Numerical Examples

In this section, we present a series of numerical experiments in order to verify the formal a

priori estimates of the previous section. In addition to the error bounds in theH 1 norm, we

also provide numerical estimates in theL2 error. We emphasize here that we will be varying

h or p alone, and not simultaneously, so that we will refer to Theorem 3.5.6 when varyingh

and to Theorem 3.5.5 otherwise. The numerical experiments are performed using the open-

source MATLAB code developed by Ampuero [129]. The code is limited to2D but can handle

structured rectangular meshes with GLL quadrature of order up to 20. Given the extreme

precision required by the numerical experiments below, the code was found to be accurate

and reliable. In all the examples, the spatial domain is chosen as
 = [ � 1; 1]� [� 1; 1] and the

error is evaluated atT = 1. The norms are estimated using the GLL quadrature with20� 20

integration points on each element in order to neglect any integration error. Moreover, we

consider problems with regular and non regular solutions to address the dependence of the

convergence on the smoothness of the data.

3.6.1 Regular Solution

We will consider the numerical example proposed in [26] and [24]. In that case, the source

term f and the initial data u0 and u1 are de�ned such that the exact solution is

u(x; y; t ) = sin( �x ) sin(�y )(x2 � 1)(y2 � 1) exp(� t2):

The source termf , the solution u(�; t), and all its temporal derivatives are inC1 (
) . We

show in Figure 3.1 the convergence of the error in theL2 and H 1 norms with respect to

the mesh sizeh, for two values p = 2; 4 of the polynomial degree. We observe that the

error in the H 1 norm converges with an orderO(hp), which con�rms the results established

in Theorem 3.5.6 sinceu and f are smooth. We also remark that theL2 error behaves

as O(hp+1 ), which is consistent with what was observed by [24�26]. In fact, the analysis

presented in [26] and [25] proves that the order of convergence in theL2 norm can not be

worse than O(hp) in the case of smooth functions. The dependence of the error onp is
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Figure 3.1 Convergence of the error in theL2 norm (left) and in the H 1 norm (right) as a
function of 1=h for the example of Section 3.6.1 with a regular solution usingp = 2; 4 and
� t = 10� 4.

now presented in Figure 3.2. As anticipated by Theorem 3.5.5, we observe an exponential

convergence for theH 1 and L2 errors before reaching a plateau region for largep when time

discretization errors start to dominate. Indeed, decreasing� t from 10� 2 to 10� 3, as shown

in Figure 3.2, lowers the plateaus by two orders of magnitude in both norms, which veri�es

the second-order accuracy in time.

3.6.2 Non Regular Solution

In order to investigate the e�ects of the smoothness of the solution on the convergence, we

consider a manufactured solution of the wave equation on
 = ( � 1; 1) � (� 1; 1) that features

a discontinuity in the derivative of orderq+1 at x = 0. The initial conditions and the source

term are thus chosen here so that

u(x; y; t ) =

8
><

>:

sin(�x ) sin(�y )(xq � xq+1 )(yq � yq+2 ) exp(� �t 2); x > 0;

0; x � 0;

with � = 0:1. It follows that u 2 Cq(
) and f 2 Cq� 2(
) . On the one hand, if the number

of elements in thex direction is even, thenx = 0 coincides with the boundary of some

elements inTh so that the functionsu and f are in H s(
 ; Th) for all s � 0. In this case, the
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Figure 3.2 Convergence of the error in theL2 norm (left) and in the H 1 norm (right) as a
function of p for the example of Section 3.6.1 with a regular solution using� t = 10� 2 and
� t = 10� 3 but a �xed h = 1=2.

error estimates indicate that the convergence should have a behavior similar to that of the

smooth case. On the other hand, if the number of elements in thex direction is odd, then

the discontinuity occurs in the interior of some elements of the mesh, and we should expect

that the convergence of the numerical solution would be limited by the smoothness of the

data. The two scenarios are presented below.

Odd Number of Elements

We �rst investigate the case wherex = 0 passes through some elements of the triangulation.

Therefore, for the results of Figures 3.3, 3.4, and 3.5, the element size is chosen so that we have

an odd number of elements in thex direction. We present in Figures 3.3 and 3.4 the errors

in the H 1 and L2 norms as a function of1=h for q = 2 and q = 4, respectively. We observe

that both the H 1 and the L2 errors seem to converge with a rateO(hq), independently of the

values ofp if chosen greater thanq. We show in Figure 3.5 the errors in theH 1 and L2 norms

with respect to the polynomial degreep usingq = 2 and q = 4 and �xing h = 2=3. Note that

the polynomial degreep in this �gure is presented on a logarithmic scale to better interpret

the asymptotic behavior of the errors. We then observe that the errors behave asO(p� q).

The solution u 2 H q+1 (
) being more regular than the source termf 2 H q� 1(
) , we should

expect from Theorem 3.5.5 that the order of convergence be limited by the source term,
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Figure 3.3 The error plots in theL2 norm (left) and in the H 1 norm (right) as a function
of 1=h for the example of Section 3.6.2 with a solution of limited regularity usingp = 4; 6,
� t = 10� 3, q = 2, and a discretization with an odd number of elements in thex direction.

that is, it should be O(hq� 1) when varying the element size andO(p1� q) when varying the

polynomial degree. However, if one ignores the source term, the estimate based only on the

regularity of u should predict a convergence ofO(hq) and O(p� q). The numerical experiments

actually exhibit the rates of convergence predicted by the regularity of the solution and do

not seem to be a�ected by the regularity of the source term.

Even Number of Elements

We �nally consider the case where the discontinuity coincides with some interfaces between

elements. We can infer from Figure 3.6 that the errors in theH 1 and L2 norms have the

same asymptotic behavior as that in the case of the smooth function problem. The reason

is that the error bound depends on the regularity of the solution and source term in the

broken norm. Thus solving the homogeneous wave equation on a triangulation for which the

discontinuities appear only at the interface between elements will not impact the order of

convergence.
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Figure 3.4 The error plots in theL2 norm (left) and in the H 1 norm (right) as a function
of 1=h for the example of Section 3.6.2 with a solution of limited regularity usingp = 6; 10,
� t = 10� 3, q = 4, and a discretization with an odd number of elements in thex direction.

3.7 Conclusions

We have developed in this paper a priori error estimates in theH 1 norm for numerical solu-

tions to the homogeneous wave equation with Dirichlet boundary conditions, approximated

by the spectral element method with Gauss-Lobatto-Legendre quadrature points and a leap-

frog discretization in time. This work is intended to be an extension of the work published

in [24�26], where the authors carried out the error analysis in theL2 norm with sub-optimal

results in h. We have also presented several numerical examples that con�rmed that our

estimates in bothh and p are optimal.

One novelty of this study lies in the result of Lemma 3.4.7, where we establish that the

error estimate for the projection operator� H is optimal when expressed with respect toh

alone. By contrast, previous results [25,26] provided a similar bound, but with the signi�cant

di�erence that the error estimate, which was simultaneously expressed in terms ofh and p,

was one order less inh.

A second contribution is the estimation of the a priori error in theH 1 norm for the fully

discretized problem. We have presented two a priori error bounds: anh version and an

h-p version. The h error estimates explicitly depend on the size of the elements, the time

step, and the smoothness of the data, while theh-p version additionally depend on the
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Figure 3.5 The error plots in theL2 norm (left) and in the H 1 norm (right) as a function
of p for the example of Section 3.6.2 with a solution of limited regularity usingq = 2; 4,
� t = 10� 3, and h = 2=3 (i.e. the mesh consists of three elements in thex direction).

Figure 3.6 The error plots in theL2 norm (left) and in the H 1 norm (right) as a function
of 1=h for the example of Section 3.6.2 with a solution of limited regularity usingp = 4,
� t = 10� 3, q = 2 and a discretization with an even number of elements in thex direction.
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polynomial degree of the basis functions. On the one hand, theh-p version of the error

bound features an optimal exponential convergence inp, a second-order convergence in time,

and an order of convergencep� 1 in h. The numerical examples have con�rmed the predicted

exponential convergence inp while indicating a slightly better rate of convergence with respect

to h. On the other hand, the a priori error estimates provided by theh version have been

shown to match those from the numerical examples. Finally, we have conducted additional

numerical experiments in order to show the e�ect of the limited regularity in the data on the

convergence. We were able to conclude that the convergence was not a�ected if the loss of

regularity occurred at the interface of the elements, as predicted by our analysis.

The proposed study could be extended to the heterogeneous wave equation in higher dimen-

sions and to problems with mixed boundary conditions, involving for example Dirichlet and

Neumann conditions. Moreover, similarly to the work in [27], where the authors presented the

error analysis for the semi-discrete wave equation for non a�ne elements, our �ndings could

be further investigated, both mathematically and numerically, in the case of triangulations

with non a�ne local transformations.
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CHAPTER 4 OPERATOR APPROXIMATION OF THE WAVE

EQUATION BASED ON DEEP LEARNING OF GREEN'S FUNCTION

In this chapter, we present our paper on �Operator approximation of the wave equation

based on deep learning of Green's function� [55] published in the journal Computers &

Mathematics with Applications in 2024. This research was conducted in collaboration with

Régis Cottereau, Marc Laforest, and Serge Prudhomme. One of the key advantages of deep

learning approaches is their ability to approximate inverse operators of PDEs. In this work,

we approximate the operator of the wave equation by approximating its Green's function.

The advantages of the Green operator networks approach are exhibited by comparing its

performance to that of deep operator networks on a series of numerical experiments for

homogeneous and heterogeneous media in one and two dimensions. This approach is not

limited to the wave equation and can be similarly applied to other linear operators.

4.1 Introduction

In the last few years, a large amount of work [36, 130�132] has been devoted to using deep

learning methods for the solution of PDE-based problems, such as in �uid dynamics, elasticity,

meteorology, etc. These works have been motivated by the ability of deep neural networks

to approximate large classes of functions in high dimension over complex domains [76,133].

Prominent deep learning methods for solving partial di�erential equations rely on either

learning the solution to the problem, as presented in [39, 40, 47], or learning the operators

that describe the physical problem, as introduced in [42�44,107]. In the �rst approach, the

solution is approximated with a neural network by minimizing the residual of the PDE, as in

so-called physics-informed neural networks (PINNs) introduced by [39]. The second approach

learns the di�erential operator for a given family of parameters, e.g. deep operator networks

(DeepONets) as presented in [42], thus allowing one to subsequently approximate the solution

to a physical problem for a speci�c parameter in the vicinity of the trained parameters. The

training of such a neural network can turn out to be quite expensive, but needs to be done

only once. Computing the solution for a new parameter requires only one forward pass in

the online phase, which is usually cost-e�ective. This makes the operator approximation

method very attractive when the physical problem needs to be solved for a wide range of

parameter values. For example, in seismology, uncertainties in the Earth's properties often

require thousands of simulations to obtain those solutions that best �t the measured data.
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In physics-based deep learning approaches, the training of the network does not require using

any data as it is essentially based on the physics of the problem, in the sense that it approx-

imates the solution to the partial di�erential equations along with the boundary and initial

conditions. This is achieved by minimizing the residual associated with the partial di�erential

equations. A physics-based approach can be advantageous over data-based approaches when

gathering data, either experimentally or numerically, could be expensive or time-consuming.

The most common approach is to consider a Least Squares approach, in which the loss func-

tion is de�ned in terms of the L2-norm of the strong form of the residual [39, 107]. In case

the solution of the problem lacks regularity, one can de�ne the loss function by minimizing

the energy potential in the case of symmetric problems, such as the Ritz formulation [40],

or by minimizing the norm of the residual functional, see e.g. [46,47]. The choice of the loss

function that one should consider for the solution of PDE problems with neural networks, is

still viewed as an open question [134]. However, evaluation of the residual has been made

more amenable thanks to automatic di�erentiation [38]. In this work, we will formulate

the problem using the classical Least Squares method that involves the strong form of the

residual due to its simplicity and the robustness of its convergence.

The main objective in this paper focuses on approximating the operator of the wave equation

for a family of initial conditions. The architecture presented in DeepONets is general and can

be applied to a large class of parametric PDEs. In order to improve on DeepONets, we propose

here an approach based on the representation of the exact solution to the homogeneous wave

equation on unbounded domains in terms of the Green's function (for details on Green's

function, we refer the reader to [135]). The method will be heretofore referred to as the Green

operator networks (GreenONets). GreenONets provide an approximation of the operator of

the wave equation in terms of the corresponding Green's function. Similar techniques based

on the approximation of the Green's function have been recently considered for the solution

of linear and non-linear operators, see e.g. [44, 108, 136]. The architecture used in [108] is

similar to the one presented in our work. However, in their work, the authors approximate

the operator for a family of forcing terms and the training is performed by minimizing

the error between the approximated solution and the exact solution, which makes their

approach data-based, while the training in our work is based on the physics of the problem.

Moreover, the Green's function in [108] is approximated using rational neural networks [109],

while we employ feedforward neural networks in our work, and is limited to date to elliptic

problems. In [136], a dual-autoencoder architecture is presented to approximate the operator

for non-linear boundary value problems, by linearizing the problem and approximating the

corresponding Green's function. The authors in [44] introduced the graph neural operator,

which is inspired by the Green's function. However, the graph neural operator does not



63

compute the Green's function but aims at learning a corresponding kernel function using

an iterative architecture. We will illustrate on a series of numerical examples involving

the homogeneous and heterogeneous wave equations that the approximation of the operator

using GreenONets generally exhibits better results in terms of accuracy and convergence

when compared to DeepONets.

The paper is organized as follows. We introduce in Section 4.2 the model problem and some

preliminary notations. In Section 4.3, we brie�y present DeepONets and its architecture. We

then describe in Section 4.4 the main features of GreenONets. We compare the performance

of GreenONets and DeepONets on several numerical results for the homogeneous and hetero-

geneous wave equation in Section 4.5. Finally, our main conclusions and potential extensions

of the current research work are summarized in Section 4.6.

4.2 Preliminaries

We introduce here some preliminaries and notations in order to describe the notion of operator

of the wave equation using neural networks. We �rst present the model problem and continue

with a brief account of neural networks and the use of PINNs to solve initial boundary-value

problems.

4.2.1 Model Problem

The linear wave equation describes small perturbations from the steady state of a system

that locally behaves like an elastic body. The material system is entirely characterized in its

domain 
 � Rd, d = 1; 2, or 3, by a bounded functionc(x ) in 
 . The perturbations are

introduced either as initial displacementsu0, initial velocities u1, or as perturbations entering

the domain through its boundary@
 at di�erent times. For the sake of simplicity, we will

assume that the boundary conditions are given by homogeneous Dirichlet boundary condi-

tions on the displacement. To be more speci�c, given a wave speedc(x ), initial displacement

u0(x ), initial velocity u1(x ), and a �nal time T > 0, the problem is to �nd the perturbation

u(x ; t), for all x 2 �
 and t 2 (0; T) such that

@tt u(x ; t) � c2(x )� u(x ; t) = 0 ; 8(x ; t) 2 
 � (0; T); (4.1)



64

subjected to the initial and boundary conditions

u(x ; 0) = u0(x ); 8x 2 
 ; (4.2)

@tu(x ; 0) = u1(x ); 8x 2 
 ; (4.3)

u(x ; t) = 0 ; 8(x ; t) 2 @
 � (0; T): (4.4)

Our goal is to obtain a neural network approximation of the (inverse) operator of the wave

equation that would provide the solutionu = u(x ; t; u0; u1) for a family of initial conditions

u0 and u1. For the sake of simplicity, we shall focus mostly on the case whereu1 = 0, but

we will indicate how our approach can be extended to non-zero initial velocitiesu1. In this

case, the networks will be trained on a family on initial conditions generated by Gaussian

random �elds (GRF) [137]. The resulting neural network solution will allow one to compute

an approximation to the wave equation for any initial condition. The hope is that this

approximation should be accurate for initial conditions that are close to those used in the

training phase.

4.2.2 Green's Functions

The Green's function of the operator de�ned previously is de�ned as the solution of the same

problem with an impulse (localized in space) as initial condition. More precisely, for a �xed

� 2 
 , g(x ; t; � ) is de�ned, for all x 2 
 and t 2 (0; T), as the solution of

@tt g(x ; t; � ) � c2(x )� g(x ; t; � ) = 0 ; 8(x ; t) 2 
 � (0; T); (4.5)

subjected to the initial and boundary conditions

g(x ; 0; � ) = � (x � � ); 8x 2 
 (4.6)

@tg(x ; 0; � ) = 0 ; 8x 2 
 (4.7)

g(x ; t; � ) = 0 ; 8(x ; t) 2 @
 � (0; T): (4.8)

An interesting feature of the Green's function is that the solutionu(x; t ) of the problem (4.1)�

(4.4) with u1 = 0 can be obtained with:

u(x; t ) =
Z



g(x; t; � )u0(� )d�: (4.9)

Although we have considered here the case whenu1(x) vanishes, an additional Green's func-

tion can be de�ned with the Dirac delta function on Eq. (4.7) rather than on Eq. (4.6), so
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that the solution would become a sum of two integrals by the principle of superposition.

A Green's function can be de�ned for any geometry of the domain and any distribution of

propertiesc(x). However, in the simpler case of an unbounded domain
 = R and a constant

wave speedc(x) = c, the Green's function takes the form

g(x; t; � ) =
1
2

�
�
ct � j x � � j

�
: (4.10)

Other examples of Green's functions (for higher dimensions and bounded domains) can be

found in [135] or [138].

4.2.3 Neural Networks

Neural networks have been the subject of intensive research in the past decades [72, 73, 99,

139] and more recently have been used as a discretization approach for solving di�erential

equations [39, 41�43, 90]. By de�nition, a neural network maps an input into an output by

a composition of linear and nonlinear functions, with adjustable weights and biases. The

objective is usually to train the network by adjusting its weights and biases in order to

minimize some measure of error between the output and the corresponding target values

over a speci�c training set. In this sense, the optimal neural network is very much like the

least-squares �t of some �xed model to experimental data, but in contrast to a least-squares

�t, the minimization problem might not always possess a unique solution. The resulting

network can then be used as a predictive model that should hopefully provide accurate

output when considering a wider set of inputs. We describe below the feedforward neural

networks (FNN) that will be used later with DeepONets and GreenONets.

Let us consider a FNN withn hidden layers, each layer having a widthN i , i = 1; : : : ; n, and

let N0 denote the size of the input data andNn+1 the size of the output layer. Denoting the

activation function by � , the neural network with input (x ; t) and output u is de�ned as

Input layer: z0 = ( x ; t);

Hidden layers: z i = � (Wi z i � 1 + bi ); i = 1; � � � ; n;

Output layer: u = Wn+1 zn + bn+1 ;

(4.11)

whereWi is the weights matrix of sizeN i � N i � 1 and bi is the biases vector of sizeN i . For

convenience, we will combine the weights and biases into the single parameter� of the neural

network. In this work, we shall consider thetanh activation function, but other activation

functions could be used as well.
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4.2.4 Physics-Informed Neural Networks and Operator Approximation

We recall here the physics-informed neural network approach for solving partial di�erential

equations, �rst introduced in [39], as applied to the wave equation. We denote the residual

associated with the wave equation as

R
�
x ; t; u

�
= @tt u(x ; t) � c2(x )� u(x ; t); 8(x ; t) 2 
 � (0; T); (4.12)

introduce the residual associated with the Dirichlet boundary condition as:

B
�
x ; t; u

�
= u(x ; t); 8(x ; t) 2 @
 � (0; T); (4.13)

and the residuals associated with the initial conditions as:

I 1

�
x ; u

�
= u(x ; 0) � u0(x ); 8x 2 
 ; (4.14)

I 2

�
x ; u

�
= @tu(x ; 0); 8x 2 
 : (4.15)

We note that if u1(x ) is di�erent from zero, then it should be subtracted from the right-hand

side of Eq. (4.15).

In PINNs, the goal is to obtain the solutionu to the problem by approximating u with a

neural network ~u(x ). The training is usually performed by minimizing the following loss

function:

L (� ) = wr

Z T

0

Z



R(x ; t; ~u)2dxdt + wbc

Z T

0

Z

@

B(x ; t; ~u)2dxdt + wic

Z



I 1(x ; ~u)2 + I 2(x ; ~u)2dx;

(4.16)

wherewr , wbc, and wic are weighting coe�cients.

The minimization is usually done using a gradient-based method, e.g. Adam [74], since the

minimization problem is non-convex with respect to the trained parameters. One of the

main advantages of the PINNs is that it is a meshless method, and therefore we eliminate the

process of mesh construction that can be very time consuming. Moreover, the implementation

of the di�erent types of boundary and initial conditions is similar in all cases and can be

simply done by adding an extra weighted term in the loss function as presented in (4.16).

4.3 Deep Operator Networks

If one seeks to calculate the solution using PINNs for several values of some parameterss, e.g.

initial displacements or initial velocities, of the model problem, one should have to recompute
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the approximate solution~u for each instance ofs by training the network from the beginning.

This becomes quickly ine�cient if the solution has to be evaluated for multiple values of the

parameters, such as in a multi-query approach for uncertainty quanti�cation or optimization.

An alternative approach is to construct a surrogate model, in which the solution is searched

as an operator acting on the parameterss, u = Q(s). Similarly to PINNs, the operator Q

can be approximated using deep learning by minimizing the loss function associated with

the residuals of the partial di�erential equation and the boundary and initial conditions for

a family of parameters. This approach becomes more attractive when the initial boundary

value problem should be solved multiple times for di�erent parameters, since it requires only

one forward pass to compute the solution of a new parameter in the online phase.

We brie�y review the deep operator networks �rst introduced by [42]. In this work, we will

be learning the operator of the wave equation by penalizing the residuals associated with

the partial di�erential equation and the initial and boundary conditions. In other words, the

physics-informed DeepONets, described in [107], will be presented.

Given Banach spacesU and S, we want to learn the operatorQ : S ! U such that for any

input parameter s 2 S (which in our case represents an initial condition),Q(s) � u 2 U is the

solution of problem (4.12) with the boundary conditions (4.13). In order to approximate the

operator Q, we present the unstacked DeepONets architecture originally introduced in [42]

and schematically shown in Figure 4.1. We start by de�ning the input vectors of initial

conditions [u0(x i )]i =1 ;:::;m evaluated at a collection ofm points f x i gm
i =1 , known as sensors.

We note that the sensor points will be �xed during both the training and the testing of the

network. Then, as illustrated in Figure 4.1, the operator is approximated as

Q̂(s)(x ; t) =
qX

k=1

bk

�
s

�
tk(x ; t); (4.17)

wheref bkgq
k=1 is the output of the branch network that takess as an input andf tkgq

k=1 is the

output of the trunk network that takes x and t as inputs. The value ofq will be chosen in

the numerical experiments as the width of the layers in the neural network. We will consider

a simple FNN for both the branch and trunk networks. We note that a convolutional neural

network [72] could also be used for the branch network when working with sensors that are

spatially uniformly distributed.

We consider here the physics-informed DeepONets, where the network is trained by penalizing

the residuals associated with the governing partial di�erential equation and with the initial

and boundary conditions for a family ofN input functions f s(i )gN
i =1 . The loss function in
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Figure 4.1 Illustration of the architecture of the unstacked DeepONets. It consists of two
networks, the branch net and the trunk net. The branch net takes as input the input vector
while the trunk net takes the input coordinates. Their outputs are merged by a dot product
to give the approximated operator. The network is trained to minimize the loss function
that consists of the residuals of the partial di�erential equation and the initial and boundary
conditions.

this case reads:

L (� ) =
1
N

NX

i =1

"

wr

Z T

0

Z



R

�
x ; t; Q̂(s(i ))(x ; t)

� 2
dxdt + wbc

Z T

0

Z

@

B

�
x ; t; Q̂(s(i ))(x ; t)

� 2
dxdt

+ wic

Z



I 1

�
x ; Q̂(s(i ))(x ; t)

� 2
+ I 2

�
x ; Q̂(s(i ))(x ; t)

� 2
dx

#

: (4.18)

4.4 Green Operator Networks

The architecture presented in the DeepONets is a general architecture that can accommo-

date di�erent problems with di�erent input parameters. Our objective here is to develop an

approach that improves upon the e�ciency of the DeepONets for certain types of parame-

ters. We will focus on the solution of the wave equation for homogeneous and heterogeneous

materials, as presented in Section 4.2.1. We thus propose the Green operator networks

(GreenONets), that approximate the Green's function of the operator, to solve the afore-

mentioned problem.

In this work, we are interested in learning the operator of the wave equation for di�erent

initial conditions, i.e. the input function is de�ned as s = u0. Therefore, instead of using

a general architecture as the DeepONets, we introduce the Green operator networks, shown
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in Figure 4.2, as a discrete approximation of the integral in Eq. (4.9). The GreenONet is

de�ned as

Q̂(s)(x ; t) =
1
m

mX

i =1

G(x ; t; x i )u0(x i ); (4.19)

whereG is a simple feedforward neural network. We note that the formulation of GreenONets

depends explicitly on the sensor pointsf x i gm
i =1 . Similar to the physics-informed DeepONets,

the GreenONets are trained by minimizing the loss function (4.18). We notice that in our

approximation, the solution is zero if the initial condition is zero. However, if the Dirichlet

boundary condition or the initial speed are di�erent from zero, we should add a term in (4.19),

that should be approximated by a new network, to compensate for these conditions.

4.5 Numerical Results

In this section, we approximate the operator of the wave equation for homogeneous and

heterogeneous materials in the case of a family of initial conditions, in order to show the

e�ectiveness of GreenONets when compared to DeepONets.

We consider 
 = ( � 1; 1)d, d = 1 or 2, in all the examples. The integrals in the loss

function (4.18) will be approximated using Monte Carlo with distinct sets of integration

points for each input function s(i ) . This training approach employs di�erent points for each

input function. In order to de�ne the training sets, on which we want to minimize our

residuals, we start by de�ning a family of N input functions f s(i )gN
i =1 . For each s(i ) , we

randomly select the points
n�

x (i )
ic;j ; 0

�o Pic

j =1
used to de�ne the initial conditions loss term, the

points
n�

x (i )
bc;j ; t (i )

bc;j

�o Pbc

j =1
located on the boundary of the domain at di�erent times and used

to de�ne the boundary conditions loss term, and the points
n�

x (i )
r;j ; t (i )

r;j

�o Pr

j =1
located in the

interior of the domain (� 1; 1)d � (0; T), that are used to de�ne the PDE loss term. Using the

sampling points to estimate numerically the integrals, the loss function (4.18) is approximated

as:

L (� ) = wr L r (� ) + wbcL bc(� ) + wicL ic (� ); (4.20)
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Figure 4.2 Illustration of the architecture of the GreenONets. A FNN takes as input the
coordinates and sensor points and outputs an approximated Green's functionG with respect
to each sensor point. Then, the operator is computed by averaging the product of the
Green's function and the input function over the sensor points. The network is then trained to
minimize the loss function that consists of the residuals associated with the partial di�erential
equation and the initial and boundary conditions.

where

L r (� ) =
1

NPr

NX

i =1

PrX

j =1

�
�
�
�
�
@tt Q̂

�
s(i )

��
x (i )

r;j ; t (i )
r;j

�
� c

�
x (i )

r;j

� 2
� Q̂

�
s(i )

��
x (i )

r;j ; t (i )
r;j

�
! �

�
�
�
�

2

;

L bc(� ) =
1

NPbc

NX

i =1

PbcX

j =1

�
�
�
�
�
Q̂

�
s(i )

��
x (i )

bc;j ; t (i )
bc;j

�
�
�
�
�
�

2

;

L ic (� ) =
1

NPic

NX

i =1

PicX

j =1

�
�
�
�
�
Q̂

�
s(i )

��
x (i )

ic;j ; 0
�

� u0(x (i )
ic;j )

�
�
�
�
�

2

+

�
�
�
�
�
@tQ̂

�
s(i )

��
x (i )

ic;j ; 0
�

� u1(x (i )
ic;j )

�
�
�
�
�

2

:

Again, wr , wic , and wbc are the weighting coe�cients. The initial conditions s(i ) are randomly

sampled from a zero-mean Gaussian random �eld (GRF) with a length scalel, as presented

by [42]. More speci�cally,

s(i ) � G (0; kl (x 1; x 2)) ;

where the covariance kernel is the radial-basis function (RBF) kernel:

kl (x 1; x 2) = exp( �k x 1 � x 2k2=2l2):

In the following experiments, the FNNs in the DeepONets and GreenONets are de�ned with

n = 6 hidden layers andN i = 50 for all hidden layers. The loss function is minimized

using the Adam optimizer [74] with the default hyperparameters, while considering di�erent
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learning rates for each experiment. The hyperparameters of the training are manually tuned

between the examples. However, the tuning of these hyperparameters are based on simple

observations. For example, for higher frequency solutions, it is often bene�cial to increase the

number of input functions N , which increases the size of the training space, hence requiring

a larger number of mini-batches. Moreover, the ratio betweenwr and wbc (or wic ) should

decrease for higher frequencies. The reason is that the residual of the partial di�erential

equation increases for higher frequencies due to the presence of second-order derivatives.

4.5.1 One-Dimensional Examples with Initial Displacements

We start by comparing the GreenONets with the DeepONets in one-dimensional cases, i.e.

d = 1. In these examples, we consider as input parameters the initial displacements, i.e.

s = u0, and we setu1 = 0. The input functions s are de�ned by a GRF and then modi�ed

to verify the homogeneous Dirichlet boundary conditions by subtracting the proper linear

function. Figure 4.3 shows examples of the modi�ed GRF for the length scalesl = 0:5

and l = 0:1. The numerical comparison is performed for homogeneous and heterogeneous

material properties with di�erent length scales in the GRF.

Figure 4.3 Examples of the input functionss(i ) for the length scalesl = 0:5 (left) and l = 0:1
(right).

Homogeneous Case with Length Scale 0.5

We �rst approximate the operator for a homogeneous material using the DeepONets and

GreenONets. The sensor points are chosen uniformly withm = 21 while the input parameters

s are generated using a GRF with length scalel = 0:5. We take the initial learning rate as
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10� 3 and let it decrease with a rate 0.9995 per epoch. In this example, we chooseN = 1000

and Pr = Pbc = Pic = 10. The weights in (4.20) are set towr = 0:1 and wic = wbc = 10. The

training is done for 5000 epochs with 16 mini-batches.

Figure 4.4 The evolution of the loss function on the training and testing sets during the
training with GreenONets and DeepONets for the example of Section 4.5.1.

Figure 4.4 compares the evolution of the loss function on the training and testing sets for

the GreenONets and DeepONets. We observe that the loss functions decrease faster with

GreenONets and after 5000 epochs we have smaller losses when compared to the DeepONets

loss functions. In order to verify our operators, we compute the solution att = 2 for the

initial conditions u0(x) = (1 � x2)k , with k = 2 and k = 10, as shown in Figure 4.5 (left). We

observe in Figure 4.5 (middle), that the pointwise error att = 2 for k = 2 is slightly larger

when using DeepONets. However, as shown in Figure 4.5 (right), fork = 10 the DeepONets

solution exhibits a maximum pointwise error of 0.14 while the maximum pointwise error for

the GreenONets solution is 0.04. Therefore, the GreenONets solutions seem to generalize

better at higher frequencies.

Homogeneous Case with Length Scale 0.1

Here, we solve the same problem as in the previous section but the input parameterss

are de�ned using a GRF with length scalel = 0:1. In other words, we now compare the

two methods for higher frequency solutions. The sensor points are de�ned uniformly with

m = 67. We initialize the learning rate to 5 � 10� 4 and let it decrease with a rate of 0.999

at each epoch. In this example, we takeN = 3000, Pr = 30, and Pbc = Pic = 3. The weights

associated with each component of the loss function (4.20) arewr = 0:2 and wic = wbc = 100.
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Figure 4.5 Example of Section 4.5.1: (left) Initial conditions with which we test the networks.
(middle) Pointwise error at t = 2 for k = 2 using GreenONets and DeepONets. (right)
Pointwise error at t = 2 for k = 10 using GreenONets and DeepONets.

We train both networks for 2000 epochs with 128 mini-batches.

Figure 4.6 Example of Section 4.5.1: (left) Evolution of the loss function on the training and
testing sets with GreenONets and DeepONets. (middle) Pointwise error att = 2 for k = 50
and k = 200 using GreenONets. (right) Comparison of the solution obtained by GreenONets
at t = 2 for k = 200 with the exact solution.

We observe in Figure 4.6 (left) that, using the same hyperparameters, the loss functions

for the GreenONets attain8 � 10� 2 in 2000 epochs while those for the DeepONets plateau

earlier. In Figure 4.6 (middle), we show the pointwise errors of the GreenONets solutions

for u0 = (1 � x2)k , with k = 50 and k = 200. The maximum pointwise error is around 0.01

for k = 50 and around 0.1 fork = 200. The pointwise error of the DeepONets solutions

is not presented since the loss functions did not converge. To better characterize the error

for k = 200, we compare the solution using GreenONets to the exact solution att = 2 in

Figure 4.6 (right). We remark that the large errors are close to the propagating wave and
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did not spread in the rest of the solution.

Figure 4.7 Example of Section 4.5.1: The approximated Green's functionG(x; t; x i ), for
x i = 0 at t = 0 and t = 0:5.

We show in Figure 4.7 the Green's functionG(x; t; x i ), as computed by Eq. (4.19), forx i = 0

at t = 0 and t = 0:5. As expected, we observe thatG approximates a Dirac delta function

around x = 0 at t = 0, which splits into two functions at t = 0:5 with half the amplitude of

the original one.

Heterogeneous Case with Length Scale 0.3

In this example, we use the GreenONets to approximate the operator of the heterogeneous

wave equation. We consider the wave speedc(x)2 = 1+ H(x � 0:5), whereH is the Heaviside

function. We consider a family of initial conditions with a length scalel = 0:3 and use

uniformly distributed sensor points with m = 30. The learning rate is10� 3 and decreases

with a rate of 0.9995 per epoch. We setN = 2000, Pr = 15, and Pbc = Pic = 3. The weights

of the loss functions arewr = 1 and wic = wbc = 100. We divide our training set into 32

mini-batches and train the networks for 2500 epochs.

As shown in Figure 4.8 (left), the loss functions on the training set and testing set decrease

faster using GreenONets than with DeepONets. Figure 4.8 (middle) shows the pointwise

error in the solution at t = 1 using GreenONets and DeepONets with an initial condition

u0 = (1 � x2)10. The maximum pointwise errors are similar for both networks with a value

close to 0.035. We also plot the solutions att = 1 along with the exact solution � actually, an

overkill solution using the spectral element method, see e.g. [13,54,129], and references therein

� in Figure 4.8 (right). We remark that the errors in the solution of the GreenONets remain
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Figure 4.8 Example of Section 4.5.1: (left) Evolution of the loss function on the training
and testing sets with GreenONets and DeepONets. (middle) Pointwise error att = 1 for
k = 10, using GreenONets and DeepONets. (right) Comparison of the solutions obtained by
GreenONets and DeepONets att = 1 for k = 10 with an overkill solution using the spectral
element method.

localized around the main pulses and are proportional to the wave amplitude. However, in the

case of DeepONets, the pointwise errors have the tendency to spread over the whole domain.

Therefore, one could conclude that GreenONets tend to provide better approximations of

the propagating waves without introducing large errors away from the main pulses.

4.5.2 One-Dimensional Example with Initial Velocities

In the previous examples, we considered the input parameters to be the initial displacements

u0, as presented in Section 4.2.4. We now present the approximation of the wave operator

for a family of initial velocities, i.e. s = u1, while u0 = 0. We numerically show that the

aforementioned operator can be well approximated using the same GreenONets architecture.

We start by de�ning the input parameters s by a GRF with length scale l = 0:1. The

hyperparameters considered for this problem will be identical to the ones used in Section 4.5.1.

As mentioned in that example, the training of the DeepONets with a length scalel = 0:1 did

not converge properly and therefore will not be considered for this example.

In Figure 4.9 (left), we present the evolution of the loss function using the Green operator

networks on the training and testing sets. We observe that the loss function on both sets

properly decreases below10� 3. Additionally, we present in Figure 4.9 (middle and right) the

pointwise error and the approximated solutions, where the initial displacement is zero and

the initial speed is given byu1 =
p

k(1 � x2)k , for k = 50 and k = 200. The pointwise error

is computed by subtracting the GreenONets solution from an overkill solution obtained with

the spectral element method. We observe that fork = 50 the maximum pointwise error is
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Figure 4.9 Example of Section 4.5.2: (left) Evolution of the loss function on the training and
testing sets with GreenONets. (middle) Pointwise error att = 1:5 for k = 50 and k = 200
using GreenONets. (right) Solution att = 1:5 for k = 50 and k = 200 using GreenONets.

Figure 4.10 Example of Section 4.5.2: Comparison of the approximated (black) and the exact
(red) Green's functionG(x; t; x i ), for x i = 0 and t = 1:5.

less than0:01 while it remains under0:025 for k = 200. Moreover, we show in Figure 4.10

the approximated Green's function and the analytical Green's function att = 1:5 and x i = 0.

We note that the Green's function is reasonably approximated with the largest errors around

the discontinuity of the exact Green's function.

We conclude that one can approximate the operator of the wave equation when considering

initial velocities and a zero initial displacement. In the previous section, we approximated

the operator for a family of initial displacements and a vanishing initial velocity. Since the

wave equation is linear, we can superpose both operators to obtain an operator that takes

initial displacements and velocities as inputs. Similarly, one could extend the operator to a
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family of boundary conditions or forcing terms.

4.5.3 Two-Dimensional Examples

In this section, we consider the two-dimensional wave equation in the domain
 = ( � 1; 1)2.

The input functions s are de�ned as

s(x; y) = (1 � x2)(1 � y2)h(x; y);

whereh is randomly sampled from a zero-mean Gaussian random �eld with a length scalel.

Our goal is to learn the operator of the wave equation withs = u0 and zero initial velocity. In

the �rst example, we will compare the operators obtained with DeepONets and GreenONets

with homogeneous domain properties and homogeneous Dirichlet boundary conditions. In

the second one, we show the solution of the GreenONets obtained on a two-layer domain

featuring di�erent wave speeds and subjected to an absorbing boundary condition.

Homogeneous Case with Length Scale 1

In this example, we present some numerical results obtained with DeepOnets and GreenOnets

for the two-dimensional homogeneous wave equation withc(x; y) = 1 , where (x; y) denote

the spatial coordinates. The length scale of the GRF is chosen asl = 1. We choosem = 49

sensor points uniformly distributed in
 = [ � 1; 1] � [� 1; 1]. We consider an initial learning

rate 10� 3 that decreases with a rate 0.9995 at each epoch. The training set is de�ned with

N = 50000, and Pr = Pbc = Pic = 1. The weights in Eq. (4.20) are set towr = 1 and

wic = wbc = 100. The networks are trained for 400 epochs with 100 mini-batches.

Similarly to the one-dimensional case, the loss functions have decreased faster in the case of

the GreenONets after 400 epochs, see Figure 4.11. We compare in Figure 4.12 the error in

the solutions obtained with DeepONets and GreenONets. In this �gure, we show the initial

condition u0 = cos(x�= 2) cos(y�= 2), with which we test our networks, and the pointwise

errors at t = 1:5 using DeepONets and GreenONets. We observe that the maximum pointwise

error remains consistently smaller when using GreenONets. Moreover, we plot in Figure 4.13

the approximated Green's functionG(x; y; t; x i ; yi ) for (x i ; yi ) = (0 ; 0) at t = 0 and t = 0:4.

The Green's function initially peaks at the origin and then radially propagates through the

domain, as expected.
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Figure 4.11 Example of Section 4.5.3 for the homogeneous case: Evolution of the loss function
on the training and testing sets.

Figure 4.12 Example of Section 4.5.3: (left)Initial condition; (middle) Pointwise error at
t = 1:5 using DeepONets; (right) Pointwise error att = 1:5 using GreenONets.

Heterogeneous Case with Length Scale 0.3 and Absorbing Boundary Conditions

We consider here the wave equation with piecewise constant wave speedc(x; y)2 = 0:5 +

0:5H(y). Moreover, the Dirichlet boundary condition is now replaced by the absorbing

boundary condition [140] given by:

B
�
x ; t; u

�
= @tu(x ; t) + c(x )

�
r u(x ; t) � n

�
; 8(x ; t) 2 @
 � (0; T);

wheren is the outward normal vector to the boundary. The operator is approximated using

GreenONets with input functions s = u0 and u1 = 0. We choosem = 441 sensor points

uniformly distributed in 
 = [ � 1; 1] � [� 1; 1]. The input parameters are chosen with a GRF

of length scalel = 0:3. We consider an initial learning rate4 � 10� 3 that decreases with
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Figure 4.13 Example of Section 4.5.3: The approximated Green's functionG(x; y; t; x i ; yi ) for
(x i ; yi ) = (0 ; 0) at t = 0 and t = 0:4. The red dot denotes the point(x i ; yi ) = (0 ; 0).

a rate 0.998 at each epoch. The training set is de�ned withN = 50000, and Pr = 3 and

Pbc = Pic = 1. The weights in Eq. (4.20) are set towr = 1 and wic = wbc = 100. The training

is done for 1000 epochs with 128 mini-batches.

Figure 4.14 Example of Section 4.5.3 for the heterogeneous case: Evolution of the loss function
on the training and testing sets.

We show in Figure 4.14 the loss function during the training of the Green operator networks

on the training and test sets. Additionally, we present in Figure 4.15 the solutions and the

pointwise errors, obtained for the initial condition u0 = (1 � x2)k(1 � y2)k with k = 10,

at di�erent time instances. The pointwise error is obtained by comparing the GreenONets

solution with an overkill solution computed with the spectral element method. We observe

that the wave is properly absorbed by the boundary and that it propagates faster in the
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Figure 4.15 Example of Section 4.5.3: (left) Solution at di�erent instancest using
GreenONets; (right) Pointwise error at di�erent instancest using GreenONets.

upper half of the domain, as expected, given the discontinuous wave speed. The maximum

pointwise error obtained at t = f 0; 1; 2g is around 0:025. We hence demonstrate by this

example that GreenONets can consistently approximate the operator of the wave equation

with discontinuous domain properties and absorbing boundary conditions.

4.6 Conclusions

In this work, we have introduced the Green operator networks, that approximate the oper-

ator of the wave equation in homogeneous and heterogeneous domains for a family of initial

conditions. The GreenONets architecture is inspired by the exact representation of solu-
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tion of the wave equation in terms of the Green's function in unbounded domains. This

architecture yields better results, when approximating the wave operator for homogeneous

and heterogeneous domains in one and two dimensions, when compared to DeepONets. The

increased performance is attributed to the fact that the GreenONets architecture is better

suited to this type of problem, but we also recognize that the DeepONets architecture is more

general. We have in particular shown that the loss functions associated with the GreenONets

always converge with fewer epochs, as more physical information is incorporated in its ar-

chitecture when compared to that of the DeepONets. The numerical results also highlighted

the fact that the pointwise errors are generally smaller with GreenONets and that the solu-

tions generalize better when tested on initial conditions with frequencies higher than that of

the training set. Moreover, we have observed that the errors in the GreenONets solutions

remained localized around the peak amplitudes while the errors with DeepONets had the

tendency to spread within the domain. This can be explained by the fact that the approx-

imated Green's function is a smooth approximation of the exact one, which suggests that

the GreenONets solution is a smoother approximation when tested for high-frequency solu-

tions. Finally, we showed that the proposed approach extends well to problems with similar

initial and boundary conditions, for example non-zero initial velocity or absorbing boundary

conditions. Plans for future works will focus on testing the GreenONets for the two- and

three-dimensional wave equation involving materials with various heterogeneous properties

and extending the methodology to other model problems.
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CHAPTER 5 MULTI-LEVEL NEURAL NETWORKS FOR ACCURATE

SOLUTIONS OF BOUNDARY-VALUE PROBLEMS

In this chapter, we present our paper on �Multi-level Neural Networks for Accurate Solutions

of Boundary-Value Problems� [56] published in the journal Computer Methods in Applied

Mechanics and Engineering in 2024. This research was conducted in collaboration with Régis

Cottereau, Marc Laforest, and Serge Prudhomme. The ability of deep learning approaches

to surpass, particularly in terms of accuracy, classical discretization methods such as the

spectral element methods, remains a signi�cant challenge. We present in this work a new

methodology to better control and reduce the errors of physics-informed neural networks.

Numerical examples in 1D and 2D dealing with linear and non-linear problems are presented

to demonstrate the e�ectiveness of the proposed approach.

5.1 Introduction

In recent years, the solution of partial di�erential equations using deep learning [41,130,131]

has gained popularity and is emerging as an alternative to classical discretization methods,

such as the �nite element or the �nite volume methods. Deep learning techniques can be used

to either solve a single initial boundary-value problem [39,40,47] or approximate the opera-

tor associated with a partial di�erential equation [42,43,55,141]. The primary advantages of

deep learning approaches lie in their ability to provide meshless methods, and hence address

the curse of dimensionality, and in the universality of their implementation for various initial

and boundary-value problems. However, one of the main obstacles remains their inability

to consistently reduce the relative error in the computed solution. Although the universal

approximation theorem [142,143] guarantees that a single hidden layer network with a su�-

cient width should be able to approximate smooth functions to a speci�ed precision, one often

observes in practice that the convergence with respect to the number of iterations reaches

a plateau, even if the size of the network is increased. This is primarily due to the use of

gradient-based optimization methods, e.g. Adam [74], for which the solution may get trapped

in local minima. Another limitation of the gradient-based optimization with deep learning

approaches is the spectral bias [49,82,144], where classical neural networks tend to prioritize

the approximation of low frequencies over high frequencies. These optimization methods

applied to classical neural network architectures, e.g. feedforward neural networks [145], do

indeed experience di�culties in controlling the large range of scales and frequencies inher-

ent to a solution, even with some �ne-tuning of the hyperparameters, such as the learning



83

rate or the size of the network. In contrast, this is one of the main advantages of classical

methods over deep learning methods, in the sense that they feature well-de�ned techniques

to consistently reduce the error, using for instance mesh re�nement [146, 147] or multigrid

structures [148].

We introduce in this work a novel approach based on the notion of multi-level neural networks,

which are designed to consistently reduce the residual associated with a partial di�erential

equation, and hence, the errors in the numerical solution. The approach is versatile and can

be applied to various neural network methods that have been developed for the solution of

boundary-value problems [40,47], but we have chosen, for the sake of simplicity, to describe

the method on the particular case of physics-informed neural networks (PINNs) [39]. Once

an approximate solution to a boundary-value problem has been computed with the classical

PINNs, the method then consists in �nding a correction, namely, estimating the solution

error, by minimizing the residual using a new network of increasing complexity. The process

can subsequently be repeated using additional networks to minimize the resulting residuals,

hence allowing one to reduce the error to a desired precision. A similar idea has been

proposed in [103] to control the error in the case of symmetric and positive-de�nite variational

equations. Using Galerkin neural networks, the authors construct basis functions calculated

from a sequence of neural networks to generate a �nite-dimensional subspace, in which the

solution to the variational problem is then approximated. Our approach is more general as

the problems do not need to be symmetric.

The development of the proposed method is based on two key observations. First, each

level of the correction process introduces higher frequencies in the solution error, as already

discussed in [103] and highlighted again in the numerical examples. This is the reason why

the sequence of neural networks should be of increasing complexity. Moreover, a key ingredi-

ent will be to use the Fourier feature mapping approach [87] to accurately approximate the

functions featuring high frequencies. Second, the size of the error, equivalently of the resid-

ual, becomes at each level increasingly smaller. Unfortunately, feedforward neural networks

employing standard parameter initialization, e.g. Xavier initialization [79] in our case, are

tailored to approximate functions whose magnitudes are close to unity. We thus introduce a

normalization of the solution error at each level based on the Extreme Learning Method [149],

which also contributes to the success of the multi-level neural networks.

After �nalizing the writing of the manuscript, one has brought to our attention the recent

preprint [106] on multi-stage neural networks. Although the conceptual approach presented

in that preprint features many similarities with our method, namely the use of a sequence of

networks for the reduction of the numerical errors, the methods developed in our independent
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work to address the two aforementioned issues are original and sensibly di�er from those

introduced in [106].

The paper is organized as follows. We brie�y describe in Section 5.2 neural networks and

their application with PINNs, the deep learning approach that will be used to solve the

boundary-value problems at each level of the training. We describe in Section 5.3 the two

issues that may a�ect the accuracy of the solutions obtained by PINNs. We motivate in

Section 5.3.1 the importance of normalization of the problem data and show that it can greatly

improve the convergence of the solution. We continue in Section 5.3.2 with the choice of the

network architecture and the importance of using the Fourier feature mapping algorithm

to approximate high-frequency functions. We then present in Section 5.4 our approach,

the multi-level neural network method, for linear problems and demonstrate numerically

with a simple 1D Poisson problem that the method greatly improves the accuracy of the

solution, up to machine precision, with respect to theL2 and the H 1 norms, as in classical

discretization methods. We demonstrate further in Section 5.5 the e�ciency of the proposed

method on several numerical examples based on the Poisson equation, the convective-di�usion

equation, and the Helmholtz equation, in one dimension or two dimensions. We were able to

consistently reduce the solution error in these problems using the multi-level neural network

method. In Section 5.6, we extend the multi-level neural networks to non-linear di�erential

equations and consider in this case weakly imposed boundary conditions. We then show on a

one-dimensional example that the error can be consistently reduced for non-linear problems

and weakly imposed boundary conditions. Finally, we compile concluding remarks about the

present work and put forward new directions for research in Section 5.7.

5.2 Preliminaries

5.2.1 Neural Networks

Neural networks have been extensively studied in recent years for solving partial di�erential

equations [39, 41]. A neural network can be viewed as a mapping between an input and an

output by means of a composition of linear and nonlinear functions with adjustable weights

and biases. Training a neural network consists in optimizing the weights and biases by

minimizing some measure of the error between the output of the network and corresponding

target values obtained from a given training dataset. As a predictive model, the trained

network is then expected to provide accurate approximations of the output when considering

a wider set of inputs. Several neural network architectures, e.g. convolutional neural networks

(CNNs) [72] or feedforward neural networks (FNNs) [145], are adapted to speci�c classes of
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problems.

We shall consider here FNNs featuringn hidden layers, each layer having a widthN i , i =

1; : : : ; n, an input layer of width N0, and an output layer of width Nn+1 ; see Figure 5.1.

Denoting the activation function by � , the neural network with input z0 2 RN0 and output

zn+1 2 RNn +1 is de�ned as

Input layer: z0;

Hidden layers: z i = � (Wi z i � 1 + bi ); i = 1; � � � ; n;

Output layer: zn+1 = Wn+1 zn + bn+1 ;

(5.1)

where Wi is the weightsmatrix of size N i � N i � 1 and bi is the biasesvector of sizeN i . To

simplify the notation, we combine the weights and biases of the neural network into a single

parameter denoted by� . The neural network (5.1) generates a �nite-dimensional space of

dimensionN � =
P n+1

i =1 N i (N i � 1 +1) . To keep things simple, throughout this work we shall use

the tanh activation function and the associated Xavier initialization scheme [79] to initialize

the weights and biases.

5.2.2 Physics-Informed Neural Networks

We brie�y review the PINNs approach to solving partial di�erential equations, as described

in [39]. Let 
 be an open bounded domain inRd, d = 1; 2; or 3, with boundary @
 . For

two Banach spacesU and V of functions over 
 , we assume a linear di�erential operator

A : U ! V. Our goal is to �nd the solution u 2 U that satis�es, for a given f 2 V, the

partial di�erential equation cast here in its residual form:

R
�
x ; u(x )

�
:= f (x ) � Au(x ) = 0 ; 8x 2 
 ; (5.2)

and the following boundary conditions:

B
�
x ; u(x )

�
= 0; 8x 2 @
 : (5.3)

For the sake of simplicity in the presentation, but without loss of generality, we consider

here only the case of homogeneous Dirichlet boundary conditions, such that the residualB

is given by

B
�
x ; u(x )

�
:= u(x ); 8x 2 @
 : (5.4)

The primary objective in PINNs is to use a neural network with parameters� to �nd an
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Figure 5.1 Sketch of a feedforward neural network withn hidden layers of a width N i ,
i = 1; : : : ; n, an input layer of sizeN0, and an output layer of sizeNn+1 .

approximation ~u� (x ) of the solution u(x ) to problem (5.2)-(5.3). For the sake of simplicity

in the notation, we shall omit in the rest of the paper the subscript� when referring to the

approximate solutions~u� , and thus simply write ~u(x ). The training, i.e. the identi�cation of

the parameters� of the neural network, is performed by minimizing a loss function, de�ned

here as a combination of the residual associated with the partial di�erential equation and

that associated with the boundary condition in terms of theL2 norm:

L (� ) := wr

Z



R

�
x ; ~u(x )

� 2
dx + wbc

Z

@

B

�
x ; ~u(x )

� 2
dx; (5.5)

where wr and wbc are penalty parameters. In other words, by minimizing the loss func-

tion (5.5) one obtains a solution~u that weakly satis�es the boundary condition.

Alternatively, the homogeneous Dirichlet boundary condition could be strongly imposed, as

done in [94], by multiplying the output of the neural network by a functiong(x ) that vanishes

on the boundary. For instance, if
 = (0 ; `) � R, one could chooseg(x) = x(` � x). The

trial functions ~u would then be constructed, using the feedforward neural network (5.1), as
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follows:
Input layer: z0 = x ;

Hidden layers: z i = � (Wi z i � 1 + bi ); i = 1; : : : ; n;

Output layer: zn+1 = Wn+1 zn + bn+1 ;

Trial function: ~u = g(x )zn+1 :

(5.6)

where the input and output layers have a widthN0 = d and Nn+1 = 1, respectively. The

dimension of the �nite-dimensional space of functions generated by the neural network (5.6)

is now given byN � =
P n+1

i =1 N i (N i � 1 + 1) = N1(d + 1) +
P n

i =2 N i (N i � 1 + 1) + ( Nn + 1) .

For the rest of this work, the boundary conditions will be strongly imposed, so that the loss

function will henceforth be

L (� ) =
Z



R

�
x ; ~u(x )

� 2
dx: (5.7)

The problem that one solves by PINNs can thus be formulated as:

min
� 2 RN �

L (� ) = min
� 2 RN �

Z



R

�
x ; ~u(x )

� 2
dx: (5.8)

One advantage of PINNs is that they do not necessarily need the construction of a mesh,

which is often a time-consuming process. Instead, the integral in the loss function can be

approximated using Monte Carlo integration from randomly generated points in
 . Another

advantage is the ease of implementation of the boundary and initial conditions. On the

other hand, one major issue that one faces when using PINNs is that it is very di�cult, even

impossible, to e�ectively reduce theL2 or H 1 error in the solutions to machine precision.

The main reason, from our own experience, is that the solution process may get trapped

in some local minima, without being able to converge to the global minimum, when using

gradient-based optimization algorithms. We brie�y review some commonly used optimizers

and study their performance in the next section.

5.2.3 Choice of the Optimization Algorithm

The objective functions in PINNs are by nature non-convex, which makes the minimization

problems di�cult to solve and their solutions highly dependent on the choice of the solver.

For these reasons, it is common practice to employ gradient-based methods, such as the Adam

optimizer [74] or the Broyden�Fletcher�Goldfarb�Shanno (BFGS) algorithm [93]. BFGS is a

second-order optimizer, but if used alone, has the tendency to converge to a local minimum in

the early stages of the training. A widely used strategy to overcome this de�ciency is to begin

the optimization process using the Adam optimizer and subsequently switch to the BFGS
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optimizer [150]. In this work, we will actually utilize the so-called L-BFGS optimizer, the

limited-memory version of BFGS provided in PyTorch [151]. Although L-BFGS is a higher-

order method than Adam, the computational cost for each iteration is also much higher than

the cost for one iteration of Adam. We actually adopt here the following de�nition of what

we mean by an iteration: in both algorithms, it actually corresponds to a single update of

the neural network parameters.

In the following example, we study the performance of the aforementioned strategy, when

applied to a simple one-dimensional Poisson problem, and compare the resulting solution

with that obtained when using the Adam optimizer only. This numerical example will also

serve later as a model problem for further veri�cations of the underlying principles in our

approach.

Example 5.2.1. Given a function f (x), the problem consists in �ndingu = u(x), for all

x 2 [0; 1], that satis�es
� @xx u(x) = f (x); 8x 2 (0; 1);

u(0) = 0 ;

u(1) = 0 :

(5.9)

For the purpose of the study, the source termf is chosen such that the exact solution to the

problem is given as

u(x) = esin(k�x ) + x3 � x � 1; (5.10)

wherek is a given integer. We takek = 2 in this example.

We consider here a network made of only one hidden layer of a width of20, i.e. n = 1 and

N1 = 20. Moreover, N0 = N2 = 1. The learning rates for the Adam optimizer and L-BFGS

are set to 10� 2 and unity, respectively. In the �rst experiment, the network is trained for

10,000 iterations using Adam. In the second experiment, it is trained with Adam for 4,000

iterations followed by 100 iterations of L-BFGS. Figure 5.2 compares the evolution of the loss

function with respect to the number of iterations for these two scenarios. In the �rst case, we

observe that the loss function laboriously reaches a value around10� 2 after 10,000 iterations.

The loss function further decreases in the second case but stil l plateaus around5� 10� 5 after

about 30 iterations of L-BFGS. Note that the scale along thex-axis in the �gure on the right

has been adjusted in order to account for the large discrepancy in the number of iterations

used with Adam and L-BFGS.
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Figure 5.2 Results from Example 5.2.1 in Section 5.2.3. (Left) Exact solution withk = 2.
(Middle) Evolution of the loss function using the Adam optimizer only. (Right) Evolution of
the loss function using the Adam optimizer and L-BFGS.

5.3 Error Analysis in PINNs

In this section, we further study the numerical errors, and a fortiori, the sources of error,

in the solutions obtained with PINNs. We have mentioned in the introduction that two

issues may actually a�ect the quality of the solutions. Indeed, it is well known that the

training of the neural networks may perform poorly if the data, in our case the source term

in the di�erential equations, are not properly normalized [152]. Moreover, the accuracy may

deteriorate when the solutions to the problem exhibit high frequencies. We brie�y review here

the state-of-the-art in dealing with those two issues as they will be of paramount importance

in the development of the multi-level neural network approach. More speci�cally, we illustrate

on simple numerical examples how these issues can be somewhat mitigated.

5.3.1 Data Normalization

A major issue when solving a boundary-value problem such as (5.2)-(5.3) with PINNs is the

amplitude of the problem data, in particular, the size of the source termf (x). In other words,

a small source term naturally implies that the target solution will be also small, making it

harder for the training to �nd an accurate approximation of the solution to the boundary-

value problem. This issue will become very relevant and crucial when we design the multi-level

neural network approach in Section 5.4. Our goal here is to illustrate through a numerical

example that the accuracy of the solution clearly depends on the amplitude of the data, and

hence of the solution itself, and that it may therefore be necessary to scale the solution before

minimizing the cost functional. We hence revisit Example 5.2.1 of Section 5.2.3.
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Example 5.3.1. We solve again the Poisson problem(5.9) in 
 = (0 ; 1) with k = 2. How-

ever, we deliberately divide the source termf (x) by a factor � such that the exact solution is

changed to

u(x) =
1
�

�
esin(k�x ) + x3 � x � 1

�
:

A large value of � implies a small f , and hence, a smallu. We now compare the so-

lutions of the problem for several values of� with di�erent orders of magnitude, namely

� = f 10� 3; 1; 103g. For the training, we consider the Adam optimizer followed by L-BFGS

using the same network architecture and hyperparameters as in Section 5.2.3.

We show in Figure 5.3 (left) the solution fork = 2 and � = 1. We want to draw attention

to the fact that the maximal amplitude of this solution is roughly unity.

The evolution of the loss function during training is shown in Figure 5.3 (middle) for the

three values of� . We actually plot each loss function as computed but divided by� 2 for a

clearer comparison. For� = 1, we observe that the loss function converges much faster and

achieves a much smaller residual at the end of the training, than for� = 103 and � = 10� 3.

We show in Figure 5.4 the errors in the three solutions obtained after training. The error in

the solution computed with� = 1 is indeed several orders of magnitude smaller than the error

in the other two solutions. An important observation from these plots is that smaller errors

induce higher frequencies. Hence, if one wants to reduce the error even further, it would

become necessary to have an algorithm that allows one to capture those higher frequencies.

This issue is addressed in the next section.

We thus conclude that for solutions with notably large or small amplitudes, normalizing the

solution to a maximum amplitude of one, then solving the normalized problem and �nally

rescaling to the initial amplitude would actually result in a far better solution compared to

directly solving the original problem.

The distribution of the weights in the output layerjW n+1 j obtained after initialization and

training is shown in Figure 5.3 (right) for each� . First, we observe that the �nal weights

for � = 10� 3 are very di�erent from their initial values and sometimes exceed103. Second,

we would expect the trained parameters for� = 103 to be three orders of magnitude smaller

than those for� = 1. However, it seems that the network has di�culty decreasing the values

of these weights. As a consequence, the training fails to properly converge in the two cases

� = 103 and � = 10� 3. A reasonable explanation is that an accurate solution cannot be

obtained if the optimal weights exist far from their initialized values, since in this case the

training of the network is more demanding. This implies that, for a very small or very large

value of � , an e�cient initialization will not su�ce to improve the training. One could
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Figure 5.3 Results from Example 5.3.1 in Section 5.3.1: (Left) Exact solution withk = 2 and
� = 1. (Middle) Evolution of the loss function for � = 10� 3, 1, and 103. (Right) Distribution
of the absolute value of the weights in the last layer before and after training.

Figure 5.4 Results from Example 5.3.1 in Section 5.3.1: Pointwise errore(x) = u(x) � ~u(x)
for � = 10� 3, 1, and 103.

perhaps adjust the learning rate for the last layer, but �nding the proper value of the learning

rate is far from a straightforward task. Therefore, a simpler approach would be to normalize

the solution being sought so that the output of the neural network is largely of the order of

unity. We will propose such an approach in Section 5.4.

5.3.2 Solutions with High Frequencies

A deep neural network usually adheres to the F-principle [49,82,144], which states that the

neural network tends to approximate the low-frequency components of a function before its

high-frequency components. This property explains why networks approximate well functions

featuring a low-frequency spectrum while avoiding aliasing, leading to reasonable generalized
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errors. The F-principle also serves as a �lter for noisy data and provides an early stopping

criterion to avoid over�tting. When it comes to handling higher frequencies, one is generally

exposed to the risk of over�tting and the lack of convexity of the loss function. Unfortunately,

there exist few guidelines, to the best of our knowledge, to ensure that the training yields

accurate solutions in those cases. As is often the case with PINNs, the quality of the obtained

solutions depends on the experience of the user with the initialization of the hyperparameters.

Several studies, see e.g. [51,53,85], have put forward some techniques to improve neural net-

works in approximating high-frequency functions. We start by providing a concise overview

of the Fourier feature mapping presented in [51], which we shall use in this work, and proceed

with an illustration of its performance on a simple one-dimensional example.

In order to simultaneously approximate the low and high frequencies, the main idea behind

the method is to explicitly introduce within the networks high-frequency modes using the

so-called Fourier feature mapping. Let! M denote the vector ofM given wave numbers! m ,

m = 1; : : : ; M , that is ! M = [ ! 1; : : : ; ! M ]. The mapping 
 for each spatial componentx j is

provided by the row vector of size2M de�ned as:


 (x j ) = [cos(! M x j ); sin(! M x j )]; j = 1; : : : ; d; (5.11)

where we have used the shorthand:

cos(! M x j ) = [cos(! 1x j ); cos(! 2x j ); : : : ; cos(! M x j )];

sin(! M x j ) = [sin( ! 1x j ); sin(! 2x j ); : : : ; sin(! M x j )]:

As shown with the Neural Tangent Kernel theory in [87], the Fourier feature mapping helps

the network learn the high and low frequencies simultaneously. The structure of the feedfor-

ward neural network (5.6) is now modi�ed as follows. Considering a network with an input

layer of width N0 = 2M � d and an output layer of width Nn+1 = 1, the trial functions ~u are

taken in the form:

Input layer: z0 = [ 
 (x1); : : : ; 
 (xd)]T ;

Hidden layers: z i = � (Wi z i � 1 + bi ); i = 1; : : : ; n;

Output layer: zn+1 = Wn+1 zn + bn+1 ;

Trial function: ~u = g(x )zn+1 :

(5.12)

The dimension of the �nite-dimensional space of trial functions is given in this case by

N � = N1(2Md + 1) +
P n

i =2 N i (N i � 1 + 1) + ( Nn + 1) .
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In a similar manner, we will show on a numerical example that using a functiong(x ) whose

spectrum contains both low and high frequencies also improves the convergence of the solu-

tions. In the present work, we only consider one-dimensional problems or two-dimensional

problems on rectangular domains so that one can introduce a new mapping
 g in terms of

only the sine functions and thus strongly impose the boundary conditions by:


 g(x j ) = [sin( ! M x j )]; j = 1; : : : ; d: (5.13)

We note here that the wave number vector! M is the same as in
 and should be chosen such

that all sine functions vanish on the boundary@
 . In that case, we consider a feedforward

neural network with an input layer of width N0 = 2M � d and an output layer of width

Nn+1 = M , so that the trial functions ~u are given by:

Input layer: z0 = [ 
 (x1); : : : ; 
 (xd)]T ;

Hidden layers: z i = � (Wi z i � 1 + bi ); i = 1; : : : ; n;

Output layer: zn+1 = Wn+1 zn + bn+1 ;

Trial function: ~u = M � 1
�
� d

j =1 
 g(x j )
�

� zn+1 ;

(5.14)

where the trial function is divided by M in order to normalize the output. In the trial

function, each element of the vector� d
j =1 
 g(x j ) is given as� d

j =1 sin(! i x j ), with i = 1; : : : ; M .

The dimension of the �nite-dimensional space of trial functions generated by the neural

network (5.6) is now given byN � = N1(2Md + 1) +
P n

i =2 N i (N i � 1 + 1) + M (Nn + 1) . We

reiterate here that the output zn+1 needs to be multiplied by sine functions that vanish on

the boundary in order to strongly impose the boundary condition. When
 = (0 ; `)d, an

appropriate choice for the parameters! m is given by the geometric series! m = 2m� 1�=` ,

with m = 1; : : : ; M , as suggested in [51].

We now compare the performance of the three approaches using Example 5.2.1, in order to

show the importance of introducing high frequencies in the input layer and in the function

used to enforce the boundary conditions. The three methods can be summarized as follows:

ˆ Method 1: Classical PINNs with input x and trial functions provided by the neural

network (5.6) with g(x) = x(1 � x).

ˆ Method 2: PINNs using the Fourier feature mapping for the input and trial functions

provided by the neural network (5.12) withg(x) = x(1 � x).

ˆ Method 3: PINNs using the Fourier feature mapping for the input and trial functions

provided by the neural network (5.14).
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Example 5.3.2. We solve the Poisson problem(5.9) in 
 = (0 ; 1) with k = 10. The exact

solution is given in (5.10) and shown in Figure 5.5 (left). The networks all have a single

hidden layer of widthN1 = 10. As before, the learning rates for Adam and L-BFGS are

chosen as10� 2 and unity, respectively. The training is performed for 4,000 iterations with

Adam and 100 iterations with L-BFGS. The vector! M of wave numbers! m , m = 1; : : : ; M ,

is constructed from a geometric series withM = 4, i.e. ! M = [ �; 2�; 4�; 8� ].

We �rst observe in Figure 5.5 (middle) that Method 1 fails to converge. On the other hand,

Method 2 allows one to decrease the loss function by six orders of magnitude and Method 3

reduces further the loss function by almost two orders of magnitude. This example indicates

that it is best to use the architecture given in(5.14) when dealing with solutions with high

frequencies.

We show in Figure 5.5 (right) the absolute value of the initialized and trained parameters for

each method. We notice that the trained parameters are very large in the case of the �rst

method, with some of them reaching values as large as104. In contrast, the values remain

much smaller in the case of Methods 2 and 3, with the parameters of Method 3 staying closer

to the initialized parameters when compared to those obtained by Method 2. For Method 1, the

weights in the hidden layers need to be large so as to be able to capture the high frequencies,

as seen in Figure 5.5 (right). If one uses Method 2 to obtain an approximation of the exact

solution (5.10), the function computed by the output layer in(5.12) should converge to the

function:
u(x)

x(1 � x)
=

esin(k�x ) + x3 � x � 1
x(1 � x)

:

However, this function takes on large values near the boundary. Indeed, whenx tends to0, the

limit is equal to k� � 1, which becomes large for large values ofk. Hence, the parameters of the

network after training will tend to take large values in order to approximate well the solution,

as explained in Section 5.3.1. In order to mitigate these issues, we have thus introduced the

architecture (5.14), such that the functions used to enforce the boundary conditions contain

a mix of low and high frequencies. To explain why introducing higher frequencies in these

functions would avoid large network outputs, we consider the ratio

u(x)
sin(! M x)

=
esin(k�x ) + x3 � x � 1

sin(! M x)
:

The limit of this function when x tends to zero is(k� � 1)=! M , which can be always reduced

with su�ciently large ! M . Similarly, the choice of Method 3 allows one to get a solution whose

trained parameters remain of the same order as the initial ones, as observed in Figure 5.5

(right).
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Figure 5.5 Results from Example 5.3.2 in Section 5.3.2: (Left) Exact solution withk = 10.
(Middle) Evolution of the loss function for the three methods. (Right) Distribution of the
absolute value of the initialized and trained parameters for the three methods.

Figure 5.6 Results from Example 5.3.2 in Section 5.3.2: Pointwise errore(x) = u(x) � ~u(x)
for Methods 1, 2, and 3.

Moreover, we show in Figure 5.6 the pointwise errore(x) = u(x) � ~u(x) obtained at the end

of the training for Methods 1, 2, and 3. Note that the scale along they-axis is di�erent on the

graphs. As expected, the pointwise error obtained by Method 1 is of the same order as the solu-

tion itself. Moreover, we observe that the maximum value ofje(x)j using Method 3 is smaller

than that obtained with Method 2. Hence, the architecture presented in Method 3 yields a

better solution when compared to the other two methods. We observed in Example 5.3.1 that

smaller approximation errors contained higher frequencies. The picture is slightly di�erent

here. If we closely examine the pointwise error obtained by Methods 2 or 3, we observe that

the error contains both a low-frequency component of large amplitude and a high-frequency

component of small amplitude. In order to explain this phenomenon, we plot in Figure 5.7

the residualR(x) associated with the partial di�erential equation for the three methods. For
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Figure 5.7 Results from Example 5.3.2 in Section 5.3.2: ResidualR(x) associated with the
partial di�erential equation at the end of the training using Methods 1, 2, and 3. Note that
the scale along they-axis is di�erent from one plot to the other.

Method 1, we observe that the residual is stil l very large by the end of the training since the

method did not converge. For Methods 2 and 3, the residual is a high-frequency function as

the second-order derivatives of the solution tend to amplify its high-frequency components, as

con�rmed by the trivial calculation:

d2

dx2
sin(!x ) = � ! 2 sin(!x ):

It follows that the high-frequency components of the solution will be reduced �rst since the

training is based on minimizing the residual of the partial di�erential equation. On the other

hand, the error, see e.g. Figure 5.6 (middle) or (right), includes some low-frequency contri-

butions, which are imperceptible in the plot of the residual. To further reduce the pointwise

error, the objective should then be to reduce the low-frequency modes alone, without the need

to reduce the high frequencies whose amplitudes are smaller.

Finally, in order to show that Method 3 yields better results for di�erent frequencies, we solve

the same problem for various values ofk. The only hyperparameter we adjust here is the wave

number vector, that is,M is set to f 3; 4; 5; 5; 6; 6; 6; 6g for k = f 5; 10; 15; 20; 25; 30; 35; 40g.

In Figure 5.8, we present the loss function at the end of the training for di�erent values of

k. We clearly observe that Method 3 converges to smaller loss values for all values ofk.

In particular, the improvement introduced by Method 3 becomes more pronounced for larger

values ofk when compared to Method 2.

In summary, we have seen through numerical experiments that the accuracy of the solutions

may be a�ected by the scale of the problem data and the range of frequencies inherent to
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Figure 5.8 Results from Example 5.3.2 in Section 5.3.2: Comparison of the loss function value
at the end of the training between the three methods for di�erent values ofk.

the solutions. The methodology that we describe below allows one to address these issues,

namely to control the error within machine precision in neural network solutions using the

PINNs approach.

5.4 Multi-Level Neural Networks

In this section, we describe the multi-level neural networks for linear operators, whose main

objective is to improve the accuracy of the solutions obtained by PINNs. Supposing that an

approximation ~u of the solution u to Problem (5.2)-(5.3) has been computed, the error in~u

is de�ned ase(x ) = u(x ) � ~u(x ) and satis�es, sinceR
�
x ; u(x )

�
= f (x ) � Au(x ):

R
�
x ; u(x )

�
= f (x ) � A~u(x ) � Ae(x ) = R

�
x ; ~u(x )

�
� Ae(x ) = 0 ; 8x 2 
 ;

B
�
x ; u(x )

�
= B

�
x ; ~u(x )

�
+ B

�
x ; e(x )

�
= B

�
x ; e(x )

�
= 0; 8x 2 @
 ;

where we have used the fact thatA and B are linear operators and~u strongly veri�es the

boundary condition. In other words, the error functione(x) satis�es the new problem in the

residual form:

~R
�
x ; e(x )

�
= R

�
x ; ~u(x )

�
� Ae(x ) = 0 ; 8x 2 
 ; (5.15)

B
�
x ; e(x )

�
= 0; 8x 2 @
 : (5.16)



98

We notice that the above problem for the error has exactly the same structure as the original

problem, with maybe two exceptions: 1) the source termR
�
x ; ~u(x )

�
in the error equation

may be small, 2) the errore(x ) may be prone to higher frequency components than in~u.

Our earlier observations suggest we �nd an approximation~e(x ) to e(x ) using the PINNs

approach after normalizing the source term by a scaling parameter� , in a way that scales

the error to a unit maximum amplitude. The new problem becomes:

~R
�
x ; e(x )

�
= �R

�
x ; ~u(x )

�
� Ae(x ) = 0 ; 8x 2 
 ; (5.17)

B
�
x ; e(x )

�
= 0; 8x 2 @
 : (5.18)

The dimension of the new neural network to approximatee should be larger than that used

to �nd ~u, due to the presence of higher frequency modes ine. In particular, the number of

wave numbersM in the Fourier feature mapping should be increased. The idea is to some

extent akin to a posteriori error estimation techniques developed for Finite Element methods,

see e.g. [146, 153�156]. Finally, one should expect that the optimization algorithm should

once again reach a plateau after a certain number of iterations and that the process should

be repeated to estimate a new correction to the errore.

We thus propose an iterative procedure, referred here to as the �multi-level neural network

method", in order to improve the accuracy of the solutions when using PINNs (or any other

neural network procedure based on residual reduction). We start by modifying the notation

due to the iterative nature of the process. As mentioned in the previous section, the source

term f may need to be normalized by a scaling parameter� 0, so that we reconsider the initial

solution u0 satisfying a problem in the form:

R0

�
x ; u0(x )

�
= � 0f (x ) � Au0(x ) = 0 ; 8x 2 
 ; (5.19)

B
�
x ; u0(x )

�
= 0; 8x 2 @
 : (5.20)

The above problem can then be approximated using a neural network to obtain an approxi-

mation ~u0 of u0. Hence, the �rst approximation ~u to u reads after scaling~u0 with � 0:

~u(x ) =
1
� 0

~u0(x ): (5.21)

We would like now to estimate the error in~u. However, we �nd it easier to work in terms of
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~u0. Therefore, we look for a new correctionu1 that solves the problem:

R1

�
x ; u1(x )

�
= � 1R0

�
x ; ~u0(x )

�
� Au1(x ) = 0 ; 8x 2 
 ; (5.22)

B
�
x ; u1(x )

�
= 0; 8x 2 @
 : (5.23)

Once again, one can compute an approximation~u1 of u1 using PINNs. Since~u1 can be viewed

as the normalized correction to the error in~u0(x ), the new approximation tou is now given

by:

~u(x ) =
1
� 0

~u0(x ) +
1

� 0� 1
~u1(x ): (5.24)

The process can be repeatedL times to �nd corrections ui at each leveli = 1; : : : ; L given the

prior approximations ~u0, ~u1, . . . , ~ui � 1. Each new correctionui then satis�es the boundary-

value problem:

Ri

�
x ; ui (x )

�
= � i Ri � 1

�
x ; ~ui � 1(x )

�
� Au i (x ) = 0 ; 8x 2 
 ; (5.25)

B
�
x ; ui (x )

�
= 0; 8x 2 @
 : (5.26)

We note that to approximate the correction~ui , the parameters of the previous levels will be

frozen and only the network of thei th level will be trained. After �nding an approximation

~ui to each of those problems up to leveli , one can obtain a new approximation~u of u such

that:

~u(x ) =
1
� 0

~u0(x ) +
1

� 0� 1
~u1(x ) + : : : +

1
� 0� 1 : : : � i

~ui (x ): (5.27)

Once the approximations~ui have been found at all levelsi = 0; : : : ; L, the �nal approximation

at the end of the process would then be given by:

~u(x ) =
LX

k=0

1
� k

j =0 � j
~uk(x ): (5.28)

Using PINNs, the neural network approximation~ui (which implicitly depends on the network

parameters� ) for each error correction will be obtained by solving the following minimization

problem:

min
� 2 RN �;i

L i (� ) = min
� 2 RN �;i

Z



Ri

�
x ; ~ui (x )

� 2
dx; (5.29)

where N �;i denotes the dimension of the function space generated by the neural network

used at leveli . We recall that the boundary conditions are strongly imposed and, hence, do

not appear in the loss functionsL i (� ). Since each correction~ui is expected to have higher

frequency contents, the sizeN �;i of the networks should be increased at each level. Moreover,
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the number of iterations used in the optimization algorithms Adam and L-BFGS will be

increased as well, since more iterations are usually needed to approximate higher frequency

functions. For illustration purposes, we consider a simple one-dimensional numerical example

and use once again the setting of Example 5.2.1 in Section 5.3.1.

Example 5.4.1. We solve Problem(5.9) with k = 2 whose exact solution is given by(5.10).

We consider three levels of the multi-level neural networks, i.e.L = 3, in addition to the

initial solve, so that the approximation~u will be obtained using four sequential neural net-

works. We choose networks with a single hidden layer of widthN1 given byf 10; 20; 40; 20g.

The networks are �rst trained with 4,000 iterations of Adam followed byf 200; 400; 600; 0g

iterations of L-BFGS. For each level, the loss function is computed using 1,000 collocation

points. The mappings of the input and boundary conditions are chosen withM = f 1; 3; 5; 1g

wave numbers. In this example, the scaling parameter� i , i = 0; : : : ; 3, for ~u0 and the three

corrections ~ui , are chosen here as� i = f 1; 103; 103; 102g. In the next section, we will present

a simple approach to evaluate these normalization factors. We note that the last network

has been designed to approximate functions with a low-frequency content. This choice will be

motivated below.

We present in Figure 5.9 the evolution of the loss function and of the errors in theL2 and H 1

norms with respect to the number of optimization iterations, along with the pointwise error

at the end of the training. We �rst observe that each error correction allows one to converge

closer to the exact solution. More precisely, we gain almost seven orders of magnitude in the

L2 error thanks to the introduced corrections. Indeed, after three corrections, the maximum

pointwise error is around6� 10� 12, which is much smaller than the error we obtained with~u0

alone. To better explain our choice of the numberM of wave numbers at each level, we show in

Figure 5.10 the computed corrections~ui . We observe that each correction approximates higher

frequency functions than the previous one, except~u3. In fact, once we start approximating the

high-frequency errors, it becomes harder to capture the low-frequencies with larger amplitudes.

This phenomenon was actually observed and described in Example 5.3.2. Here, we see that

the loss function eventually decreases during the training of~u2, but that theL2 error has the

tendency to oscillate while slightly decreasing. It turns out that this behavior can be attributed

to the choice of the loss functionL 2, in which the higher frequencies are penalized more than

the lower ones. In other words, we have speci�cally designed the last network to approximate

only low-frequency functions and be trained using Adam only. Thanks to this architecture, the

L2 error signi�cantly decreases during the training of~u3, without a noticeable decrease in the

loss function. As a remark, longer training for~u2 would correct the lower frequencies while

correcting high frequencies with smaller amplitudes, but it is in our opinion more e�cient,

with respect to the number of iterations, to simply introduce a new network targeting the low
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Figure 5.9 Results from Example 5.4.1 in Section 5.4: (Left) Evolution of the loss function.
(Middle) Evolution of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right)
Pointwise error after three error corrections. The regions shown byL i , i = 0; : : : ; 3, in the
�rst two graphs indicate the region in which the neural network at leveli is trained.

frequencies.

In the last example, we observe that the maximal values in the three corrections~ui , i = 1; 2; 3,

range in absolute value from0:002 to 0:015, see Figure 5.10, whereas their values should

ideally be of order one if proper normalization were used. The reason is that we provided a

priori values for the scaling parameters� i . It appears that those values were not optimal, i.e.

too small, yielding solutions whose amplitudes were two to three orders of magnitude smaller

than the ones we should expect. The multi-level neural network approach was still able to

improve the accuracy of the solution despite sub-optimal values of the scaling parameters.

Ideally, one would like to have a method to uncover appropriate values of the scaling param-

eters. Unfortunately, it is not a straightforward task, that of predicting the amplitude of the

remaining error in order to correctly normalize the residual term in the partial di�erential

equation. We propose here a simple approach based on the Extreme Learning Method [149].

The main idea of the Extreme Learning Method is to use a neural network with a single

hidden layer, to �x the weight and bias parameters of the hidden layer, and to minimize

the loss function with respect to the parameters of only the output layer by a least squares

method. To brie�y explain the method, we consider the network given by architecture (5.12),

with one hidden layer, for which the trial function reads:

~u(x ) = g(x )
�
W2z1(x ) + b2

�
: (5.30)

Without loss of generality, we setb2 = 0. In the trial function, the parameters W1 and b1
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Figure 5.10 Results from Example 5.4.1 in Section 5.4: Approximation~u0(x) and corrections
~ui (x), i = 1; 2; 3.

are �xed and one needs to determineW2. This is achieved by minimizing the residual:

R
�
x ; ~u(x )

�
= f (x ) � A

�
g(x )W2z1(x )

�
= f (x ) � W2A

�
g(x )z1(x )

�
;

over the training set f x i g
N tr
i =1 , where N tr is the number of collocation points. We note here

that the boundary conditions are veri�ed by the choice of the trial function. Finally, the

vector W2, and subsequently~u, can be obtained by solving the linear system:

MW T
2 = F;

using a least squares method. Here, the matrixM is given byM ij = A
�
g(x i )z

j
1(x i )

�
, where

z j
1 is the j th component of the vectorz1, and the vectorF is given as[f (x i )]T .

We propose here to utilize the Extreme Learning Method to obtain a coarse prediction for

each correction~ui by minimizing the residual Ri (x ; ~ui ), as explained above. The solution
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might not be very accurate, but it should provide a reasonable estimate of the amplitude of

the correction function, which can be employed to adjust the normalization parameter� i .

Each � i is selected as the inverse of the amplitude of the coarse approximation of~ui obtained

with the Extreme Learning Method. We note that the solution obtained with the Extreme

Learning Method will be discarded since the parameters of the last layer can be excessively

large, thereby posing di�culties for further training using PINNs. Moreover, the approach

has the merit of being very fast and scale-independent. In this work, the trial function given

by architecture (5.12) is computed with a single hidden layer of width 100. We assess its

performance in the next numerical example and show that it allows one to further improve

the accuracy of the multi-level neural network solution.

Example 5.4.2. We use the exact same setting as described in Example 5.4.1 but we now

employ the Extreme Learning Method to normalize the residual terms, as explained above.

We observe in Figure 5.11 that the proposed normalization technique leads at the end of the

training to errors e(x) = u(x) � ~u(x) within machine precision. We actually gain about

two orders of magnitude in the error with respect to both norms over the results obtained

in Example 5.4.1. Even more striking, the approximations of the corrections~ui all have

amplitudes very close to unity, see Figure 5.12, which con�rms the e�ciency of the proposed

approach.

Finally, in order to show that the use of a sequence of networks is crucial to obtain small

errors, we solve again this problem with one network. For this example, we consider a similar

number of parameters to that of the multi-level neural networks used in the past example.

Example 5.4.3. We consider a single network given using the architecture(5.14) with a

single hidden layer of width 60 and setM = 5. The number of parameters of this network

is 961, which is similar to that of Example 5.4.2 where the neural networks introduced 970

parameters. The training is done with Adam for 4,000 iterations with a learning rate of10� 2,

followed by L-BFGS for 1,200 iterations. We show in Figure 5.13 the evolution of the loss

function along with the evolution of theL2 and H 1 errors during the training. We observe that

the loss function plateaus at the end of the training with a loss around10� 5, which is much

larger than that achieved with the multi-level neural networks. Moreover, we observe that the

L2 and H 1 errors at the end of the training are larger by about seven orders of magnitude

when using a single network. Therefore, we may conclude that using the multi-level neural

network approach leads to much better convergence when compared to a single neural network

with the same wave number and the same number of parameters.
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Figure 5.11 Results from Example 5.4.2 in Section 5.4: (Left) Evolution of the loss function.
(Middle) Evolution of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right)
Pointwise error after three error corrections.

5.5 Numerical Results

In this section, we present a series of numerical examples to illustrate the whole poten-

tial of the multi-level neural networks to reduce errors in neural network approximations of

boundary-value problems in one and two dimensions. The computational domain in each

of the examples is de�ned as
 = [0 ; 1]d, with d = 1 or 2. The solutions to the problems

will all be submitted to homogeneous Dirichlet boundary conditions, unless explicitly stated

otherwise. The solutions and error corrections computed with the multi-level neural network

approach shall be consistently approximated by the neural network architecture provided

in (5.14), for which the vector of wave numbers! M is constructed from a geometric series,

as described in Section 5.3.2. The normalization of the source terms is implemented through

the use of the Extreme Learning Method, as described in Section 5.4. We again emphasize

that the scaling along the horizontal axis in the convergence plots is actually di�erent for the

Adam iterations and L-BFGS iterations. The reason is simply to provide a clearer visualiza-

tion of the L-BFGS training phase, given the notable di�erence in the number of iterations

used in the Adam and L-BFGS algorithms. Finally, for each example, the number of levels

is set to L = 3 and the values of the hyperparameters for each network (number of hidden

layers n and widths N i , number of Adam and L-BFGS iterations, number of wave numbers

M ) will be collected in a table.

5.5.1 Poisson Problem in 1D

We revisit once again Problem (5.9) described in Example 5.2.1, this time withk = 10. Our

objective here is to demonstrate the performance of the multi-level neural networks even in
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Figure 5.12 Results from Example 5.4.2 in Section 5.4: Approximation~u0(x) and corrections
~ui (x), i = 1; 2; 3.

the case of solutions with high-frequency components. The solution is approximated using

four sequential networks whose hyperparameters are reported in Table 5.1. For each level,

the loss function is computed using 2,000 collocation points. Similarly to the Example 5.4.1,

the last network is chosen in such a way that only the low-frequency modes are approximated,

using the Adam optimizer only.

We plot in Figure 5.14 the evolution, during training, of the loss function (left) and the errors

in the L2 and H 1 norms (middle), along with the pointwise error at the end of the training

(right). We observe that the loss function and the errors in both norms are reduced when

using two corrections. During the second error correction, we notice that the reduction in

the loss function did not yield a signi�cant decrease in theL2 and H 1 errors. As described

in Example 5.4.1, this is a consequence of our choice of the loss function, where higher

frequencies are penalized more than the lower ones, which yields large low-frequency errors.

This issue is addressed in the third correction that helps decrease theL2 and the H 1 errors
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Figure 5.13 Results from Example 5.4.3 in Section 5.4: (Left) Evolution of the loss function.
(Right) Evolution of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms.

Table 5.1 Hyperparameters used in the example of Section 5.5.1.

hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 1 1 1 1

Width N1 10 20 40 40

# Adam iterations 4,000 4,000 4,000 10,000

# L-BFGS iterations 500 1,000 1,500 0

# wave numbers M 4 6 8 2

without signi�cantly decreasing the loss function, since the role of the last network is mainly

to capture the low frequencies. As described in Example 5.4.1, this is a consequence of the

speci�c choice of the hyperparameters for the last network. In this example, we are able to

attain a maximum pointwise error of around10� 11 with four successive networks.

5.5.2 Boundary-Layer Problem

In this section, we consider the convection-di�usion problem given by

� "@xx u(x) + @xu(x) = 1 ; 8x 2 (0; 1);

u(0) = 0 ;

u(1) = 0 ;

(5.31)
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Figure 5.14 Example of Section 5.5.1: (Left) Evolution of the loss function. (Middle) Evolu-
tion of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right) Pointwise
error after three error corrections.

where " denotes a viscosity coe�cient. We show in Figure 5.15 the exact solutions to the

problem when" = 1 and " = 0:01. As " gets smaller, a sharp boundary layer is formed

in the vicinity of x = 1, which makes the problem more challenging to approximate. Fi-

nite element approximations of the same problem without using any stabilization technique

actually exhibit large oscillations whenever the mesh size is not �ne enough to capture the

boundary layer. We apply the multi-level neural network method to both cases using the

hyperparameters given in Table 5.2 for" = 1 and Table 5.3 for" = 0:01. The loss function is

minimized using 1,000 collocation points for" = 1 and 5,000 collocation points for" = 0:01.

We �rst plot in Figure 5.16 the convergence results and the pointwise error for" = 1. We

observe that in this case, we were able to gain at least eight orders of magnitude in theL2

and the H 1 errors with three error corrections. At the end of the training, the pointwise

error is of the order of the machine precision.

In Figure 5.17, we show the convergence results and the pointwise error for" = 0:01. As

Table 5.2 Hyperparameters used in the example of Section 5.5.2 for" = 1.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 1 1 1 1

Width N1 5 10 20 40

# Adam iterations 4,000 4,000 4,000 10,000

# L-BFGS iterations 200 500 800 0

# wave numbers M 1 3 5 2
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Figure 5.15 Exact solutions when" = 1 and " = 0:01 to the boundary-layer problem of
Section 5.5.2.

expected, the convergence with four networks is slower than in the case with" = 1 and

plateaus for larger values of the loss function and the errors. As a matter of fact, the loss

function after the training of ~u0 stagnates around a value of10� 4. But using the multi-level

neural network method, we are able to decrease the loss function down to10� 14, which is

also accompanied by a reduction of theL2 and H 1 errors.

5.5.3 Helmholtz Equation

We are now looking for the �eld u = u(x) governed by the one-dimensional Helmholtz

equation:

� @xx u(x) � � 2u(x) = 0 ; 8x 2 (0; 1); (5.32)

Table 5.3 Hyperparameters used in the example of Section 5.5.2 for" = 0:01.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 1 1 1 1

Width N1 5 10 20 20

# Adam iterations 4,000 4,000 4,000 10,000

# L-BFGS iterations 500 1,000 2,000 0

# wave numbers M 3 5 7 3
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Figure 5.16 Example of Section 5.5.2 with" = 1: (Left) Evolution of the loss function.
(Middle) Evolution of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms.
(Right) Pointwise error after three error corrections.

Figure 5.17 Example of Section 5.5.2 with" = 0:01: (Left) Evolution of the loss function.
(Middle) Evolution of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right)
Pointwise error after three error corrections.

where the value of the wave number is chosen here equal to� =
p

9200� 95:91, and subject

to the Dirichlet boundary conditions:

u(0) = 0 ;

u(1) = 1 :
(5.33)

The exact solution for this problem is given asu(x) = sin( �x )=sin(� ). The Dirichlet boundary

condition is non-homogeneous atx = 1. We thus introduce the lift function �u(x) = x to

account for the boundary condition, so that we consider trial functions for the initial solution
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~u0 in the form:

~u0(x) = x +

�
� d

j =1 
 g(x j )
�

� zn+1

M

where
 g is de�ned (5.13). Since~u0 strongly veri�es the two boundary conditions, the correc-

tions ~ui , for i � 1, will therefore be subjected to homogeneous Dirichlet boundary conditions,

i.e. ~ui (0) = ~ui (1) = 0 . The main objective of this example is to show that the multi-level

neural network method can actually recover a high-frequency solution resulting from the

large value of the wave number� . The hyperparameters of the multi-level neural networks

are provided in Table 5.4. Moreover, we use 5,000 collocation points here to compute the

loss function.

As before, we plot in Figure 5.18 the convergence of the loss function and the errors along

with the pointwise error. We observe that the use of the multi-level neural networks leads to

a signi�cant reduction of the error as the absolute pointwise error in the �nal approximation

~u never exceeds3 � 10� 10.

In this example, the last correction is constructed using the Fourier feature mapping with

M = 5 wave numbers. This is in contrast to the previous examples where we chose lower

frequencies for the last correction. The reason is that, as observed in Figure 5.19, the dom-

inant frequency in ~u1 and ~u2 is comparable to that of the solution. Therefore, in order to

reduce this frequency without reducing the larger frequencies whose amplitudes are smaller,

we actually select an architecture for~u3 similar to that of ~u0. Using this architecture, we

see that the errors in the solution signi�cantly decrease even if the loss function remains

virtually unchanged. We show in Figure 5.20 the residualR1(x; ~u1(x)) associated with the

approximation ~u1. We have already mentioned that the error corrections~u1 and ~u2 have

a dominant frequency similar to that of ~u0. However, we observe that the residual clearly

features higher-frequency modes, whose amplitudes, although small in the approximation~u1,

are in fact ampli�ed due to the second-order derivatives. For that reason, it is desirable

Table 5.4 Hyperparameters used in the example of Section 5.5.3.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 1 1 1 1

Width N1 10 20 40 10

# Adam iterations 10,000 10,000 10,000 30,000

# L-BFGS iterations 400 800 1,600 0

# wave numbers M 5 7 9 5
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Figure 5.18 Example of Section 5.5.3: (Left) Evolution of the loss function. (Middle) Evolu-
tion of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right) Pointwise
error after three error corrections.

to consider larger networks with a larger number of wave numbers in the Fourier feature

mapping for the approximations~u1 and ~u2. We have thus used in this experimentN1 = 20

and M = 7 for ~u1 and N1 = 40 and M = 9 for ~u2.

5.5.4 Poisson Problem in 2D

In this �nal example, we consider the two-dimensional Poisson equation in
 = (0 ; 1)2, with

homogeneous Dirichlet boundary conditions prescribed on the boundary@
 of the domain.

The boundary-value problem consists then in solving foru = u(x; y) satisfying:

� � u(x; y) = f (x; y); 8x 2 
 ;

u(x; y) = 0 ; 8x 2 @
 ;
(5.34)

Figure 5.19 Example of Section 5.5.3: Approximation~u0(x) and corrections~ui (x), i = 1; 2.
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Figure 5.20 Example of Section 5.5.3: ResidualR1(x; ~u1(x)) associated with the Helmholtz
equation obtained after the training of~u1(x).

where the source termf (x; y) is chosen such that the exact solution is given by:

u(x; y) = sin( �x ) sin(�y ):

The problem is solved using four networks whose hyperparameters are given in Table 5.5

and the loss function is minimized over 20,000 training points. We note that, for this two-

dimensional problem, we increase the depth of the networks at levels 0, 1, and 2, to two

hidden layers, both having the same widthN1 = N2 at each level.

We show in Figure 5.21 the evolution of the loss function and of the errors with respect to

the number of Adam and L-BFGS iterations. As in the one-dimensional examples, the multi-

level neural network approach allows one to reduce the loss function and the errors in theL2

and H 1 norms down to values around10� 15, 10� 11, and 10� 9, respectively. The results are in

our opinion remarkable since we attain in this 2D example an accuracy comparable to that

Table 5.5 Hyperparameters used in the example of Section 5.5.4.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 2 2 2 1

Widths N1 and N2 10 20 40 40

# Adam iterations 2,500 5,000 10,000 4,000

# L-BFGS iterations 200 400 600 0

# wave numbers M 1 3 5 1
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obtained with classical discretization methods. As indicated in Table 5.5, the hyperparame-

ters for the last correction are chosen so that they can capture the low-frequency functions.

Figure 5.21 (right) actually shows that, by the end of the process, we are thereby able to

decrease the maximum pointwise error to within6 � 10� 10. Finally, we plot in Figure 5.22

the approximation ~u0 along with the three corrections~u, i = 1; 2; 3, computed after each

level of the multi-level neural networks. One easily observes that all solutions are properly

normalized and that, as expected, each corrective function exhibits higher frequencies than

in the previous one, except for the approximation~u3 by the design of the last neural network.

5.6 Extensions

In this section, we brie�y present the extension of the multi-level neural networks to non-

linear problems and to weakly imposed boundary conditions. In Section 5.4, we introduced

the multi-level neural networks for linear problems while strongly imposing the boundary

conditions. However, the approach cannot be straightforwardly extended to non-linear prob-

lems as the principle of superposition does not hold here. We thus start by considering a

non-linear problem in its residual form, which consists in �ndingu 2 U that satis�es:

R
�
x ; u(x )

�
= 0; 8x 2 
 ; (5.35)

and a Dirichlet boundary condition on the whole boundary@
 , i.e.

B
�
x ; u(x )

�
= 0; 8x 2 @
 : (5.36)

Assuming that an initial approximation ~u0 and subsequent corrections~uk , k = 1; : : : ; L, have

been computed, the goal is now to evaluate the multi-level solution as:

~u(x ) =
LX

k=0

1
� k

j =0 � j
~uk(x );

whereL is the total number of levels. Similarly to the linear problem, we �rst compute the

initial approximation ~u0(x ), by minimizing the loss functionL (� ) given by:

L (� ) = wr

Z



R

�
x ; ~u(x )

� 2
dx + wbc

Z

@

B

�
x ; ~u(x )

� 2
dx; (5.37)

wherewr and wbc are penalty parameters and

~u(x ) =
1
� 0

~u0(x ):
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Figure 5.21 Example of Section 5.5.4: (Left) Evolution of the loss function. (Middle) Evolu-
tion of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right) Pointwise
error after three error corrections.

Then, in a sequential manner, we compute the correction~ui (x ) by freezing the parameters

of the previous levels while minimizing the loss functionL (� ), in order to obtain a new

approximation of u:

~u(x ) =
iX

k=0

1
� k

j =0 � j
~uk(x ):

However, issues similar to the linear case might arise here. First, the loss function might

become very small since the residualsR and B are not being normalized. As before, it is

thus necessary to consider a proper normalization to avoid numerical errors when minimizing

the loss function. Secondly, at each new level of the training, the dominant frequency of

the residuals increases since the frequency of each correction increases. Therefore, the ratio

between the residualR and the residualB will increase, knowing that R usually contains

higher derivatives than B. Hence, a proper choice of the weighting coe�cients should be

considered at each level.

In order to address the aforementioned issues, we present an approximation of the error

e = u � ~u, given by ~e, as described in [157], that veri�es the linearized problem:

� uR(x ; ~u)(~e) = � R(x ; ~u); (5.38)

where R veri�es some mild assumptions speci�ed in [157]. Here,� uR(x ; ~u) is the Gâteaux

derivative of R(x ; ~u) in the direction ~e de�ned as:

� uR(x ; ~u)(~e) := lim
� ! 0

1
�

h
R(x ; ~u + � ~e) � R(x ; ~u)

i
:

The linearized problem (5.38) indicates that the residualR(x ; ~u) will behave as the linear
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Figure 5.22 Example of Section 5.5.4: approximation~u0(x) and corrections~ui (x), i = 1; 2; 3.

residual� � uR(x ; ~u)(~e). Therefore, if~e(x ) is su�ciently close to e(x), then R(x ; ~u) will behave

like � � uR(x ; ~u)(e): Moreover, the Dirichlet boundary condition will be given byB
�
x ; ~u(x )

�
=

e(x ), 8x 2 @
 . Therefore, a reasonable normalization of both terms in the loss function

should be deduced from the amplitude ofe(x), which is approximated by � i
j =0 � j at level

i � 1. Hence, we choose to normalize the loss function at leveli � 1 as:

L (� ) = (� i
j =0 � j )2

"

wr

Z



R

�
x ; ~u(x )

� 2
dx + wbc

Z

@

B

�
x ; ~u(x )

� 2
dx

#

; (5.39)

Moreover, a proper choice of the weightswr and wbc in the loss function can be deduced

from the linearized problem. Similarly to the discussion at the end of Example 5.3.2, a linear

residual of orders would amplify the term with a high frequency component! by a factor

! s. For small errors the residualR
�
x ; ~u(x )

�
can be approximated with the linearized error

residual, hence with a similar reasoning as before, it implies that the residualR
�
x ; ~u(x )

�

should be ampli�ed by the dominant frequency in the error that we wish to correct. On the

other hand, the Dirichlet boundary condition residual does not include any derivative and

will not be ampli�ed. At level i � 1, the error will be approximated with the correction~ui ,
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which is dominated by the frequency! M that we assign at each level. Takingwr = 1 and

assuming that at level zero we choosewbc = wbc;0 as a hyperparameter, then the loss function

at level i � 1, is taken as:

L (� ) = (� i
j =0 � j )2

" Z



R

�
x ; ~u(x )

� 2
dx + wbc;0! 2s

M

Z

@

B

�
x ; ~u(x )

� 2
dx

#

; (5.40)

wheres is the order of the linearized residual.

Finally, in order to determine the normalization factors� i , for i � 1, we assume that the

linearized problem leads to a reasonable approximation~e of the error e. Therefore, the

Extreme Learning Method described in Section 5.4 can be used with the linearized problem

to determine � i at each correction. In the following example, we solve a one-dimensional

non-linear problem where we weakly impose the boundary condition in the loss function.

The main objective of this example is to show that the multi-level neural network approach

can indeed be extended to non-linear problems. Yet, additional work should be carried for

other classes of problems in order to assess the full potential of multi-level neural networks

for solving non-linear boundary-value problems.

Example 5.6.1. We consider here the non-linear boundary-value problem:

R
�
x; u(x)

�
= @xx u(x) � ku(x)@xu(x) = 0 ; 8x 2 (0; 1);

u(0) = � 1;

u(1) = �
1
5

:

(5.41)

We set k = 8. The exact solution of this problem is given byu(x) = � 2=(kx + 2) and the

loss function at each level reads:

L (� ) = (� i
j =0 � j )2

" Z




�
@xx ~u(x) � k~u(x)@x ~u(x)

� 2
dx + wbc;0! 2s

M

"
�

~u(0) + 1
� 2

+

 

~u(1) +
1
5

! 2##

:

In order to estimate the normalization factors using the Extreme Learning Method, we solve

the linearized problem

@xx ~e(x) � k~u(x)@x ~e(x) � k~e(x)@x ~u(x) = � R
�
x; ~u(x)

�
; 8x 2 (0; 1);

which allows one to �nd a coarse approximation~e(x) of the error.

The solution is approximated with four levels in total with the hyperparameters provided in

Table 5.6. The training is done using 2,000 collocation points. Similarly to the linear cases,
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Table 5.6 Hyperparameters used in the example of Section 5.6.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 1 1 1 1

Widths N1 10 20 40 20

# Adam iterations 4,000 4,000 4,000 4,000

# L-BFGS iterations 200 400 600 0

# wave numbers M 1 3 5 1

we choose here a low-frequency mode for the �nal level and train the system with Adam

only. We show in Figure 5.23 the evolution of the loss function and the errors, in theL2

and H 1 norms, during the training. We note that the loss function is plotted without the

normalization factor (� i
j =0 � j )2. We observe that each correction consistently reduces the loss

and the errors. As in the case of the linear problems, we are able to decrease the errors in the

last level, without reducing the value of the loss function, by taking care of the low frequency

component of the error. Finally, we show in Figure 5.23 the pointwise errore(x) obtained

at the end of the training and observe that the maximum pointwise error is of the order of

10� 13.

5.7 Conclusions

We have presented in this paper a novel approach to control and reduce errors in deep learning

approximations of solutions to boundary-value problems. The method has been referred to

as the multi-level neural network method in the sense that, at each level of the process, one

uses a new neural network, possibly of di�erent sizes, to compute a correction corresponding

to the error in the previous approximation. Each successive correction aims at reducing the

global error in the resulting approximation of the solution. Although the conceptual idea

seems straightforward, the e�ciency of the approach relies nonetheless on two key ingredients.

Indeed, we have observed that the remaining error at each subsequent level, and equivalently,

the resulting residual, have smaller amplitudes and contain higher frequency modes, two

circumstances for which we have highlighted the fact that the training of the neural networks

usually performs poorly. We have addressed the �rst issue by normalizing the residual before

computing a new correction. To do so, we have developed a normalization approach based on

the Extreme Learning Method that allows one to estimate appropriate scaling parameters.

The second issue is taken care of by applying a Fourier feature mapping to the input data and

the functions used to strongly impose the Dirichlet boundary conditions. We believe that the



118

Figure 5.23 Example of Section 5.6: (Left) Evolution of the loss function. (Middle) Evolution
of the error e(x) = u(x) � ~u(x) measured in theL2 and H 1 norms. (Right) Pointwise error
after three error corrections.

multi-level neural network method is a versatile approach and can be applied to many deep

learning techniques designed to solve boundary-value problems. In this work, we have chosen

to present the method in the special case of physics-informal neural networks, which have

recently been used for the solution of several classes of initial and boundary-value problems.

The e�ciency of the multi-level neural network method was demonstrated here on several

1D or 2D numerical examples involving linear and non-linear di�erential equations. More

speci�cally, the numerical results successfully illustrate the fact that the method can provide

highly accurate approximations to the solution of the problems and, in some cases, allows

one to reduce the numerical errors in theL2 and H 1 norms down to the machine precision.

Even if the preliminary results are very encouraging, additional investigations should be con-

sidered to further assess and improve the e�ciency of the proposed multi-level neural network

method. More speci�cally, one would like to apply the method to other deep learning ap-

proaches, such as the Deep Ritz method [40] or the weak adversarial networks method [47] to

name a few, to time-dependent problems, and to the learning of partial di�erential operators,

e.g. DeepONets [42] or GreenONets [55], for reduced-order modeling. One could also imagine

estimating the correction at each level of the algorithm to control the error in speci�c quan-

tities of interest following ideas from [156, 158, 159]. In this work, we showed that strongly

and weakly imposed Dirichlet boundary conditions can be considered with this method. One

should thus assess the e�ciency of the method when di�erent types of boundary or initial

conditions are prescribed. Finally, the multi-level neural network method introduces a se-

quence of several neural networks whose hyperparameters are chosen a priori and often need

to be adjusted by trial and error. It would hence be very useful to devise a methodology that

determines optimal values of the hyperparameters independently of the user.
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CHAPTER 6 APPLICATION OF MULTI-LEVEL NEURAL NETWORKS

TO THE WAVE EQUATION AND THEIR EXTENSION TO GREEN

OPERATOR NETWORKS

The multi-level neural network method was demonstrated in Chapter 5 for boundary-value

problems, using physics-informed neural networks. Here, we exhibit the e�ectiveness of

the multi-level approach with PINNs for the wave equation. Additionally, we extend the

multi-level neural networks to reduce the errors in approximations obtained with Green

operator networks. This extension is demonstrated by approximating the operator of the

one-dimensional Poisson problem. These �ndings lay the groundwork for extending the

multi-level approach to approximate the operator of the wave equation.

6.1 Multi-Level Neural Networks for the Wave Equation

In this example, we will consider the physics-informed neural networks solution of the wave

equation using the multi-level neural networks described in Chapter 5. Our goal is to �nd

the solution u(x; t ), for all x 2 [0; 1] and t 2 [0; 1] such that

@tt u(x; t ) � c2(x)@xx u(x; t ) = 0 ; 8(x; t ) 2 (0; 1) � (0; T); (6.1)

subject to the initial and boundary conditions

u(x; 0) = sin( �x ) +
1
2

sin(4�x ); 8 x 2 (0; 1); (6.2)

@tu(x; 0) = 0; 8 x 2 (0; 1); (6.3)

u(0; t) = u(1; t) = 0 ; 8 t 2 (0; 1): (6.4)

For this example, we will consider the homogeneous wave equation withc(x) = 2 on the

whole domain. The exact solution is given by

u(x; t ) = sin( �x ) cos(2�t ) +
1
2

sin(4�x ) cos(8�t ):

The solution of the wave equation is approximated with the multi-level neural networks using

four levels with the hyperparameters given in Table 6.1. We note that for this example the

normalization factors are chosen as hyperparameters for simplicity. In this example, the loss

function is de�ned similarly to (4.16), which contains several terms that need to be balanced,
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Table 6.1 Hyperparameters used in the example of Section 6.1.

Hyperparameters ~u0 ~u1 ~u2 ~u3

# Hidden layers n 3 3 3 3

Widths of the hidden layers 30 40 50 30

# Adam iterations 4,000 4,000 4,000 4,000

# L-BFGS iterations 500 750 1250 0

# wave numbers M 1 3 5 1

Normalization factors � i 1 1000 100 1

# Training points Nr 30,000 60,000 90,000 120,000

# Training points Nbc 2,000 4,000 6,000 6,000

# Training points N ic 1,000 2,000 3,000 3,000

at each level, with appropriate weights. Therefore, we choose to compute these weights using

the NTK approach presented in Section 2.5.5.

We show in Figure 6.1 the initial approximation~u0(x) and the corrections~u1(x); ~u2(x) and

~u3(x). Similar to the observations of Chapter 5, the frequency of each correction increases

with the levels, except for the last correction. We show in Figure 6.2 (left) the pointwise

error u(x; t ) � ~u(x; t ) after three corrections. We notice that the maximum pointwise error

is around 6 � 10� 6. Additionally, we exhibit in Figure 6.2 (right) the error at the end of

each level in theL2(L2) norm, as de�ned in Equation (2.5). At each level we were able to

decrease the error, gaining three orders of magnitude with the corrections. We note that

this numerical example was also solved using classical PINNs with the NTK adaptive weight

approach in [112], and using stacked PINNs in [105], yielding anL2(L2) error greater than

10� 3 in both cases.

6.2 Multi-Level Neural Networks with Green Operator Networks

In this section, we extend the multi-level approach to Green operator networks. A straight-

forward approach is to approximate the Green's function with an initial network as presented

with GreenONets, then add further corrections to the Green's function to continuously re-

duce the residual of the training functions. Although this method seems promising, it su�ers

from over�tting as one needs a very large family of training functions to generalize well on

small scales. To overcome this issue, we propose to approximate multiple operators, each

trained with a family of input functions of increasing complexity. To present this approach
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Figure 6.1 Example of Section 6.1: Approximation~u0(x) and corrections~uk(x), k = 1; 2; 3.

Figure 6.2 Example of Section 6.1: (Left) Pointwise error after three corrections. (Right)
L2(L2) error after training each level.

we will consider the following Poisson problem. Given a functionf (x), the objective is to

�nd the solution u(x), for all x 2 [0; 1], satisfying

R
�
x; u(x)

�
= f (x) + @xx u(x) 8x 2 (0; 1);
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with the following Dirichlet boundary conditions

u(0) = u(1) = 0 :

For this problem, our goal is to obtain the solution operator for a family of source terms.

Therefore, we set the input vectors equal to the vector [f (x i )]i =1 ::::;m s , where x i are the

sensor points uniformly de�ned on the interval[0; 1]. We approximate the operator of the

Poisson problem with Green operator networks. Here, the boundary conditions are strongly

imposed so that the loss function reduces to the residual associated with the partial di�er-

ential equation. Similar to what has been observed in Chapter 5, the errors would remain

large if one uses only one network.

In order to control and reduce the errors when approximating a solution with GreenONets,

we shall consider the following approach:

1. Approximate the Green's functions,G0; : : : ; GL , by training each independently with

input functions, created with Gaussian random �elds as described in Chapter 4, of

decreasing length scales, i.e. increasing frequencies. In other words, the Green's function

Gk is trained using a GRF of length scalelk , wherelk < l j for k > j .

2. Calculate the initial approximation ~u0 to u(x) using the network G0 and the source

term f 0(x) = f (x).

3. Calculate the �rst correction ~u1, using the network G1 and the source termf 1(x) =

R0

�
x; ~u0(x)

�
= f 0(x) + @xx ~u0(x).

4. Repeat this process and calculate the corrections~uk using the network Gk and the

source termf k(x) = Rk� 1

�
x; ~uk� 1(x)

�
= f k� 1(x) + @xx ~uk� 1(x).

After obtaining the initial solution ~u0(x) and the corrections ~uk , k = 1; : : : ; L, the �nal

approximation is obtained as

~u(x) =
LX

k=0

~uk(x):

Similar to the classical MLNN approach, the errors at higher levels exhibit higher frequencies.

This justi�es the training of the Green's functions, G0; : : : ; GL , using input functions of

increasing frequencies. We note that the source terms are not normalized here, as done in

the classical multi-level approach. Actually, the correction with a GreenONet at thekth level

is given as

~uk(x) =
1

ms

msX

i =1

Gk(x; x i )f k(x i ):
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Since the architecture of GreenONets is scale-independent, the solution is naturally scaled

with the source termf k . In other words, if the source term has a small magnitude, the solution

inherits the same property without the need to rescale the source term. Furthermore, our

approach minimizes the error in the approximation by reducing the residual of the PDE, which

constitutes the only source of error here. Nonetheless, in cases where boundary conditions

are weakly imposed, an operator for these conditions is necessary to further reduce the

error associated with the boundary term at each level. Additionally, for future work, one

could explore the approximation of the Green's functions,G1; : : : ; GL , using transfer learning,

where each networkGi is initialized with the parameters of the trained networkGi � 1. It is

important to note that while our discussion focuses on the Poisson problem with the source

term as an input function, this methodology is adaptable to various linear PDEs with di�ering

parameters.

Numerical Example In this example, we will consider the Poisson equation described

above with homogeneous Dirichlet boundary conditions. The boundary conditions are strongly

imposed by multiplying the output of the network by the function g(x) = x(1 � x). We

�rst train seven Green operator networksGk , k = 0; : : : ; 6, with the following length scales

lk 2 f 1; 0:5; 0:2; 0:1; 0:05; 0:02; 0:01g. For all networks, we chooseN = 5000 training func-

tions, with Pr = 1 collocation point per training function, see Chapter 4 for detail. The

sensor points are uniformly distributed on(0; 1) with ms = 201. Each GreenONet is trained

using Adam followed by L-BFGS with the learning rates10� 3 and unity respectively. For

higher levels, the complexity of the network and the number of iterations are increased, as

shown in Table 6.2, to approximate more complicated solutions. Note that each L-BFGS

iteration consists of 20 sub-iterations as set up by default in the library PyTorch.

Table 6.2 Hyperparameters used in the example of Section 6.2.

Hyperparameters G0 G1 G2 G3 G4 G5 G6

# Hidden layers n 2 2 2 3 3 3 4

Widths of the hidden layers 20 20 30 30 40 50 50

# Adam iterations 5,000 5,000 5,000 5,000 5,000 5,000 5,000

# L-BFGS iterations 300 300 300 300 300 400 400

In Figure 6.3, we show the approximation of the Green's functionGk(x; x i = 0:5), k =

0; : : : ; 6, when trained with di�erent length scales. We observe that when the GreenONet is

trained with higher frequencies, the approximated Green's function converges to the exact
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Figure 6.3 Example of Section 6.2: Green's functionGk(x; x i = 0:5), k = 0; : : : ; 6, compared
to the exact Green's function.

Green's function of the Poisson problem. After training the operators we test our approach

with the source function

f (x) = ( m� )2 sin(m�x );

corresponding to the exact solutionsin(m�x ). We start by considering the case withm = 1.

As described in the multi-level GreenONets, we compute the initial approximation~u0 and

the corrections~uk , k = 1; : : : ; 6, using the corresponding Green's functionsGk . In Figure 6.4,

we show the pointwise errorek(x) = u(x) �
P k

j =0 ~uj (x), for each level. We observe that the

maximum pointwise error is around3� 10� 2 after the initial approximation, then it decreases

after each correction to attain a maximum pointwise error around7 � 10� 9. Moreover, as

observed in MLNNs, larger gradients are introduced as we introduce more corrections. For

this reason, one cannot correct the solution with the same operator, so an operator that

handles higher frequencies is needed.

Additionally, we test the same networks with di�erent values ofm. We show in Figure 6.5

(left) the evolution of the L2 error when approximating the solutions with the multi-level

GreenONets. We also report in Figure 6.5 (right) theL2 error of the solutions approximated

only with the GreenONet at levelk (we do not have a sequential correction here). At levelk,

the approximated solution is computed solely withGk , such as

~u(x) = ~uk(x) =
1

ms

msX

i =1

Gk(x; x i )f (x i ):
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Figure 6.4 Example of Section 6.2: Errorsek(x) = u(x) �
P k

j =0 ~uj (x) , at each level.

We observe that form = f 1; 4; 7; 10g we were able to reduce theL2 error using the multi-

level approach compared to the approximation with a single networkGk , for any k. For

example, form = 7 we can attain a minimumL2 error of the order of10� 5 with the multi-

level GreenONets. On the other hand, the best approximation form = 7 with only a single

network yields anL2 error of the order of10� 2.

We notice form = 7 and m = 10 that the error increases at the early levels and then it starts

to decrease when the frequencies of the solution are captured. Therefore, one can start the

initial approximation at a subsequent level to avoid the error introduction at early levels. In

Figure 6.6, we show the evolution of the residual of the PDE and the error in theL2 norm

with the initial approximation at level 0 or level 3. We observe that since the latter approach

avoids the introduction of errors in the early levels we were able to reduce both the error and

the residual by around an additional order of magnitude. Therefore, one should start with

the �rst level that reduces the residual to avoid introducing errors in early levels.

Moreover, to show that our sequence of neural networks is not speci�c to the problem with

f (x) = ( m� )2 sin(m�x ), we test the same operators with a source term obtained from a GRF

with a length scalel = 0:1, see Figure 6.7 (left). The approximated solution is calculated

using the multi-level GreenONets and is presented in Figure 6.7 (middle). Finally, we show

in Figure 6.7 (right) the evolution of the L2 error after each correction. We note here that

the error is calculated between the approximated solution and an over-kill solution calculated

with the �nite di�erence method. We observe that the L2 error starts to decrease at level 2
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Figure 6.5 Example of Section 6.2: (left) Evolution of theL2 error using the multi-level
GreenONet approach for di�erent values ofm. (right) L2 error of the solution when ap-
proximated solely with the GreenONet at levelk (without sequential correction) for di�erent
values ofm.

Figure 6.6 Example of Section 6.2: (left) Evolution of the residual in theL2 norm using the
multi-level GreenONet for m = 10 when starting the training from either level 0 or level 3.
(right) Evolution of the L2 error using the multi-level GreenONet form = 10 when starting
the training from either level 0 or level 3.

and is of the order of10� 7 after all the corrections.
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Figure 6.7 Example of Section 6.2: (left) Source term. (middle) Approximated solution
~u(x) =

P 6
k=0 ~uk(x). (right) Evolution of the L2 error using the multi-level GreenONets.
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CHAPTER 7 CONCLUSION

The main goal of this research was to investigate and propose innovative approaches for

achieving accurate solutions to the wave equation. Over recent decades, the �eld of compu-

tational science has seen rapid development, especially in solving partial di�erential equations

(PDEs). This progress is signi�cant due to the broad applications of PDEs across physics,

engineering, and various other domains. A key factor in these advancements has been the

identi�cation and utilization of algorithms that are compatible with the latest developments

in computational hardware. This approach yielded advancements in the accuracy and e�-

ciency of solving partial di�erential equations, as well as tools that help answer increasingly

complex scienti�c questions. In the last decade, scienti�c machine learning has made some

signi�cant progress in solving initial and boundary-value problems thanks to innovative al-

gorithms optimized for the latest GPU technology.

The spectral element method has shown great success with the solution of the wave equa-

tion due to its high-accuracy solutions, ability to handle complex geometries, as well as

its e�ciency. However, its e�ectiveness can be constrained when addressing high-frequency

solutions within highly heterogeneous domains. The challenges are further compounded in

applications requiring multiple wave equation solutions, like inverse problems and uncertainty

quanti�cation. Therefore, a signi�cant amount of research is currently focused on solving par-

tial di�erential equations through deep learning techniques. While these methods are still

evolving, they o�er promising prospects for breakthroughs, thanks to their straightforward

implementation and their ability to integrate data directly into the solutions.

7.1 Summary of the Contributions

To better understand the convergence properties of the Gauss-Lobatto-Legendre spectral

element method, we conducted an a priori error analysis for solving the two-dimensional

homogeneous wave equation. Previous estimates, presented in theL2 norm, were numerically

demonstrated to be sub-optimal. In our work, we presented optimal error estimates in the

H 1 norm. Initially, we presented theh-p version of the error bounds in Theorem 3.5.5, where

we demonstrated optimal exponential convergence inp, albeit sub-optimal in h with an order

of convergencep � 1. Consequently, we introduced in Theorem 3.5.6 a priori error bounds

in h only, that predict a convergence of the orderp. The error bounds are presented in

the broken Sobolev norm, making them also valid for piecewise homogeneous media when

appropriately choosing the mesh. Our �ndings were numerically veri�ed for regular and
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non-regular data, to underscore the importance of the triangulation choice, as predicted by

our analysis. Additionally, the quadrature rule used in the GLL-SEM does not compute the

exact integrals of the weak formulation, which could deteriorate the convergence. The choice

of the GLL quadrature is necessary to obtain a diagonal mass matrix, resulting in an e�cient

method. Our optimal error bounds con�rm that the under-integration does not a�ect the

convergence of the GLL-SEM, allowing one to bene�t from the e�ectiveness of the GLL-SEM

without a trade-o� on convergence.

One of the primary advantages of deep learning approaches is their ability to approximate the

inverse operators of partial di�erential equations with straightforward implementations. This

becomes particularly bene�cial when multiple solutions of the PDE are required. The wave

equation, being a linear operator, can be approximated by estimating its Green's function.

For this purpose, we constructed in Chapter 4 the Green operator networks to approximate

the operator of the wave equation by learning its corresponding Green's function. We nu-

merically showed, by approximating the operator of the wave equation, that the GreenONets

yield smaller errors and faster convergence when compared to the DeepONets. The numerical

examples were carried out using input functions that represent the initial condition and ini-

tial velocity in both one and two-dimensional spaces, across homogeneous and heterogeneous

domains. Additionally, we noticed that the approximated Green's function is less prone to

the Gibbs phenomena than classical discretization methods when approximating the Dirac

delta distribution or discontinuous functions.

In Chapter 4, we observed that reducing errors when using GreenONets and DeepONets is

challenging. This di�culty is similarly observed using physics-informed neural networks, for

which the error rarely goes below10� 5, even for simple solutions, and despite the universal

approximation theorem of neural networks. In contrast, traditional methods like the spectral

element method are able to consistently reduce errors to the desired precision. A signi�cant

contribution of this work is to show that one can actually control and reduce the errors in

approximations of boundary-value problems, achieving machine precision in some cases, by

introducing multi-level neural networks. The main idea is that the solution approximated

using deep learning presents an error on a smaller scale at a higher frequency. To reduce

this error, we proposed �xing the initial solution and approximating the subsequent error

with a new network. To address the scale and frequency limitations, we proposed scaling

the residual of the network to yield a normalized solution and using Fourier feature mapping

to overcome the spectral bias. This process can be repeated sequentially to further reduce

the error. It is important to note that further corrections require larger networks and longer

training periods to approximate the subsequent errors accurately. Using physics-informed

neural networks, we numerically demonstrated in Chapter 5 the e�ciency of MLNNs in one
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and two dimensions for linear and nonlinear boundary-value problems. We note that the

approach can be easily integrated into existing codes, thereby making it a practical solution

for error reduction. This work also put into evidence the issues encountered when using

deep learning to converge to the exact solution. It was shown that the limitations primarily

originate from the gradient-based optimization solvers, which cannot control large and small

parameters and have di�culties capturing low and high-frequency components of the solution

simultaneously.

In Chapter 6, we solved the wave equation using the multi-level approach, demonstrating the

applicability of MLNNs for initial and boundary-value problems. Finally, we extended the

multi-level approach to GreenONets for the Poisson problem. By approximating a sequence

of Green's functions for input functions of increasing complexity, we were able to sequentially

reduce the errors when approximating the solution for a new source term. We demonstrated

the e�ectiveness of the multi-level GreenONets with source terms of varying frequencies,

achieving signi�cant error reduction in all cases. These results highlight the substantial ben-

e�ts of extending the multi-level approach to operator approximation, where error reduction

is a primary challenge for further development. These �ndings should be further extended

to approximate the operator of the wave equation with high precision. With these advance-

ments, we have improved the solution of the wave equation using deep learning methods,

hence showing a path to make these methods more competitive than classical methods.

7.2 Future Research

In this thesis, we have presented several advancements in solving the wave equation using

both the spectral element method and deep learning methods. This work sets the stage for

future research, a few avenues of which are presented below:

ˆ The a priori error analysis presented in Chapter 3 can be extended to the heterogeneous

wave equation in higher dimensions. This study could be of paramount importance to

understand the e�ect of highly heterogeneous media with discontinuous properties on

the convergence. Additionally, in Chapter 3, only the case of homogeneous Dirichlet

boundary conditions was treated and one should consider its extension to di�erent

Dirichlet and Neumann boundary conditions.

ˆ While the GreenONets have been tested in the case of the one- and two-dimensional

wave equation, further testing should be considered for the three-dimensional wave

equation in highly heterogeneous media. Additionally, further comparative analyses

with other neural operator approaches, such as Fourier neural operators, should be
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carried out for the solution of the wave equation. Additionally, a challenging direction

for future work is to obtain theoretical backing for the multi-level approach, which

would help us better understand the error behavior and choose hyperparameters more

e�ectively.

ˆ We have shown that the multi-level approach is applicable to non-linear di�erential

equations. However, this methodology has been tested on a single problem, thus ad-

ditional numerical examples for non-linear problems are needed to comprehensively

examine the potential and limitations of the multi-level approach and propose further

enhancements. Furthermore, MLNNs could be adapted to deep learning approaches

beyond PINNs, such as the deep Ritz method or weak adversarial networks.

ˆ In Chapter 6, we extended the multi-level approach to enhance accuracy using Green op-

erator networks for the one-dimensional Poisson problem with strongly imposed Dirich-

let boundary conditions. Further investigations should consider other linear operators,

including the wave equation. Moreover, in the case of weakly-imposed boundary con-

ditions, an error at the boundary is inevitable, necessitating an additional operator to

minimize boundary errors. Further research is required to delve deeper into this issue

and to verify its applicability for weakly imposed boundary and initial conditions.
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APPENDIX A PROOFS

Several arguments in the following proofs are similar to those found in [24]. By keeping the

novel aspects of the paper in Sections 3.4-3.5, but relegating some of the repetitive algebraic

manipulations to the Appendix, we hope to have made the paper both comprehensive, for

those new to the topic, and concise, for those already familiar with the challenging aspects

of this work.

Proof of Lemma 3.5.1 . The �rst step of the proof, to obtain the identity (A.1), was

already presented in the proof of Theorem 3.5.5 but is repeated here for the sake of com-

pleteness. Subtracting (3.11a) from (3.6), we have for anyvn
H 2 VH and n = 1; : : : ; NT � 1,

�
�
� 2un

H ; vn
H

�

H
� aH

�
un

H ; vn
H

�
+ a

�
u(tn ); vn

H

�
= �

�
•u(tn ); vn

H

�
�

�
f (tn ); vn

H

�

H
+

�
f (tn ); vn

H

�
;

so that
�
� 2(� H u(tn ) � un

H ); vn
H

�

H
+ aH

�
� H u(tn ) � un

H ; vn
H

�
=

�
� 2� H u(tn ); vn

H

�

H
�

�
•u(tn ); vn

H

�
�

�
f (tn ); vn

H

�

H
+

�
f (tn ); vn

H

�
;

and

�
� 2� n ; vn

H

�

H
+ aH

�
� n ; vn

H

�
=

�
� 2� H u(tn ); vn

H

�

H
�

�
•u(tn ); vn

H

�
�

�
f (tn ); vn

H

�

H
+

�
f (tn ); vn

H

�
:

For any vn
H 2 VH and n = 1; : : : ; NT � 1, we have thus shown that

(� 2� n ; vn
H )H + aH (� n ; vn

H ) = ( r n ; vn
H )H + qn (vn

H ); (A.1)

where r n = � 2� H u(tn ) � •u(tn ) and qn (vn
H ) =

�
f (tn ) � •u(tn ); vn

H

�
�

�
f (tn ) � •u(tn ); vn

H

�

H
. In

contrast to the manipulations following (3.24), we use the same de�nition ofvn
H = � n+1 � � n� 1

for all n, and then sum fromn = 1 to m, with 1 � m � NT � 1,

mX

n=1

(� 2� n ; � n+1 � � n� 1)H +
mX

n=1

aH (� n ; � n+1 � � n� 1) =
mX

n=1

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1):

(A.2)
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The �rst term in (A.2) can be rewritten as

� t2
mX

n=1

(� 2� n ; � n+1 � � n� 1)H

=
mX

n=1

(� n+1 ; � n+1 � � n� 1)H � 2
mX

n=1

(� n ; � n+1 � � n� 1)H

+
mX

n=1

(� n� 1; � n+1 � � n� 1)H

=
mX

n=1

(� n+1 ; � n+1 )H � 2
mX

n=1

(� n ; � n+1 � � n� 1)H +
mX

n=1

(� n� 1; � � n� 1)H

=
m+1X

n=2

(� n ; � n )H � 2
mX

n=1

(� n ; � n+1 )H + 2
m� 1X

n=0

(� n+1 ; � n )H �
m� 1X

n=0

(� n ; � n )H

= ( � m+1 ; � m+1 )H + ( � m ; � m )H � 2(� m ; � m+1 )H + 2( � 1; � 0)H

� (� 0; � 0)H � (� 1; � 1)H

= k� m+1 � � mk2
H � k � 1 � � 0k2

H :

Similarly, one can prove that

mX

n=1

aH (� n ; � n+1 � � n� 1) = aH (� m ; � m+1 ) � aH (� 0; � 1):

Substituting these last two identities for the �rst two terms in (A.2), we �nd

1
� t2

k� m+1 � � mk2
H + aH (� m ; � m+1 ) =

1
� t2

k� 1 � � 0k2
H + aH (� 0; � 1)

+
mX

n=1

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1):
(A.3)

The above equation can be extended tom = 0 if we de�ne r 0 = 0 and q0 = 0.

Similar to Grote and Schötzau [9], we remark that

aH (� m ; � m+1 ) = aH

 
� m + � m+1

2
;
� m + � m+1

2

!

� aH

 
� m � � m+1

2
;
� m � � m+1

2

!

� �
1
4

aH (� m � � m+1 ; � m � � m+1 ):

Then, using Lemma 3.4.4, we have

aH (� m ; � m+1 ) � �
Ca

4
p4

h2
k� m � � m+1 k2

H :
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Replacing in (A.3), we obtain

 
1

� t2
�

Ca

4
p4

h2

!

k� m+1 � � mk2
H �

1
� t2

k� 1 � � 0k2
H + aH (� 0; � 1)

+
mX

n=0

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1):
(A.4)

For the system to be stable, we then choose� t, p, and h such that

1 � Ca
� t2p4

4h2
= C� > 0; (A.5)

which allows one to complete the proof.

Proof of Lemma 3.5.2 . The proof is similar to that of Lemma 4.2 from [24]. For every

vH 2 VH , we have the basic identity

�
� 1 � � 0; vH

�

H
=

Z t1

t0

�
� H _u(s) � _u(s); vH

�

H
ds+

�
u(t1) � u0; vH

�

H
�

�
u1

H � u0
H ; vH

�

H
: (A.6)

For an elementK , the L2 projection operatorPK
p : L2(K ) ! Q p(K ) is de�ned such that for

any v 2 L2(K ), we have

�
PK

p v; vH

�

K
=

�
v; vH

�

K
; 8vH 2 Q p(K ):

Let � (s) = � H _u(s) � _u(s) and let PK
p� 1 be theL2 projection operator inQp� 1(K ). We remark

that Eq. (3.14) in the proof of Lemma 3.4.3 is always veri�ed withPK
p� 1u instead of I K

h;p� 1u,

then (3.15) becomes

�
� (s); vH

�

H ;K
�

�
� (s); vH

�

K
� C

� 




 � (s) � I K

h;p � (s)







0;K
+






 � (s) � PK

p� 1� (s)







0;K

� 




 vH








0;K
:

Then, summing the above inequality for allK 2 Th, we deduce that

�
� (s); vH

�

H
�

�
� (s); vH

�
� C

 




 � (s) � I h;p � (s)








0
+

X

K 2T h






 � (s) � PK

p� 1� (s)







0;K

! 




 vH








0
: (A.7)

By the use of the de�nition of the L2 projector, we have
�
� (s) � PK

p� 1� (s); PK
p� 1� (s)

�

K
= 0,

so that 




 � (s) � PK

p� 1� (s)







2

0;K
=

�
� (s) � PK

p� 1� (s); � (s)
�

0;K

�





 � (s) � PK

p� 1� (s)







0;K






 � (s)








0;K
:
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Thus we have





 � (s)� PK

p� 1� (s)







0;K
�






 � (s)








0;K
and sinceI h;p(� H _u) = � H _u, Eq. (A.7) becomes

�
� (s); vH

�

H
�

�
� (s); vH

�
� C

� 




 _u(s) � I h;p _u(s)








0
+






 _u(s) � � H _u(s)








0

� 




 vH








0
:

Using Lemma 3.4.2 and Corollary 3.4.6, we obtain

�
� (s); vH

�

H
�

�
� (s); vH

�
� Chmin( p;s)p� s






 _u(s)








s;Th






 vH








0
:

Also from Corollary 3.4.6, we have

Z t1

t0

�
� (s); vH

�
ds � C� t hmin( p;s)p� s






 _u








C0 (H s (Th ))






 vH








0
:

Hence we have

Z t1

t0

�
� H _u(s) � _u(s); vH

�

H
ds � C� t hmin( p;s)p� s






 _u








C0 (H s (Th ))






 vH








0
: (A.8)

To bound the remaining terms of (A.6), we begin by rewriting (3.11d) as

�
u1

H � u0
H ; vH

�

H
= � t

�
z0

H ; vH

�

H
+

� t2

2

�
f (t0); vH

�
�

� t2

2
a

�
u0; vH

�

+
� t2

2

� �
f (t0); vH

�

H
�

�
f (t0); vH

�
+ a

�
u0; vH

�
� aH

�
u0

H ; vH

� �

:

Then, using (3.6) at t = t0 and (3.11c), as well as the de�nition of� 0, we get

�
u1

H � u0
H ; vH

�

H
= � t

�
u1; vH

�

H

+
� t2

2

�

(•u
�
t0); vH

�
+

�
f (t0); vH

�

H
�

�
f (t0); vH

�
+ aH

�
� 0; vH

� �

:
(A.9)

We now introduce the Taylor's expansion

u(t1) = u0 + � tu1 +
� t2

2
•u(t0) + R3; (A.10)

where the remainder termR3 is given by

R3 =
1
2

Z t1

t0

(� t � s)2u(3) (s) ds:

To derive an estimate for the two last terms in (A.6), we isolate the� t2 term in (A.10) and
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combine it with (A.9) to �nd

�
u(t1) � u0; vH

�

H
�

�
u1

H � u0
H ; vH

�

H

=
�
u(t1) � u0; vH

�

H
�

�
u(t1) � u0; vH

�
+ � t

�
u1; vH

�
� � t

�
u1; vH

�

H

+
�
R3; vH

�
�

� t2

2

� �
f (t0); vH

�

H
�

�
f (t0); vH

�
+ aH

�
� 0; vH

� �

:

(A.11)

To bound the right-hand side of this last identity, we �rst observe that

�
u(t1) � u0; vH

�

H
�

�
u(t1) � u0; vH

�
=

Z t1

t0

�
_u(s); vH

�

H
�

�
_u(s); vH

�
ds;

and then apply Lemma 3.4.3 repeatedly to conclude

�
u(t1) � u(t0); vH

�

H
�

�
u1

H � u0
H ; vH

�

H

� C
�

� t hmin( p;s)p� s





 _u








C0 (H s (Th ))
+ � t hmin( p;s)p� s






 u1








s;Th

+ � t3





 u(3)








C0 (L 2 )
+ � t2hmin( p;d)p� d






 f (t0)








d;Th

� 




 vH








0
�

� t2

2
aH

�
� 0; vH

�
:

(A.12)

Since u1 = _u(0), the term ku1ks;Th is bounded byk _ukC0 (H s (Th )) from the de�nition of the

Cm (H s(Th)) norm (3.5). We now return to our original expansion (A.6), substitutevH for

� 1 � � 0, use Eqs. (A.8) and (A.12), and invoke Lemma 3.4.1, to obtain






 � 1 � � 0








2

H
+

� t2

2
aH

�
� 0; � 1

�

� C
�

� t hmin( p;s)p� s





 _u








C0 (H s (Th ))
+ � t3






 u(3)








C0 (L 2 )

+ � t2hmin( p;d)p� d





 f (t0)








d;Th

� 




 � 1 � � 0








H
+

� t2

2
aH

�
� 0; � 0

�
:

(A.13)

Using 2ab� a2 + b2, the previous inequality becomes






 � 1 � � 0








2

H
+

� t2

2
aH

�
� 0; � 1

�

�
1
2

C2
�

� thmin( p;s)p� s





 _u








C0 (H s (Th ))
+ � t3






 u(3)








C0 (L 2 )

+ � t2hmin( p;d)p� d





 f (t0)








d;Th

� 2

+
1
2






 � 1 � � 0








2

H
+

� t2

2
aH

�
� 0; � 0

�
:

(A.14)

We still have to bound the last term in the right-hand side of (A.14). From the continuity
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of aH and Eq. (3.28), we conclude that

aH

�
� 0; � 0

�
� Ch2 min( p;s)� 2p2� 2s






 u0








2

s;Th
: (A.15)

Thus, replacing the above inequality in (A.14) leads to the desired result.

Proof of Lemma 3.5.3 . Recall that for each n = 0; : : : ; NT � 1, we have an arbitrary

vn
H 2 VH . Furthermore, we continue to assume thatq0 = r 0 = 0 and we select an integerm

between1 and NT � 1. Using Lemma 3.4.3 and Lemma 3.4.1, we can show

mX

n=1

qn (vn
H ) =

mX

n=1

(f (tn ) � •u(tn ); vn
H ) � (f (tn ) � •u(tn ); vn

H )H

� C
mX

n=1

hmin( p;d)p� dkf (tn )kd;Th kvn
H k0 + hmin( p;s)p� sk•u(tn )ks;Th kvn

H k0

� CNT

�

hmin( p;d)p� d max
1� n� m

kf (tn )kd;Th + hmin( p;s)p� s max
1� n� m

k•u(tn )ks;Th

�

max
1� n� m

kvn
H k0

� CNT

�

hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p� sk•ukC0 (H s (Th ))

�

max
1� n� m

kvn
H kH :

(A.16)

The proof of Lemma 4.3 in [24] showed that

kr nkH � C

 

hmin( p+1 ;s)p1� sk•u(tn )ks;Th

+
1

� t

Z tn +1

tn � 1

k� H •u(s) � •u(s)k0 ds +
� t
6

Z tn +1

tn � 1

ku(4) (s)k0 ds

!

:

Applying Corollary 3.4.6 to this estimate, we �nd

kr nkH � C
�

hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

�

:

The previous estimate immediately leads to

mX

n=1

(r n ; vn
H )H �

mX

n=1

kr nkH kvn
H kH

� CNT

�

hmin( p;s)p1� sk•ukC0 (H s (Th )) + � t2ku(4) kC0 (L 2 )

�

max
1� n� m

kvn
H kH :

(A.17)

The result is deduced by combining (A.16) and (A.17).
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Proof of Lemma 3.5.4 . First, we recall the estimate from Lemma 3.5.1

Ck� m+1 � � mk2
H � k � 1 � � 0k2

H +� t2aH (� 0; � 1)+ � t2
mX

n=0

(r n ; � n+1 � � n� 1)H + qn (� n+1 � � n� 1);

which holds for m = 0; : : : ; NT � 1. We bound the terms on the right-hand side using

Lemma 3.5.2 and Lemma 3.5.3.

max
0� n� NT � 1

k� n+1 � � nk2
H � C

�

� t hmin( p;s)p� sk _ukC0 (H s (Th )) + � t3ku(3) kC0 (L 2 )

+ � t2hmin( p;d)p� dkf (t0)kd;Th + � t hmin( p;s)� 1p1� sku0ks;Th

� 2

+ CT� t
�

hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th ))

+ � t2ku(4) kC0 (L 2 )

�

max
1� n� NT � 1

k� n+1 � � n� 1kH :

Using the Peter-Paul inequality, i.e.2ab� "a2 + b2=" with " = 2, yields

max
0� n� NT � 1

k� n+1 � � nk2
H � C

�

� t hmin( p;s)p� sk _ukC0 (H s (Th )) + � t3ku(3) kC0 (L 2 )

+ � t2hmin( p;d)p� dkf (t0)kd;Th + � t hmin( p;s)� 1p1� sku0ks;Th

� 2

+ C2T2� t2
�

hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th ))

+ � t2ku(4) kC0 (L 2 )

� 2

+
1
4

max
1� n� NT � 1

k� n+1 � � n� 1k2
H :

With the help of the obvious bound

max
1� n� NT � 1

k� n+1 � � n� 1kH � 2 max
0� n� NT � 1

k� n+1 � � nkH ;

we have

max
0� n� NT � 1

k� n+1 � � nkH � C� t
�

hmin( p;s)p� sk _ukC0 (H s (Th )) + � t2ku(3) kC0 (L 2 )

+ � thmin( p;d)p� dkf (t0)kd;Th + hmin( p;s)� 1p1� sku0ks;Th

+ hmin( p;d)p� dkf kC0 (H d (Th )) + hmin( p;s)p1� sk•ukC0 (H s (Th ))

+ � t2ku(4) kC0 (L 2 )

�

:

Remembering that� t < T allows one to conclude the proof.
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